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Abstract 
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The use of knowledge-based systems to aid in the diagnosis of faults in physical 
devices has grown considerably since their introduction during the 1970s. The 

majority of the early knowledge-based systems incorporated shallow knowledge, 

which sought to define simple cause and effect relationships between a symptom and 
a fault, that could be encoded as a set of rules. Though such systems enjoyed much 

success, it was recognised that they suffered from a number of inherent limitations 

such as inflexibility, inadequate explanation, and difficulties of knowledge elicitation. 
Many of these limitations can be overcome by developing knowledge-based systems 
which contain deeper knowledge about the device being diagnosed. Such systems, 
now generally referred to as model-based systems, have shown much promise, but 

there has been little evidence to suggest that they have successfully made the 
transition from the research centre to the workplace. 

This thesis argues that knowledge-based systems are an appropriate tool for the 
diagnosis of faults in complex devices, and that both deep and shallow knowledge 
have their part to play in this process. More specifically this thesis demonstrates how 

a wide-ranging knowledge-based system for quality assurance, based upon shallow 
knowledge, can be developed, and implemented. The resultant system, named 
DIPLOMA, not only diagnoses faults, but additionally provides advice and guidance 
on the assembly, disassembly, testing, inspection and repair of a highly complex 
hydro-mechanical device. Additionally it is shown that a highly innovative model- 
based system, named MIDAS, can be used to contribute to the provision of 
diagnostic, explanatory and training facilities for the same hydro-mechanical device. 
The methods of designing, coding, implementing and evaluating both systems are 
explored in detail. 

The successful implementation and evaluation of the DIPLOMA and MIDAS 

systems has shown that knowledge-based systems are an appropriate tool for the 
diagnosis of faults in complex hydro-mechanical devices, and that they make a 
beneficial contribution to the business performance of the host organisation. 
Furthermore, it has been demonstrated that the most effective and comprehensive 
knowledge-based approach to fault diagnosis is one which incorporates both deep and 
shallow knowledge, so that the distinctive advantages of each can be realised in a 
single application. Finally, the research has provided evidence that the model-based 
approach to diagnosis is highly flexible, and may, therefore, be an appropriate 
technique for a wide range of industrial applications. 
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Chapter 1 
Introduction to the 'T'hesis 

1.1 Introduction 

In this chapter the basic motivations for undertaking this research work are outlined. 
Particular emphasis is placed on the objectives, scope and methodology of the 

reported research. The research presented in this thesis focuses upon the development 

of two knowledge-based systems for fault diagnosis, one of which was based upon 

shallow knowledge, whilst the other incorporated deeper knowledge. This chapter, 
therefore, explores the relationship between the two. 

1.2 Overview of Research 

All physical devices are liable to suffer from malfunctions during their active service 
life. Such malfunctions can result in injury, inconvenience, wasted time or customer 
dissatisfaction depending on their severity. It is therefore essential that diagnostic 

systems and procedures are developed which are sufficiently fast, inexpensive, and 
accurate, so as to minimise the effect of any malfunction. One increasingly popular 
method for improving the diagnostic process is through the use of knowledge-based 

systems. 

The research presented in the thesis is primarily concerned with the development, 

implementation and evaluation of two distinct, yet complementary knowledge-based 

systems which aid in the diagnosis and repair of complex hydro-mechanical devices. 

The two resultant systems were given the acronyms DIPLOMA and MIDAS, which 
are explained in Figure 1.1. 

Figure 1.1: Explanation of Project Acronyms 

D Development and M Model-based 
I Implementation of a I Intelligent system for 
P Process capability and D Diagnosis 
L Life-cycle A Animation and 
0 Optimisation S Simulation 
M Module - 
A Alvey Project 
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The DIPLOMA system is a wide-ranging knowledge-based system for quality 

assurance. It has been developed to provide advice and guidance on the assembly, 
testing, disassembly and inspection of complex hydro-mechanical devices, as well as 

providing fault diagnosis and rectification facilities. The DIPLOMA system 
[Oldham, 91] is the outcome of a collaboration between Lucas Engineering and 
Systems, Lucas Aerospace, the University of Bradford and G. E. C Electrical Projects 

and has now been successfully implemented at the Lucas Aerospace factory at 

Fordhouses, Wolverhampton. 

Having successfully completed the development of the DIPLOMA system, a model- 
based representation of hydraulic circuits was developed to provide complementary 
diagnostic, training and explanatory facilities. The resultant system, named MIDAS, 

has now also been successfully implemented in the Fordhouses factory. Both the 
DIPLOMA and MIDAS systems were initially applied to just one device, this being a 
highly complex aerospace product, the High Lift Wing Sweep Control unit 
(H. L. W. S. C. unit). 

The development of two distinct yet complementary knowledge-based systems for 
diagnosis provided a platform for exploring the relationship between the shallow and 
deep approaches to knowledge representation. The DIPLOMA system, which typifies 

the shallow approach to knowledge representation, was a team effort whereas the 

model-based approach incorporating deeper knowledge was developed solely by the 

author. The author played a significant part in the development of the DIPLOMA 

system. This included being responsible for the knowledge elicitation, design and 

coding of the majority of the Strip / Inspection Module, and the user-interface 

software, as well as playing an active role in the specification of requirements for the 
diagnostic knowledge-bases and the central database. The DIPLOMA system was 
important as a research project in its own right, but additionally it acted as a test-bed 
for the evaluation of the model-based approach to diagnostic reasoning. 

As shallow knowledge-based systems have been in existence considerably longer 

than model-based systems, there are far more research issues to be explored with 

regard to the development, implementation and evaluation of model-based systems, 

and consequently it is this aspect of the research which receives the greater attention 
in this thesis. 
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1.3 Objectives of Research 

The objectives of the research described in this thesis were as follows: 

i) To develop a knowledge-based system to aid in the assembly, inspection, testing, 
disassembly and diagnosis of complex hydro-mechanical devices, based upon shallow 
knowledge representations. The result of this part of the research was the DIPLOMA 

system. 

ü) To evaluate the impact of the DIPLOMA system in a shopfloor environment, and 

objectively review the methods used to acquire the knowledge and develop the 

system. 

iii) To develop a model-based representation of the hydraulic circuitry, which 
complements the functionality of the DIPLOMA system. Interest in qualitative or 
model-based reasoning has grown steadily in the artificial intelligence community 
since the publication of a special issue of 'Artificial Intelligence' [Bobrow, 84], which 
was solely devoted to the subject. The range of research applications is large 
including tuition, design and diagnosis, but unfortunately very few have found their 

way into practical implementations. As Leitch [Leitch, 90] states: 

'realistic applications need to be tackled, to determine whether these 
techniques will scale up to practical applications'. 

One of the prime objectives of this piece of research was, therefore, to demonstrate 

that model-based reasoning techniques were appropriate for practical applications. 

iv) To investigate whether model-based reasoning can prove to be an effective, 

acceptable and adaptable tool when applied to complex devices, and implemented in 

an industrial environment. 

v) To investigate whether the modelling techniques employed in the MIDAS system 

can be easily adapted for another product, and from this derive a methodology for 

adaptation, and a set of criteria for selecting suitable application areas. 

vi) To contrast and compare the contributions of the shallow knowledge diagnostic 

representation used within the DIPLOMA system, with the model-based approach to 
diagnostic reasoning, thereby investigating the hypothesis that both deep and shallow 
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knowledge have their part to play in diagnostic reasoning. 

1.5 Outline of the Thesis 

To reflect the reality of the research work undertaken, the thesis has been divided 
into two parts. Part I describes the development and evaluation of the DIPLOMA 

system, whilst Part II relates to the development and evaluation of the MIDAS 

system, a model-based approach to diagnostic reasoning. 

In Chapter 2 the impact of knowledge-based systems in manufacturing is reviewed. 
The chapter provides an overview of the role, characteristics, benefits and limitations 

of knowledge-based systems. The role of knowledge-based applications in the 

manufacturing environment is explored with particular emphasis being placed on the 

contribution of knowledge-based systems for diagnosis. This survey provides the 

necessary academic foundations for the specification and development of the 
DIPLOMA system. 

Chapter 3 explores the objectives and scope of the Alvey Project I. K. B. S. 114, and 
provides the necessary background material and sets the context for a discussion of 
the detailed design and development of the DIPLOMA system. 

In Chapter 4 of this thesis the design and development of the DIPLOMA system are 
discussed in detail. Particular attention is paid to the development of the Strip / 

Inspection and Test Modules, which are the two with which the author was most 
heavily involved, and the two with which the MIDAS system most closely interacts. 

Chapter 5 concludes Part I of this thesis with a detailed evaluation of the impact the 
DIPLOMA system has made on the shopfloor since its implementation at the 
Fordhouses factory. 

In Part II the contribution of the model-based approach to diagnostic reasoning is 

explored by a thorough review of the MIDAS system. 

The current state of research into model-based diagnostic reasoning is critically 
reviewed in Chapter 6. The chapter explores the scope, content and impact of model- 
based reasoning, and in so doing provides the foundations for the research presented 
in Part II of this thesis. 
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Chapter 7 presents the results of the research which was conducted into the impact of 
model-based systems in other organisations. A survey was undertaken of developers 

of model-based systems to determine whether such systems were being used in 

practical implementations rather than being limited to research projects. 

The development of the MIDAS system is described in detail in Chapter 8, paying 

particular attention to the many research issues which were explored during the 
development period. The MIDAS system, incorporating deeper knowledge of the 

structure and behaviour of hydraulic circuits, was developed to enhance the 
functionality of the DIPLOMA system by providing complementary diagnostic, 

training and explanation facilities. The model was developed in an iterative manner 

with prototypes being regularly reviewed by development engineers who specialised 
in the functionality of the H. L. W. S. C. unit. 

Chapter 9 demonstrates how the techniques developed to model the hydraulic 

circuitry of the H. L. W. S. C. unit, were successfully applied to the modelling of the 
hydraulic system of a civil aerospace product. Furthermore, it describes the 

methodology that was derived so that the MIDAS approach can be swiftly applied to 

other products. 

Chapter 10 presents the results of the evaluation that was undertaken on the MIDAS 

system to determine its effectiveness. In particular the contribution the MIDAS 

system makes to the DIPLOMA system is explored and in so doing the relative merits 

of the deep and shallow approaches to knowledge-based diagnosis are compared and 

contrasted. 

Finally, in Chapter 11 a critical summary of the total project is presented, with an 

emphasis being placed upon the conclusions drawn from the research and suggestions 

as to future work. 

This thesis, therefore, demonstrates how knowledge-based systems for fault 

diagnosis, with complementary levels of knowledge, can be successfully developed, 

implemented and operated within a manufacturing environment, where they make a 
highly beneficial impact. 
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Part I 

The Development, Implementation and Evaluation 

of the DIPLOMA System 



Chapter 2 

A Survey of the use of Knowledge-based 

Systems within Manufacturing 

2.1 Introduction 

In this chapter some of the basic terms are defined, and concepts explored. Firstly the 

subject of knowledge-based systems in general is reviewed, with particular reference 
being made to how such systems are justified and developed. The suitability of the 

manufacturing environment for knowledge-based systems is then explored. Finally 

the reported use of knowledge-based systems in the manufacturing environment in 

general, and diagnostic applications in particular, is described and. appraised with 

various applications being examined in further detail. Throughout the chapter 
reference is made to the literature on the subject. 

2.2 Knowledge-Based Systems 

The possibility that machines might be capable of displaying intelligence had been 

considered as early as the late 19th century, when the pioneers of computing and 
computational mathematics Charles Babbage and Ada Lovelace, were asked whether 
machines would ever be able to think. The serious search for machines, that could in 

some way replicate intelligent human behaviour, however, only started in earnest 
thirty years ago with the work of Newell and Simon [Newell, 63] to develop the 
General Problem Solving system (G. P. S. ), which could solve puzzles and prove logic 

theorems. Such systems were given the generic title of artificial intelligence. Since 

then artificial intelligence has expanded into a wide ranging discipline with on-going 

areas of research including natural language processing, visual perception, speech 

recognition, learning systems, robotics, theorem proving, game playing, general 

problem solving and knowledge-based systems [Turban, 88]. 

The original, perhaps rather romantic, notion was that one day intelligent computer 
systems would be developed that would equal or even surpass human performance at 
a wide range of thought dependent activities. In retrospect this notion has proved to be 

over optimistic with few systems as yet displaying wide ranging intelligent behaviour. 
One area, however, where results have been particularly promising is in the field of 
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knowledge-based systems, where applications have been developed which process 
knowledge to aid in the solution of problems within a relatively narrow domain. Of 
these systems it is the expert systems which process specifically expert or heuristic 
knowledge which have perhaps generated the most interest. Expert systems such as 
MYCIN [Shortliffe, 76], which incorporated heuristic knowledge to aid in the 
diagnosis of bacterial infections in hospital patients, proved to be highly successful, 

achieving a degree of success that equalled the performance of the best hospital 

consultants. Since the success of the MYCIN system, further expert and knowledge- 

based systems have been developed and applied to a wide range of tasks including 

diagnosis, design, planning, prediction and interpretation. Fuller reviews of the 

applications of expert and knowledge-based systems can be found in most leading 

textbooks (for example, [Bryant, 88], [Hayes-Roth, 83], [Turban, 88]). 

Despite the huge amount of research that has been undertaken in this area, there are 

still no uniformly accepted definitions of knowledge-based and expert systems. Some 

authors claim the terms can be used interchangeably (for example [Dym, 90] and 
[Pau, 86]), whereas others (for example [Watennan, 86] and [Turban, 88]) claim expert 
systems are a subset of knowledge-based systems as they only process expert, or 
heuristic knowledge. For the purposes of this thesis the wider definition of 
knowledge-based systems will be used as this covers the processing of all types of 
knowledge, including deep and non-expert, as well as heuristic knowledge. Before 

concluding the discussion of the definition of knowledge-based systems, it is 
important to explore how they differ from traditional information systems. The 

principal difference being that knowledge-based systems process knowledge using 
inferential and heuristic processes, whereas information systems process data using 

repetitive and algorithmic processes ([Waterman, 86]). 

2.3 Justification for Knowledge-Based Approaches 

It is very important to get a clear understanding as to why knowledge-based systems 

are being developed, rather than staying with traditional manual or computer-based 

systems. The following have been proposed as motivations for developing 

knowledge-based applications ([Bryant, 88], [Watennan, 86], [Hayes-Roth, 83] and 
[Turban, 88]): 

Cost: Despite heavy development costs, knowledge-based systems may have a 
potential cost advantage over their highly paid human counterparts. 
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Permanence: The expertise of a specific individual has a fixed working life, 

after which his or her knowledge is lost to the organization for good. 

Transference: Once automated, knowledge can be transferred, relatively 
easily, from one computer system to another. 

Consistency: Knowledge-based systems are always consistent, unlike their 

unpredictable human counterparts. 

Increased oulput: Human experts need breaks for food, drink, sleep, holiday, 

or relaxation, whereas knowledge-based systems are capable of operating for 24 

hours a day, seven days a week without a break. 

Response times: In many instances the response tunes of knowledge-based 

systems will be demonstrably superior to that of the human expert, especially 
where large quantities of data have to be assimilated. 

This list of potential benefits is given credibility because it is based upon a number of 
prominent success stories such as the following. The PROSPECTOR system 
[Duda, 79], which guides geological exploration, has enabled geologists to discover a 
deposit of molybdenum whose value will probably exceed $100,000,000. The 
DENDRAL system [Lindsay, 80] was developed to determine the structure of 
chemical compounds and has achieved commercial success, being used in 

laboratories throughout the world. Finally the R1/XCON system [McDermott, 82], 

which is used to aid in the configuration of VAX computer systems, has helped 

reduce the error rate from 35% to 2%. These systems have proved successful, 

primarily because they bring large amounts of domain specific knowledge to bear on 

a relatively narrow problem area. 

Despite the apparent benefits and well publicised success stories, there are many 
limitations which constrain the abilities of knowledge-based systems (for example 
[Hart, 831, [Turban, 88], [Waterman, 86J). Of these potentially the greatest drawback is 

that they have a very narrow focus and can only do what they have been taught to do. 

They cannot therefore generally adapt to new experiences, operate outside their 
knowledge domain, or bring common-sense, lateral thinking or inspiration to bear on 
a problem. 

Because of such limitations, benefits can only be assured if the application area is 
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selected with great care. Waterman [Waterman, 86] suggests that only applications 

which are possible, justifiable, and appropriate' should be tackled. Additionally 

Prerau [Prerau, 85] stresses the need to select only those applications which can be 

implemented with little disturbance to current working practices, and for which there 

is strong management commitment in the organization. 

2.4 Building Knowledge-Based Systems 

The following section provides a brief overview of the three major decisions facing 

the developer of knowledge-based systems. These are the formulation of the problem 

and the selection of the most appropriate search strategy, the selection of an 

appropriate knowledge representation, and lastly the choice of a set of tools or 
language for implementing the system. The methodology for developing a 
knowledge-based system, known as knowledge engineering, is explored in Chapter 4 

of this thesis. 

2.4.1 Problem Formulation and Search Methodologies 

The subject of reasoning and logical inference is vast, and far beyond the scope of 
this thesis. The aim therefore of this section, is briefly to review the concept of a 

state-space representation of a problem domain, and then to examine some of the 

more important search procedures, which can influence the success or otherwise of 
knowledge-based systems. A fuller discussion of the subject of problem formulation 

and search can be found in [Korf, 88]. 

2.4.1.1 State-Space Representation of Problems 

Irrespective of the type of knowledge representation to be chosen, it is helpful 

initially to formulate problems using the state-space representation. This is composed 

of problem states and operators, where a state can be defined as the current set of facts 

which are true at one stage of the problem solving procedure, whilst the operators 

govern the transition of the problem from one state to the next. The state-space 

therefore has to reflect the initial-states or starting points for the problem solution, the 

goal-states or finishing points, and all of the intermediate valid states. State-spaces are 
typically represented as trees or directed graphs. 

When defining a control strategy for searching the state-space for a feasible solution 
it is possible to choose one of two directions. Firstly it is possible to start at one of the 
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initial states and work forward through the state-space until a goal has been attained, 
this is known as forward chaining or data directed searching. Conversely it is 

possible to start at a goal state and work backwards through the state-space until the 

required initial conditions are identified, this being defined as backward chaining or 

goal directed searching [Korf, 88]. The choice of the direction in which to search the 

state-space is primarily dependent upon the potential number of outcomes to the 

search procedure. Backward chaining is typically more appropriate in domains where 

there are a small number of solution outcomes that can be enumerated, whereas 
forward chaining is more appropriate where there are a large number of potential 

outcomes [Rich, 83]. Generally, therefore, forward chaining is more appropriate for 

design or configuration systems, whereas backward chaining is more appropriate for 

diagnostic and classification systems. An alternative to using either forward or 
backward chaining indepently is to employ a bidirectional search technique, whereby 

the search is conducted forward from the data and backwards from the goal(s) 

simultaneously until the paths meet in the middle. This technique can be quite 

efficient, but it is possible for the two paths to pass each other, necessitating in further 

searching [Dym, 88]. 

2.4.1.2 Search Techniques 

Two major categories of search techniques have been developed to search the state 
space to derive an acceptable set of solutions. Exhaustive search relies on brute force 

to explore the state space, whereas directed search techniques add small amounts of 
heuristic knowledge to improve the efficiency of the search technique. Each of these 
two categories is briefly reviewed in the following section. 

i) Exhaustive search: Exhaustive search methods, sometimes known as blind search, 
or weak search methods are techniques in which the state-space is systematically 

explored until a solution is found. The two most common forms of exhaustive search 

are breadth first, where the state space is explored by uniformly descending through 

all possibilities, or depth first, where a particular branch of the state-space is fully 

explored before returning to the initial state and selecting another branch. Although 

exhaustive search is effective in that it is certain to find a solution, if a solution exists, 
it is not very efficient, as the sheer number of possible states can lead to 
combinatorial explosion. Therefore exhaustive search methods are generally only 
applicable, where the state-space is relatively small [Rich, 83]. 
ii) Directed Search: Because of the limitations of exhaustive search many methods 
have been developed which aim to direct the search procedure, so that an acceptable 
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solution is derived more speedily. 

One class of directed search strategies is known as heuristic search, which attempts 
to restrict the search process and hence reduce the risk of combinatorial explosion. 
Most heuristic search strategies use some form of evaluation function to determine 

which branch of the state-space is the most promising to explore. For example, 
Nilsson [Nilsson, 80] has used an evaluation function to estimate distance remaining 

when solving the problem of the eight-puzzle, in which eight moveable, numbered 
tiles in a3*3 frame must be moved from a randomly positioned initial state to a 

specified goal state. 

A second class of directed problem solving strategies, is that which makes use of 
hierarchical methods to abstract the problem space, and hence homes in on a 
solution. The idea behind the use of abstraction methods is that one way of making a 
large search space more manageable is to tackle the 'essential features' of the problem 
first and then fill in the detail later [Korf, 88]. The example of road navigation is often 
cited as an excellent analogy, where a driver starts his search by perhaps using a 
national map, and having arrived in the approximate locality uses more detailed maps 
to home in on the exact destination. 

Obviously one problem with using directed search strategies is that they tend to 

compromise, producing satisfactory rather than optimal solutions, and as a 
consequence excellent solutions can often be overlooked. They do however provide 
techniques for coping with very large search spaces, where exhaustive search 

procedures would prove too costly and time-consuming. 

2.4.2 The Representation of Knowledge. 

A knowledge representation can be a model of a world, enterprise or slice of reality. 
The purpose of such a representation is to organise knowledge in such a way that 
inferencing procedures can readily access it to aid in decision making procedures. 
This requires that knowledge engineering answers the three following questions 
[Quinlan, 841: 

i) How is the knowledge to be represented so that it is both usable in the system, 
and comprehensible to human beings? 

ii) What architecture should the system have so that the knowledge can be 
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brought to bear on the problems of the domain? 

iii) How can the knowledge be acquired and tested for internal consistency and 
completeness? 

The following section briefly reviews some of the more common ways in which 
knowledge can be represented. 

2.4.2.1 Knowledge Representation Methods. 

Many different representation methods or paradigms have been developed to store 
the domain-specific problem-solving knowledge required for a specific application. 
Barr & Feigenbaum [Barr, 81], for example have identified propositional logic, 

predicate logic, semantic networks, production rules, frames and scripts as being 

appropriate techniques for representing the knowledge in knowledge-based systems. 
Many researchers (for example [Jackson, 86] and [Kerr, 91]) suggest that it is sensible 
to classify the many knowledge representation schemes into three broad categories, 
these being representations based upon rules, logic or structured objects. Each of 
these three categories is briefly described below. 

By far the most popular knowledge representation is the rule-based paradigm 
[Harmon, 85], whereby domain knowledge is stored as a set of IF <condition> TI I EN 

<action> rules. The condition components of a set of rules can be compared with 
facts and whenever a match between the two is made, the rule is said to have been 

fired or executed, and the action component of that rule can be inferred. The process 
of matching and rule firing continues until a solution or set of solutions has been 

generated. 

The use of logical structures, such as propositional logic or predicate logic, is 

particularly appealing to A. I. researchers as they provide a tried and trusted method of 
deriving new facts from old. Thus by translating rules and facts into predicate 

statements, known as well formed formulas, new knowledge can be generated using 
the rules of logical inference such as modus ponens and modus tollens. In practice 

predicate logic is of more use to the developer of knowledge-based systems, than 

propositional calculus, as it can handle relationships between sets of objects rather 
than purely instances of objects. 
Structured object is the generic term used to describe any representation scheme 

primarily composed of nodes and arcs. Semantic nets, for example, are a means of 
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knowledge representation using a network of nodes to represent objects, concepts or 
situations, and arcs to define the relationships between them. The links or arcs can 
represent any relationship but the two most commonly used are the 'IS-A' and 'HAS' 

relationships. Frames are in many ways like semantic nets in that they are composed 

of nodes and relations organised into a network. Where frames differ from semantic 

nets is that in a frame-based representation each node or frame has a set of slots or 

attributes associated with it, all of which can be instantiated with values. Additionally 

the frames are organised into a hierarchy allowing attribute values to be inherited 

down through the network. 

More detailed discussions of the characteristics, strengths and weaknesses of the 

major knowledge representation schemes can be found in [Ramsey, 86) and 
[Jackson, 90J. 

2.4.2.2 Deep v. Shallow Knowledge Representation 

Developers of knowledge-based systems have to decide at what level it would be 

appropriate to represent the domain knowledge. The choice can be viewed starkly as 
one of whether to select a deep or shallow representation [liart, 82]. Most knowledge- 
based systems developed over the past twenty years have been shallow knowledge 

models, in that they seek to identify direct relationships between a cause and an effect 
within a narrow problem domain. Such relationships are based upon rules of thumb 
that a domain expert has accumulated over many years of experience, or empirical 
relationships between a cause and an effect. 

Conversely systems incorporating deep knowledge are based upon structural, 
behavioural and functional knowledge which is more fundamental and device 
independent than typical shallow models. These systems sometimes known as 

qualitative, causal, functional or model-based approaches, are a comparatively new 

approach to problem solving, which attempt to simulate the behaviour of a specific 

real world system, and then draw conclusions about the system by reasoning from 

first principles. Despite the general acceptance of the terms deep and shallow, many 

researchers (for example, [Guida, 85] and [Scarl, 87]), now recognize that deep and 
shallow are not absolute values, but are opposite ends of a continuum with many 
intermediate values. 

Shallow models are popular as they can generally be developed relatively cheaply 
and quickly. However, because they are based upon external observations of the 
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behaviour of a device, without reference to its internal mechanisms they can only be 
developed if a suitably experienced and willing expert can be found to provide the 
knowledge. Furthermore, as Tzafestas [Tzafestas, 90] points out it can be a time- 

consuming process, when it is necessary to model a complex domain, as all 

possibilities have to be enumerated explicitly. Additionally, shallow models may 

suffer from the following weaknesses as identified by Guida [Guida, 85] and Torasso 

and Console [Torasso, 89]: 

They are unhelpful when problems occur on the boundaries of their domain, or 

when unusual cases occur. 

They are unable to provide a particularly meaningful explanation of their 

conclusions. 

They are difficult to adapt or modify for new applications. 

Because they are based upon the experiences of experts, they can be difficult to 

validate independently. 

Many of these weaknesses can be overcome by developing systems based upon 
deeper knowledge of the device. Deep knowledge systems, can provide a powerful 

and flexible tool for expert reasoning, but have found few practical applications, 
because they can be costly and time consuming to develop and operate. A more 
detailed analysis of the function and potential of deep knowledge systems can be 

found in part II of this thesis. 

2.4.3 Tools and Languages for Implementation. 

Over the past twenty years, a huge variety of computer languages and software tools 
have been produced and marketed to help in the development of knowledge-based 

systems. The aim of this section of the thesis is to identify and critique the tools 

available and then to suggest relevant criteria for selecting them for a particular 

application. 

A. I. languages: Traditional programming languages such as COBOL, PASCAL or 
FORTRAN have proved highly effective for developing data processing applications 
where a procedural approach is required, but are less well suited for the development 

of knowledge-based systems, where symbolic manipulation is required. This has led 
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to the introduction of symbolic manipulation languages which were specifically 
designed for use in the development of knowledge-based systems. Of these PROLOG 
[Clocksin, 87] and LISP [McCarthy, 82] are perhaps the most popular, with PROLOG 

being widely used in Europe and Japan, whilst LISP is more popular in the U. S. A. 

PROLOG is a programming language which implements a modified version of 

predicate calculus, using a depth first, selected literal resolution, backward chaining 
theorem proving strategy. LISP is composed of a very small number of basic 

functions, from which all other required functions can be created, which makes it a 
highly flexible language. 

Shells: Shells, also known as skeletal systems, have been developed so that 
knowledge engineers can use partly developed knowledge-based systems, rather than 

starting from scratch. A shell is basically a knowledge-based system that has had all 
its domain knowledge stripped away, leaving only the inferencing mechanisms and 
the support facilities. This allows the knowledge engineer to create a knowledge-base 

from facts and rules relevant to the new application and have a prototype system 
ready for testing within a very short period of time. Many shells are now 
commercially available at surprisingly low prices. The majority of these are rule- 
based and most, such as Leonardo, Savoir and Xi Plus, use IBM compatible P. C. s as 
host machines. Despite the obvious benefits that shells offer in terms of reductions in 

time and cost of development, they may only be appropriate for applications 
characterised by 'small search spaces' which require 'exhaustive backward chaining' 
[Jackson, 90]. 

It should be noted that as well as shells and A. I. languages there are many other 
implementation options that can now be considered. For example, knowledge-based 

systems development environments, such as KEE (Knowledge Engineering 

Environment) or ART (Automated Reasoning Tool), provide a comprehensive set of 
tools for knowledge representation, reasoning and explanation, as well as facilities for 

knowledge elicitation. Comprehensive reviews of the shells and software tools 

available for developing knowledge-based systems can be found in [I-larmon, 85] or 
[Jackson, 90]. 

Selecting Tools and Languages: Obviously with so many tools and languages 

currently available to the knowledge engineer, choosing the right tool for a specific 
application can be a difficult process. The number of factors to be taken into account 
is large and the knowledge engineer must attempt to weigh up all selection criteria to 
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arrive at a well balanced decision. A list of selection criteria (for example [Bryant, 88J 

and [Watennan, 86]) would include: company policy, task characteristic, reliability, 
maintainability, support facilities, performance, help, security, flexibility, and cost. 

2.5 The Changing Face of Manufacturing. 

Markets are generally becoming more competitive and consumer demands are more 
sophisticated. More specifically, customers are demanding keenly priced, high quality 

reliable products in an ever expanding range of colours, styles and specifications. 
Consequently manufacturing organizations have had to find ways of increasing 

quality, reliability, and productivity, whilst reducing costs, especially the hidden 

overhead, and improving flexibility to cope with such changes in demand [New, 85]. 

Manufacturers must therefore seriously consider the introduction of automated 

production systems and new control strategies in order to ensure their very survival. 
This trend is confirmed by a recent D. T. I. report [D. T. I., 87] which suggested: 

"The only way to hold your own under these conditions, is to exploit 
new manufacturing technologies better than your competitors. " 

The automation has come in the form of numerically controlled machines, robots, 
automated materials handling systems, and moving lines, all monitored and controlled 
by sensors and actuators linked to computers. The new control methodologies have 
included M. R. P., J. I. T. and O. P. T. which help to achieve higher throughput whilst 
minimising overheads and inventory costs [Aggarwal, 85]. As well as introducing 

automation and new control strategies many companies are now considering the 
introduction of knowledge-based systems in the manufacturing environment as a 

means of improving their competitiveness. 

2.6 Justification for the use of Knowledge-based Systems in Manufacturing 

Generally the introduction of new systems and technologies has been targeted at 
increasing the productivity of the physical production processes, and clerical 

procedures. There is now a high incentive to improve white collar and executive 

performance which is primarily concerned with the planning and control of the 

manufacturing process, in order to achieve the efficient utilization of resources 
[Rauch-Hinden, 85]. 

Kerr [Kerr, 91] suggests that by their very nature manufacturing management 

A Survey of the use of Knowledge-based 17 
Systems within Manufacturing 



problems are often: 

'combinatorially complex, and underconstrained, or problems in which 
the constraints are difficult to represent in strictly numerical terms'. 

Managers are often relying upon only their intuition and experience, when faced 

with these highly complex problems. A strong case can, therefore, be made for the 
introduction of knowledge-based systems to aid decision-making in the 

manufacturing environment. 

Wendy Rauch-Hinden [Rauch-Hinden, 851 describes how the Carnegie Mellon 

University has identified the following four major manufacturing problem areas 

which could be resolved through the prudent use of knowledge-based systems: 

Disappearing expertise: Due to the early retirement policies of companies 
during times of recession, and the greater diversity of expertise caused by the 
demand for a greater variety of products and services, many companies are 
faced with a shortage of expertise. 

Interdependence of decisions: Many decisions made during the many stages 
of the manufacturing process are interdependent. For example design decisions 

can drastically affect production decisions. 

Complexity of decisions, control and information: With automation the 
decisions what to do next, and how to do it, are becoming increasingly complex. 
Such complexity makes planning, scheduling, control and diagnostic decisions 

all the more difficult for humans. It therefore becomes essential that managers 

receive information in a reduced but pertinent form. 

Required fast reaction times: Following the introduction of automation, 

which has led to quicker throughputs and more flexibility in the production 

process, managers are now expected to react to problems and crisis rapidly. 
Because algorithmic computer methods are often unsuitable for solving 

manufacturing problems, the more flexible approach of knowledge-based 

systems can often yield better results. 

An additional benefit of implementing knowledge-based systems in the 
manufacturing environment has been identified by O'Rourke [O'Rourke, 89] who 
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suggests: 

'that by facilitating the decision-making process, knowledge-based 

systems, can provide greater flexibility on the shopfoor. 

Potentially knowledge-based systems can be introduced at all stages in the 

manufacturing process, but it should, however, be remembered that they are not a 

universal panacea for manufacturing problems, and should only be introduced after 

careful consideration. Product design, process planning, production scheduling, 

process control and quality control are all feasible application areas for knowledge- 

based systems in the manufacturing environment and each is briefly reviewed in the 
following section. 

2.7 Knowledge-based systems Applications in the Manufacturing Environment 

This section of the thesis explores some of the more interesting reported applications 
of knowledge-based systems in the manufacturing environment, concentrating on the 

major application areas. The section is concluded by a summary of the impact 
knowledge-based systems have made, to date, in the manufacturing environment. 
Because of the importance of diagnostic applications of knowledge-based systems in 

the manufacturing environment, to the research presented in this thesis, the topic is 

addressed separately in section 2.8. 

2.7.1 Product Design 

Product design is a progressive activity which starts with the identification of an 

overall product concept and concludes with a detailed specification of the product, 
detailing its materials, dimensions, finishes, tolerances etc. It is perhaps the most 

critical stage in the manufacturing life-cycle [Soniat du Fossat, 89], as not only is it an 

extremely time-consuming and costly process, but any errors made during the design 

stage can have critical implications later in the life-cycle. 

Most of the knowledge-based design applications to date have focussed on using a 

process of refinement to transform an initial specification into an acceptable design by 

applying design heuristics. The Vertical Transport System [Marcus, 88], for example, 
has been developed by Westinghouse to aid in the design of elevators, by refining an 
initial design to take account of customer specifications. Another knowledge-based 

system for design is the PRIDE system [Mittal, 86] which has been developed to aid in 
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the design of paper handling systems to be used in photocopiers and duplicators. 
Typically such systems operate in a relatively narrow domain concentrating on the 
design of one product or class of products. 

A more widely applicable knowledge-based system is the Design for Assembly 
(DFA) system [Miles, 89J, developed by Lucas Engineering and Systems in 

collaboration with Hull University. The DFA system systematically analyses product 
designs to identify opportunities to reduce the number of components and in so doing 

simplifies the assembly process. 

2.7.2 Process Planning 

Process planning is the set of activities, necessary to take detailed product designs 

through to the point where production at the desired level of output can begin 
[Bennett, 86]. As such it therefore includes deciding on the; logic of manufacturing; 
whether to make or buy components; the generation of manufacturing instructions; 

the design and layout of tools; and the preparation of assembly, inspection and testing 
instructions. 

The function of process planning being a highly skilled and complex activity is 
ideally suited to some form of computer assistance. Knowledge-based systems are 
one group of computerized tools, which can aid in the development of process plans, 
by taking advantage of their capability for processing the large quantity of knowledge 

necessary to formulate such plans. Many knowledge-based systems have been 

developed to fulfil process planning functions. Wendy Rauch-Hinden [Rauch- 

Hinden, 85] describes OPGEN, which was developed by the Hazeltine Corporation to 

automatically transform CAD produced design specifications into process plans, 

which are used by technicians to assemble the circuit board. Other knowledge-based 

systems applied to process planning problems have included EXCAP [Davies, 84] 

developed at UMIST to select cutting tools and sequences for use in the manufacture 

of rotational components and GARI [Descotte, 81] which is used for process selection 

and process sequencing for machine components. Detailed reviews of knowledge- 

based systems for process planning can be found in [Gupta, 881 and [Kumara, 86]. 

2.7.3 Production Scheduling 

With manufacturing organizations now facing a demand for an increasing range of 
products, each potentially with a variety of specifications, being ordered by numerous 
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customers, the task of scheduling each order through the factory, taking into account 
due dates, stipulated costs and resource availability, can be a highly demanding 

exercise. 

The choice of schedule which dictates the routing and sequencing of each order can 
dramatically affect the profitability of the process, and the ultimate quality of the 

product [Bernstein, 87]. Because the task of scheduling is becoming ever more 

complex due to increasing number of constraints and amount of resource competition, 
traditional manual scheduling techniques are becoming less effective. Consequently 

many companies are using computerized scheduling packages [Aggarwal, 85] or even 
knowledge-based scheduling systems [Kerr, 88]. 

Of the knowledge-based packages ISIS [Fox, 84] is perhaps the most well known. 

ISIS takes account of all known production constraints such as start and finish dates, 

costs, operations, machines, resources, order priorities, personnel, shift patterns and 
quality in order to achieve a satisfactory if not optimal schedule. 

2.7.4 Process Control 

Process control is the function of monitoring a production process to ensure that it 

stays within specified boundaries, and then taking corrective action should the process 
stray outside its limits. Such control mechanisms are necessary because of the sheer 

complexity of many current manufacturing processes. 

Typical knowledge-based systems applied to the task of process control have 

concentrated on developing real time on-line applications such as; the LINKMAN 

system (As reported in [D. T. I., 901) which maintains the stable operation of cement 
kilns at high temperatures; the HEXSCON system [Wright, 86] which deals with 

control problems in military and industrial applications; and the ESCORT system 
[Paterson, 85] where data is generated by sensors and fed to a knowledge-base which 

advises on the control of process plant and how to cope in event of a crisis. 
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2.75 Quality Control 

Knowledge-based systems are now being considered for a wide range of quality 
control applications. Perhaps the ultimate aim of knowledge-based systems for quality 
control is to develop systems that accept specification data from C. A. D. systems and 

automatically generate inspection procedures. Many knowledge-based systems are 
however, already active in this domain. For example, Evans [Evans, 88] proposes a 

system which will interpret data generated by automated test equipment (A. T. E. ) and 

statistical process control (S. P. C. ) packages, to diagnose manufacturing problems and 

propose corrective action. Both Alexander and Jagannathan [Alexander, 86] and Dagli 

and Stacey [Dagli, 88] have developed knowledge-based systems that assist quality 

controllers in the selection of appropriate control charts for a specific S. P. C. 

application, and finally Schrijen [Schrijen, 85] has developed an intelligent front-end 

to enable non-specialists to access and interrogate large quality control databases 

using non technical commands. 

2.7.6 The Impact of Knowledge-based System in the Manufacturing 

Having justified the use of knowledge-based systems in the manufacturing 
environment, and reviewed some of the more interesting applications, it is necessary 
to make a critical assessment as to the impact such systems have made. 

A large number of the reported applications, despite promising initial results, failed 

to deliver once implemented in an industrial environment. ISIS, for example, was 

never fully installed because the methods of representation and control were too 

complex, and because the underlying software architecture was not sufficiently 

robust. Likewise GARI failed to live up to its initial promise because the huge size of 
the state-space made resolving conflicts very difficult and time-consuming. 

The reported applications have generally been stand alone, operating in relatively 

narrow domains, with seemingly little interest in integrating individual applications 
into more general purpose manufacturing management tools. For example, in the 

process planning domain there have been numerous attempts to apply knowledge- 

based techniques to a specific aspect of the overall process, such as the preparation of 
cutting sequences or the production of assembly plans, with, as yet, few attempts to 
incorporate individual knowledge-based applications into an integrated process 
planning system. One of the few genuine reported attempts to develop a wide-ranging 
manufacturing knowledge-based system was the Design to Product system [DtoP, 91], 
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which as the name implies was intended to provide knowledge-based support from 

the initial design of product right through until its completed production and 
maintenance. Despite exploring many interesting research issues and performing a 
highly successful demonstration, this system has not, as yet, been fully implemented 

on a single site. 

As well as problems with many of the reported applications, Dubas [Dubas, 90] has 
identified the following more general problems with knowledge-based system 
implementations in industry which require specific attention: 

The process of knowledge elicitation needs to be given a greater priority if 

applications are to succeed. 

The integration of knowledge-based systems into conventional information 

systems applications needs to be improved. 

The search mechanisms need to be kept simple and transparent. 

Additionally, Soniat du Fossat et al [Soniat du Fossat, 89] have noted that because of 
the potentially long development period, and still longer payback period, the biggest 

obstacle to the implementation of knowledge-based systems in the manufacturing 
environment is financial rather than technological. 

Efstathiou [Efstathiou, 87] and Kerr [Kerr, 91] have recognised that knowledge-based 

systems present an ideal way of devolving decision making responsibility to workers 

on the shopfloor who are in the best position to spot and hopefully rectify 

manufacturing problems. A recent survey by Holden [Holden, 92], however, 

concluded that the majority of knowledge-based systems in the manufacturing 

environment are being used to enhance the performance of experts, rather than to 

distribute knowledge to the'non-expert'. 

Despite the reported success of many applications there is still a general concern that 
few systems are progressing from research projects into practical applications. The 

evaluation of the Alvey knowledge-based systems projects [Guy, 91], for example, 
concluded that 

'immediate commercial exploitation was not expected on the vast 
majority of projects. ' 
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To summarise there are many technical and operational problems which need to be 

addressed before the full benefits of the implementation of knowledge-based systems 
in the manufacturing environment can be fully realised. 

2.8 Knowledge-based Applications for Fault Diagnosis 

Fault diagnosis is both a 'knowledge intensive' and an 'experience-based activity 
[Pau, 86]. An engineer or technician will typically use operating manuals, design 

drawings and fault-finding procedures to help diagnose faults in a complex piece of 

equipment. In addition experienced practitioners will, over a number of years, have 

developed rules of thumb to help guide them swiftly through the diagnostic process 

and arrive at a solution. 

Because fault diagnosis is both knowledge intensive and experience-based it is often 
beyond the capabilities of all but the most experienced engineers and technicians. As 

a result, fault diagnosis has become one domain where knowledge-based systems 

research interest has been particularly intense in the past decade. Additionally 

Grandbastien [Grandbastien, 861 suggests the following compelling reasons for using 
diagnosis in the engineering domain: 

- With the increasing complexity and diversity of industrial equipment, 
machinery and products, their maintenance and repair become ever more time 

consuming and expensive. 

- To be able to compete in the dynamic world of manufacturing, companies 

must be prepared to change their manufacturing systems and products 
frequently. This obviously necessitates engineering staff spending far more time 
being retrained for the diagnosis of new equipment and products. 

- With the current shortage of engineers and technicians skilled in the methods 

and techniques of diagnosis, it is becoming increasingly difficult to train, and 

then keep the services of suitably qualified personnel. 

It must, however, be remembered that actual benefits will only be attained from the 
introduction of knowledge-based systems if they are applied to diagnosing faults in 

complex devices, as generally faults in simple devices can be detected and rectified 
relatively easily. 
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Recent surveys have indicated that knowledge-based systems are now used for a 
large range of applications, especially in the engineering domain (see [Pau, 86] and 
[Scherer, 87]), and in the medical domain [Patil, 88]. The primary objective of a 
diagnostic knowledge-based system in the engineering domain, is that it should be 

sufficiently fast and accurate, so as to minimise the effects of any malfunction, which 
could cause injury, inconvenience, loss of time, or customer dissatisfaction. Typically 

such systems would aim to relate observed behavioural irregularities to underlying 
causes, and hence establish a rectification strategy. 

Despite the many features of diagnostic problems that make knowledge-based 

systems an appropriate and effective tool for their solution, such systems may suffer 
from a number of problems which limit their performance. Stefik et at [Stefik, 82] 
have identified the following reasons why diagnostic problems may be difficult to 
resolve: 

- Faults can sometimes be masked by symptoms of other faults. 

- Faults can be intermittent. 

- Diagnostic equipment and sensors can be faulty. 

- Some data about systems is inaccessible, expensive or dangerous to retrieve. 

- Diagnostic data is potentially very noisy and unreliable. 

As was discussed in section 2.4.2.2 knowledge-based systems can be categorised as 
being either deep or shallow systems. Diagnostic knowledge-based systems can be 
fitted into one of the two broad categories, or are hybrid systems in which the two 
levels of knowledge are both present. Shallow knowledge models are developed by 

establishing a table of relationships between a set of symptoms and a diagnosis, whilst 
deep knowledge systems seek to model the structure and component behaviour of a 
device, to allow the simulation of both its intended and faulty behaviour. 

Initially most diagnostic systems were based upon shallow knowledge, and many 
proved to be highly effective within a narrow task specific domain. Examples of such 
systems include; DELTA [Bonissone, 84] for diagnosing faults in diesel electric 
locomotives; Wave Solder Assistant [Randhawa, 86] for fault detection in wave 
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soldering machines; and TURBOMAC [Stuart, 85J which diagnoses the cause of 
vibrations in large turbomachinary. It was interesting to note that in a recent D. T. I. 

publication [D. T. I., 90] on expert system opportunities, four out of the twelve case 

studies presented successful fault diagnosis applications, and all were based upon 

shallow knowledge representations. Despite the acknowledgement [Hayes-Roth, 83] 

that diagnostic applications could well be integrated with other knowledge-based 

applications such as repair or monitoring systems they have typically remained 'stand 

alone'. 

The limitations of shallow knowledge systems, as identified in section 2.4.1 of this 

chapter however, have meant that increasingly researchers have been looking towards 
deeper representations (Chapter 6 provides a detailed review of this subject), or 

perhaps more appropriately a combination of the two. As Torasso and Console 

[Torasso, 89] explain: 

"Due to the complexity of diagnostic problem solving, a single form of 
representing knowledge is not the most appropriate way to solve 
diagnostic problems. " 

Many other researchers (for example [Fink, 87], [Laffey, 86] and [Swabey, 85]) now 
also advocate a mixed approach using a deep knowledge representation of the device 

to ensure generality and versatility, whilst using heuristic rules to reduce 
computational times. Fink and Lusth [Fink, 87] suggest that such an approach mimics 
the way an expert thinks, typically using heuristic knowledge to take short cuts at the 
beginning of a diagnostic session, and only resorting to deeper knowledge if the 

problem is not easily solved. 

Whilst knowledge-based systems for fault diagnosis have become the most widely 

used application area for knowledge-based systems in the manufacturing environment 
[Holden, 92], there are still many research issues, such as what is the ideal level for 

knowledge representation and how can diagnostic knowledge-bases be integrated into 

wider ranging applications, that need to be addressed. 
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2.9 Discussion 

The range of potential benefits provides a strong motivation for developing 
knowledge-based systems. It must however be remembered that knowledge-based 

systems do have their limitations, and benefits will only be attained if the application 
area is chosen with great care. 

There are a wide variety of knowledge representations, search procedures and tools 

and languages available for developing knowledge-based systems. The selection of an 

appropriate combination of these is critical to the ultimate success or failure of the 
implementation. 

The increasing use of computers and automation in the manufacturing environment 
has considerably increased the amount of data being generated. Managers must now 
assimilate vast quantities of information and make decisions rapidly so that problems 
can be resolved in real time. Understandably, managers are not always able to cope 
with such pressures, and hence knowledge-based systems are seen as one way of 
filtering the amount of data generated, and acting as a source of advice for managers. 

Whilst the manufacturing environment has proved fertile ground for knowledge- 
based applications, much work still needs to undertaken to realise their full potential. 
In particular: 

Current applications tend to be stand alone, with very few attempts to link 

specific knowledge-based applications with each other or with traditional 
information systems to provide integrated manufacturing decision support 
systems. 

Few applications have attempted to distribute the knowledge-based systems to 
the shopfloor, allowing individual workers to take responsibility for their own 
decisions. 

Many applications are failing because of their complexity. There is therefore a 
need to explore simpler methods of representing knowledge, and making valid 
inferences based upon that knowledge. 

Whilst many knowledge-based systems for the diagnosis of faults in physical 
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devices have been developed, there is a need to integrate them into wide- 
ranging testing, diagnosis and repair systems. 

The attainment of high levels of product quality is a primary manufacturing 

objective, to which knowledge-based systems should be able to contribute. 

Whilst some quality control applications have been developed, little has been 

attempted in the domain of quality assurance. 

The relative merits of deep and shallow knowledge representations have been 

much discussed in theory, but there is a real need to explore the issues with 

regard to large scale practical applications. 

To summarise, there is a great need for practical applications which whilst having 

research interest, can also be implemented in the real world, and most importantly 

they must provide real benefits to the customer. Such systems are needed as standard 
bearers to promote a more widespread acceptance of knowledge-based systems in the 

manufacturing environment. The research presented in the following chapters of Part 

I of this thesis attempts to address many of the issues raised in this chapter by 

describing the development, implementation and evaluation of the DIPLOMA system, 

a practical wide-ranging knowledge-based system to support the quality assurance 
function. 
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Chapter 3 
The Alvey Project 

I. K. B. S. 114 

3.1 Introduction 

In this chapter the objectives and the scope of the Alvey Project I. K. B. S. 114 are 

explored. Particular consideration is given to the type of device, and the 

manufacturing environment for which the system has been developed, both of which 

placed significant constraints on the system's design. The detailed design and 
implementation of the DIPLOMA system are described in Chapter 4 of this thesis. 
Henceforth the Alvey Project I. K. B. S. 114 will simply be referred to as the Alvey 
Project. 

3.2 The Objectives of the Alvey Project 

Due to increased competitive pressure, more diverse customer requirements, the 

advent of new technologies, and changes in production processes, all manufacturing 
organizations have had to review and update their quality assurance strategies and 
procedures. High quality can no longer be left to chance, as Maunder [Maunder, 881 

states: 

"Increasingly quality is not accidental, but due to the careful control of 
the design, development and repair of products". 

Such a statement suggests that the attainment of high quality goes beyond the 

traditional monitoring activities of the quality control department, and encompasses a 
far wider range of activities. These activities can be broadly viewed as The 

responsibility of the quality assurance function. Quality assurance therefore includes 

all decisions and actions explicitly supporting the satisfactory attainment of quality in 

products and services [Oakland, 89]. One of the more recent developments in quality 

assurance has been the introduction of the total quality management philosophy. Total 

quality management is based upon the two following dimensions [Wi]d, 90]: 

- Quality is of critical importance throughout the product life-cycle from its 
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conception on the drawing board until it eventually becomes redundant. 

- Quality assurance requires the commitment and involvement of all employees 
throughout the entire organization, not just quality specialists. 

Total quality management is therefore very much orientated to preventing rather than 

curing quality problems [Oakland, 891. Such an approach necessitates providing each 
and every individual with the appropriate tools, techniques, and procedures so that 

they can take responsibility for their own actions. 

The major aim of the Alvey Project was to develop a suite of knowledge-based tools 

which will help to ensure that a product meets its specification, by giving advice and 
guidance to shopfloor personnel on how it should be assembled, overhauled and 
repaired. By providing such on-line advice, it was envisaged that the levels of quality 
of both the products and the services offered by the Lucas Aerospace factory at 
Fordhouses will, over a period of time, be raised. 

More specifically it was envisaged that the following six benefits would be attained 
during the working life of the system: 

i) Improved product turn-around: With products which are very complex and 
costly, it is essential that the time taken to repair and overhaul them is kept to a 

minimum. Customer satisfaction will, therefore, be greatly increased if the rate of 
factory throughput can be improved, hence reducing the turn-around time for any 

specific unit. It was anticipated that the benefit of increased throughput would be 

achieved primarily in the following two ways: 

- The knowledge-based diagnostic and repair procedures, should greatly 
improve the chances of getting it right first time, and reduce the occurrence of 
unnecessary fitting, inspection or testing tasks. 

- By automating the data acquisition and reporting procedures, shopfloor 
personnel should be able to devote a greater proportion of their time to value- 
added activities and less to clerical procedures. 

ii) Improving product and service quality: It was envisaged that as a result of the 
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Alvey Project individual employees would be provided with the tools and procedures 

necessary to promote high standards of product and service quality throughout the 

entire life-cycle of a product. 

iii) The archiving of expertise: Many products are designed and manufactured to 
fulfil an active service life, of perhaps twenty or thirty years. It is therefore highly 

desirable that the best practice expertise is archived, so that when products are 

returned for overhaul or repair, long after normal production has ceased, they can be 

dealt with expeditiously. With the engineering knowledge residing in a central system 
it will also be far easier to maintain, hence ensuring all employees have access to the 

most current version of knowledge. 

iv) The development of a generic system: Developing a system which is applicable 
to only one product will obviously place severe limitations on the cost-effectivness of 
the system. Despite the fact that the system was initially to be developed with one 

specific product in mind, it was felt necessary to ensure that the system could be 

easily adapted to cater for other products. 

v) Improving the now of information: It was envisaged that the system would 

support a detailed historical database upon which trend analysis could be undertaken. 
It was felt that this facility would greatly improve the flow of information from the 

shopfloor to the design and production engineering departments. In particular the 
information on the reliability of components and the throughput times for units would 
be invaluable. 

vi) Provision of more professional reporting: It was envisaged that a major benefit 

of the DIPLOMA system will be that it provides a more consistently professional 

reporting service. The majority of reports generated on the shopfloor were manually 

produced, and consequently suffered from problems of lack of consistency, clarity 

and accuracy. 

As well as the six primary objectives of the Alvey Project, it soon became apparent 

that there were a number of additional benefits, such as enhanced professional image 

and improved training facilities, to be derived from the implementation of the system. 
The success of the Alvey Project, in attaining both its six primary objectives plus any 
incidental benefits, is fully reviewed in Chapter 5 of the thesis. 
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3.3 The High Lift Wing Sweep Control Unit 

Although the system is designed to be generic, it was necessary to test the software 
using a specific product as a case study. The product chosen to fulfil this role was the 
High Lift Wing Sweep Control Unit (H. L. W. S. C. unit), as manufactured by Lucas 
Aerospace. This particular product was chosen primarily for the following two 

reasons: 

It was a sufficiently complex product to ensure that if a system could be 
developed to handle it, then it should be possible to adapt it for the remainder of 
the Fordhouses' product range. 

As the H. L. W. S. C. unit is a relatively mature product, a wealth of historical 
information and shopfloor experience, would be available to the development 

team. 

The H. L. W. S. C. unit is designed to handle the secondary flight controls of the 
Tornado Combat Aircraft, by metering hydraulic oil to the wing sweep, flaps, slats 
and kreugar actuators, in response to electrical and mechanical signals from the pilot. 
The unit comprises a forged aluminium block, containing over 800 individual 

components, of which over twenty are major valve assemblies. The unit takes over 
forty hours to assemble, and then undergoes a rigourous acceptance testing 

programme of approximately 230 individual tests which takes up to forty hours to 

complete. Because of the complexity of the unit and the requirements for the highest 

standards of quality, it is not surprising that the unit is expensive, with each costing 
approximately £100,000. 

From this brief summary of the H. L. W. S. C. unit it becomes apparent that the key 

features of this device are that it is costly, complex and safety critical. The following 

brief review of these three characteristics demonstrates why they made the application 
justifiable and appropriate: 

i) Cost: Because the device is so costly, customers are unable to keep large 

stocks of replacements. Consequently it is essential that all returned units are 
turned around as swiftly as possible so as to minimise customer inconvenience. 

ii) Complexity: The H. L. W. S. C. unit being a highly complex device requires a 
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wealth of skill and experience to be able to assemble, overhaul or repair it in a 
timely and effective manner. Inevitably much of this skill and experience 
resides in a few key individuals. Consequently the potential benefits of being 

able to automate such knowledge and make it widely available throughout the 

workforce were considerable. The complexity of the product also increased the 
likelihood of engineering modifications being introduced during the life of the 

product, and it was felt that a computerised system would be better suited to 

managing such modifications. 

iii) Safety Critical: Because the H. L. W. S. C. unit plays a significant role in 

controlling the flight characteristics of a highly valuable aircraft, it is essential 

that all quality assurance procedures, whether they be automated or manual, are 

accurate, complete and traceable. By computerising the knowledge it was 
believed that it would be easier to ensure the integrity, accuracy, security and 

consistency of the procedures. The safety critical nature of the device did 

however necessitate the introduction of a particularly rigourous validation 
procedure for the resultant system. 

It can, therefore, be concluded that a system such as DIPLOMA would not be 

appropriate for cheap, mass-produced products, as it is generally only worth repairing 

and overhauling products that are relatively costly or complex. 

3.4 The Assembly, Overhaul and Repair of 1I. L. W. S. C. Units 

The purpose of this section of the thesis is to provide a brief overview of the 

assembly, overhaul and repair of H. L. W. S. C. units at the Lucas Aerospace factory at 
Fordhouses, prior to the implementation of the DIPLOMA system. 

Three distinct classes of H. L. W. S. C. unit are processed by the factory, these being; 

original equipment(O. E. ) which are to be assembled from scratch; in-service units 

which have been returned for a full overhaul; or in-service units which have been 

returned for diagnosis and repair. The exact method for processing a unit varies, 
depending upon its work type. The nature of these variations is fully explained in 

section 4.4.3 of this thesis. Despite these variations in activities the general procedure 
for processing a unit can briefly be described as follows. 

When a unit is returned its detailed are recorded and it is passed to an inspector who 
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is responsible for making the initial decisions as to its work content and parts 
requirements. Additionally the inspector is responsible for undertaking an external 
inspection of the unit to ensure that it is essentially complete and undamaged, and 

assessing whether any engineering modifications are necessary for a given unit. The 

results of such decisions are communicated to the fitters and the stores, using hand 

written reports. On receipt of the relevant documentation and parts, the fitter is 

responsible for all disassembly, repair and assembly operations, with the inspector 

being responsible for undertaking necessary in-process inspection tasks, as specified 

in the inspection procedures. 

On completion of the fitting work, the unit is transferred to the testing area, where it 

is thoroughly tested. If any faults are found, the assessment of the remedial work 

required is normally made by the inspector, after consultation with the fitter and 
tester. This decision is subsequently recorded on a further hand-written document. 

The rectification work is undertaken by the fitter and the unit then undergoes a cycle 

of testing and rectification until it is ready for despatch. 

Although this method of working has been successfully operated for many years, it 

was apparent that subtle improvements could be made, to ensure that the factory was 
consistently producing and refurbishing high quality products, in an economic and 
timely manner. 

3.5 Key Features of the Fordhouses Environment 

If the DIPLOMA system were to prove acceptable to the management and shopfloor 

personnel at the Fordhouses factory, then it was essential that the design team took 

account of the nature of the manufacturing environment when specifying the system. 
The following are the major constraints that were placed upon the system design: 

i) Procedural requirements: It was essential that any attempt to automate the 

quality assurance functions at Fordhouses should be compatible with the current 

manual systems and procedures. This would ensure that units processed by the 
DIPLOMA system, and those handled manually were subjected to the same set 
of procedures. 

ii) Level of computing expertise / experience: The DIPLOMA system is 
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among the first computer systems to be used directly by blue-collar personnel 
on the shopfloor at the Fordhouses factory. It was, therefore, a prerequisite of 
the DIPLOMA system that its user-interface had to offer the highest levels of 

utility and acceptability. 

iii) Dynamic environment: Because of the extremely dynamic nature of the 

manufacturing environment at Fordhouses, it was essential that the DIPLOMA 

system had a knowledge base editor, to allow for both the speedy and efficient 

updating of engineering knowledge, and the creation of new knowledge bases 

as other products are brought on-line. 

3.6 The Proposed Functionality of the DIPLOMA System 

Having identified the overall objectives of the project, and taken into account the 

constraints placed upon the system by the working practices at the Fordhouses 
factory, and the nature of the unit, it was possible to define the scope of the work 
which resulted in the DIPLOMA system. 

The key feature of the DIPLOMA system was that it should concentrate upon 
providing quality assurance during those sections of the product life cycle which lie 

outside the sphere of traditional quality control functions. A typical product life-cycle 
is shown in Figure 3.1, with the functions that the DIPLOMA system was required to 

support, highlighted by rectangles. At a high level, therefore it can be stated that the 
DIPLOMA system was intended to support the assembly, testing, disassembly and 
inspection of hydro-mechanical products. 

For practical reasons, such as the geographical diversity of the team and the wide 

ranging nature of the requirements, it was decided to split the functional requirements 

of the DIPLOMA system into the following five self-contained, but interdependent 

modules: 

Strip Inspection Module: Although named the Strip Inspection Module, this module 

was required to support the full range of activities undertaken by fitters and 
inspectors. The module would, therefore, be responsible for providing advice and 
guidance on the assembly, disassembly, inspection and repair of units. 
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Figure 3.1: Typical Product Life-cycle 
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Test Module: The Test Module was required to provide instructions and workplans 
for the testing of all units. It was envisaged that having guided the tester through the 
test schedule, the module would then be responsible for analysing the results of these 

tests, and determining which faults if any were present. 

The Database: It was envisaged that both die Strip Inspection and the Test Modules 

would generate vast quantities of data relating to the procedures that have been 

undertaken, and the important results that were noted from the moment a unit was 
initially logged until it was finally despatched from the factory. The database would, 
therefore, act both as a long term store of data where it would be available for 

analysis and reporting, and additionally as a temporary store for data being transferred 
between knowledge-bases and software routines. 

Trend Module: It was envisaged that the Trend Module would perform a 
considerable amount of statistical and trending analysis on the historical data. The 

main objective of the trending would be to derive probabilities, which would indicate 

the likelihood of a fault being present given a specific set of test results, and the 
likelihood of repair strategy being appropriate given the presence of a specific fault. 
These probabilities would then be used internally by the Test and Strip Inspection 
Modules respectively. Additionally the module would generate reports providing 
feedback to the engineering departments on the life expectancy of specific parts, and 
effect of modifications and concessions on life expectancy. 

Knowledge-Base Maintenance Module: Because of the dynamic nature of the 

environment at Fordhouses and the product, it is highly likely that changes will need 
to be made to knowledge-bases. Consequently a requirement was identified for a user 
friendly knowledge-base editor which would easily facilitate any such amendments. 

3.7 Selecting the Development Environment 

Having defined the objectives and scope of the project, it was possible to decide upon 
a development environment for the system. It was swiftly established that general 

purpose shells or even knowledge-based systems development environments would 
not offer sufficient flexibility for such a wide-ranging application. The choice was 
therefore restricted to A. I. programming languages. Ultimately the version of 
PROLOG, as developed by Logic Programming Associates, was chosen primarily 
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because a number of members of the development team had previous experience with 
it, but additionally because it offered an acceptable selection of graphical user- 
interface and debugging tools for the intended application. 

In addition to the selection of a general development environment it was necessary to 

choose an appropriate relational database management system to store all the system 

generated data, where it will be available for detailed analysis, and the generation of 

reports. Ultimately the ORACLE relational database was chosen because of its proven 
track-record, and the availability of the Structured Query Language (SQL) in which 

all the database transactions could be easily expressed. 

3.8 Discussion 

As the attainment of high levels of product quality is now recognised as being of 
critical importance to the success of all manufacturing companies, the development of 
a suite of knowledge-based tools, which helps to ensure products meet their 

specification, made the Alvey Project highly attractive. The ambitious scope of. the 

project, and the complexity of the H. L. W. S. C. unit, however, meant that the 
development and implementation of the DIPLOMA system was likely to be 

technically and operationally demanding. More specifically, it became apparent that 
its successful implementation would require the consideration of a number of difficult 

problems: 

What development methodology would be appropriate for an extensive system, 
being developed by a geographically diverse project team? More specifically 
how can the objective of ensuring the system is developed in a coordinated and 

structured manner be achieved, whilst retaining sufficient flexibility to allow 

alternative designs to be explored? 

How should knowledge relating to the assembly, overhaul and repair of a 
highly complex hydraulic control unit be elicited and validated? 

What knowledge representations and search strategies would be appropriate for 

the implementation of such a wide-ranging knowledge-based application, 
intended for providing guidance during the diagnosis and repair of a highly 

complex device? 
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What are the most appropriate methods of presenting advice and guidance, on a 

wide range of technical and operational subjects, in an integrated and readily 

acceptable manner? 

What is the most appropriate form of user-interface for a knowledge-based 

application to be used in a shopfloor environment, where computing experience 
is extremely limited? 

Will the proposed ORACLE relational database provide an efficient and 

effective mechanism for facilitating communication between numerous diverse 

and independent knowledge-based tools and many related software routines? 

These issues were all fully addressed during the development, implementation and 

evaluation of the DIPLOMA system, details of which are presented in Chapters 4 and 
5 of this thesis. 
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Chapter 4 
The Detailed Development 
of the DIPLOMA System 

4.1 Introduction 

In this chapter the design and development of the DIPLOMA system are discussed in 
detail. This chapter primarily concentrates on the development of the Strip Inspection 

and Test Modules, for the following two reasons: 

i) These were the modules with which the author was most heavily involved. 

Playing a central role in the design and coding of the Strip Inspection Module 

and participating in the initial specification of the Test Module. 

ii) These are the two modules with which the MIDAS system most heavily 
interacts. 

Throughout this chapter particular consideration is given to the major design and 
research issues which were explored during the development phase. 

4.2 The Development Methodology for the DIPLOMA System 

Typically knowledge-based systems are developed incrementally using a prototyping 
approach such as the RUDE (Run - Understand - Debug - Edit) methodology 
[Bader, 88]. It was recognised, however, that because of the complexity and wide- 
ranging scope of the problem, and the geographical diversity of the development team 

on the Alvey project, a more robust approach would be needed. It was, therefore, 
decided that the disciplines and control mechanisms offered by the structured 

approach [Yourdon, 89] would be needed to ensure the consistency and compatibility 

of the software, supplemented where necessary by prototyping to gain greater 

understanding of specific problems, and invaluable feedback from the user 
community. 

4.2.1 The Structured Approach to Systems Development 

The structured methodology attempts to provide a logical, consistent and cost- 
effective approach to the development of computer systems. The structured approach 
is a top-down technique which progresses fron a high, overview level and becomes 
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increasingly more detailed at each successive lower level. Additionally the structured 
approach provides a powerful selection of formal diagraming techniques which are 
ideal for specifying the system and communicating it to the user. 

It was envisaged that the following benefits would be derived from the adoption of 
the structured approach: 

It ensures that the design is focussed towards the customers requirements by 

using a definition of the problem, to guide a specification of the solution. 

It provides graphical tools to make the system design comprehensible to the 

user community and other team members. 

It clearly states what documents will be delivered at each stage of the design 

process, and requires that these be verified by the customer. 

It provides criteria for evaluating the quality of the resultant system with regard 
to the original customer specification. 

It allows changes and revisions to be accommodated in the design of the 

system with a minimum disruption, improving the maintainability of the 

system. 

The structured approach required that a functional specification [Teal, 88], a logical 

design [Cooper, 89], and a physical design [Cooper, 90b] be produced and validated 
before coding could begin. Unfortunately due to the sheer scale of the task of 

capturing the knowledge and analysing the existing procedures it was felt that the 
initial logical design was not at a sufficiently detailed level. Consequently a second 

and more detailed logical design [Cooper, 90a] was required. The preparation and 

validation of these documents was an extremely time consuming affair, which 

necessitated many team meeting to ensure that all the component parts of the design 

were compatible. 

The functional specification and two logical designs used data flow diagrams, data 

dictionaries, and process descriptions in narrative English, as tools for specifying the 

requirements and design of the system. For the final document, the physical design, a 
number of changes were made to the content of the document, in that structured 
English was used rather than narrative English for producing the process descriptions, 
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and high-level structure charts were introduced. It was envisaged that both of these 

changes would facilitate the coding phase. Figure 4.1 provides an example of one of 
the dataflow diagrams produced for the logical design specification. 

An indication of the scope of the project can be gained from the fact that the logical 
design specification was a seventy six page document containing twelve data flow 

diagrams specifying thirty individual processes. When the system had been finalised 

at a detailed level in the final physical design specification the length of the document 

had risen to one hundred and seventy three pages with twenty data flow diagrams 

specifying over fifty individual processes. 

4.2.2 The I'rototyping Approach 

Prototyping is the process of quickly developing a model of the final software 

system, which is used as a communication tool to assess and ultimately meet the 

users requirements [Martin, 91]. As such prototyping is particularly appropriate for 

use in the development of knowledge-based systems for the following two reasons 
[Kelly, 851: 

i) The user requirements cannot be adequately specified at the outset. 

ii) The technical aspects of the system cannot be adequately specified at the 

outset. 

The DIPLOMA system was typical of most other knowledge-based systems, in that 

there were a considerable number of 'user requirements' and 'technical aspects' which 

were ill-defined in the early stages of the project. Consequently much prototyping 

would be required before the DIPLOMA system could be fully specified. More 

specifically it was felt that prototyping would be particularly useful in respect of the 
following issues: 

i) Establishing user preferences for alternative styles of user-interface. 

ii) Establishing user preferences for alternative means of implementing user 
requirements. 

iii) Establishing the most efficient method of implementing a user requirement. 
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iv) Validation of the prototype system to ensure the accuracy of the encoded 
knowledge. 

An important decision has to be made as to whether the resultant prototypes would be 
'throw away' or 'evolutionary' [Hekmatpour, 87]. There is always a temptation to keep 

and build upon a prototype simply because it works. The strategy adopted with regard 
to prototyping on the Alvey Project, was to generally throw away prototypes 

generated during the design phase, because their maintainability, efficiency and 

compatibility with other software could not be guaranteed. 

The following sections of this chapter examine how the development strategy for the 
DIPLOMA system was implemented. An assessment of the success of the systems 
development methodology can be found in section 5.5.1.1 of this thesis. 

4.3 Knowledge Acquisition Phase 

The knowledge acquisition phase of the project was considered to be highly 
important by the design team who concurred with the advice of Quinlan [Quinlan, 84] 

that: 

The power of the system does not come from the inferencing procedures, 
but from the richness, pertinence and redundancy of the knowledge itself. 

This phase of the development was perhaps not typical of most knowledge 

acquisition procedures, in that, in addition to capturing heuristic expertise, much of 
the development team's time was committed to a more traditional systems 'analysis 

exercise to gain a thorough understanding of the procedures and working practices of 
the shopfloor. The systems analysis techniques required, for example, to determine 

how a parts list was created or what the procedure was for logging a new unit, are 

now well understood and well documented (for example [Yourdon, 89] and 
[Silver, 89]). The knowledge acquisition procedures, however, are much newer and 

require further consideration. It should be noted that although the terms knowledge 

acquisition and knowledge elicitation are often used interchangeably, for the purposes 

of this thesis the following distinctions suggested by Kidd [Kidd, 87J will be adopted. 
Knowledge elicitation refers to the techniques used to extract the knowledge from the 

expert, whereas knowledge acquisition is the complete process of eliciting, analysing 
and interpreting the domain knowledge and transforming it into a model. The person 
responsible for undertaking the knowledge acquisition process is known as the 
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knowledge engineer. 

Expert knowledge is gained by a person performing a specific task over many years, 

and as such it encompasses not only information, but also includes a variety of skills, 

perceptions, intuition, imagination, common sense and experience. It is consequently, 

often quite difficult for experts to verbalise their knowledge and successfully 

communicate it to the knowledge engineer. The difficulty of knowledge acquisition 

process often creates what Buchanan et al [Buchanan, 831, have termed the 'knowledge 

acquisition bottle-nec'. 

One method of reducing the impact of this potential 'bottle-neck' is through careful 

preparation prior to commencing the process of knowledge elicitation [Davies, 88]. 

This entails gaining some subject familiarity, gaining some knowledge of the role and 

responsibilities of the expert and selecting an approach which is effective but 

minimizes disruption. Bearing this in mind the knowledge engineers on the Alvey 

Project made every effort to be well prepared, especially with regard to gaining a 
familiarity with the domain and its vocabulary prior to commencing the knowledge 

elicitation. This was done initially by studying documentation, such as test schedules, 

training manuals and assembly procedures to gain some insight into both the 
functionality of the H. L. W. S. C. unit, and the procedures by which such units are 
typically processed. 

The range of knowledge elicitation techniques is now large and includes interviews, 

questionnaires, observation, protocol analysis, repertory grids and card sorts. There is 

now a wide range of literature reviewing the characteristics, strengths and weaknesses 

of the major knowledge elicitation techniques (for example [Hart, 86] and 
[Gaines, 88]). 

The approach to knowledge elicitation adopted on the Alvey Project was to start with 

techniques such as unstructured interviews and observation so that the knowledge 

engineer gained further insight into the practices and procedures of the domain, and 

started to build up a working relationship with the domain experts. Subsequently the 

following more structured techniques were used to extract the detailed domain 

knowledge. Structured interviews were the most commonly used technique of the 
knowledge engineer, as they are appropriate for a wide range of situations. In many 
instances the sessions were taped to ensure an accurate recording of the interview was 

available, and to allow the knowledge engineer to concentrate on the interview rather 
than manually recording answers. The technique of protocol analysis was used to get 
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experts to review case studies, based upon historic documentation, in order to explain 
their reasoning and decision making processes. Finally card sorts were used to 
investigate the relationships between both tests, symptoms and faults and also faults 

and repair procedures. 

The phase of knowledge elicitation proved to be both time consuming and difficult 

with over fifty individual employees being interviewed and many hundreds of 
documents being reviewed. The existence of two Fordhouses managers who were 

thorouglily committed to the project, and acted as system champions, greatly 
facilitated the process of identifying and gaining access to relevant experts. Having 

collected what transpired to be huge volumes of data and knowledge, it was necessary 

to analyse and transform it into intermediate representations using techniques such as 
flowcharts and rule-sets which ensured the knowledge was transformed into a suitable 

condition for coding. Having created paper-based representations, it was possible for 

the knowledge engineer to return to the domain experts to review and hence validate, 
the knowledge with them. This ensured that much of the knowledge had been 

thoroughly validated before coding had commenced. 

The knowledge acquisition process did not stop when the design phase began, but 

was on going throughout the design and, to a lesser extent, coding phases. This was 

necessary as it was often found that insufficient knowledge or data was available to 

make informed design decisions and consequently further trips to the factory were 
required to overcome these deficiencies. An assessment of the success of the 
knowledge acquisition process can be found in section 5.5.1.2 of this thesis. 

4.4 The Design of the Strip Inspection Module 

The Strip Inspection Module is one of the major functional sub-systems of the 

DIPLOMA system. As such it is responsible for providing on-line computerised 

support to shopfloor personnel who are responsible for the assembly, disassembly, 

inspection and rectification of complex hydro-mechanical devices. 

4.4.1 Requirements of the Strip Inspection Module 

As a result of the knowledge acquisition and systems analysis process, the overall 

requirement of the Strip Inspection Module was to design and develop a suite of 
software routines which would provide support to fitters and inspectors during the 
following two work phases: 
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Work Assessment Phase: During this phase the work content and part 
requirements of any specific unit are assessed. 

Work Execution Phase: The module would provide guidance and supervision 
throughout the execution of the assessed work. 

As was stated in Chapter 2, the DIPLOMA system is required to handle three 
different generic classes of work on a unit, these being the assembly of original 

equipment (O. E. ), the overhaul of a returned unit, or the repair of a returned unit. It 

was, therefore, required that the module should provide support during the work 

assessment and work execution phases for all three classes of work. 

4.4.2 Overview of the Strip Inspection Module 

The central problem in designing the Strip Inspection Module was how to represent 
the scope, content and status of the work to be undertaken on a specific unit. The 
knowledge elicitation process had revealed that there was a large reservoir of 
knowledge available on the shopfloor concerning the highly complex task of 
assembling and disassembling the H. L. W. S. C. unit. Much of this knowledge is 
formalised and structured in procedures and manuals, but most experienced fitters 
have developed their own informal working practices to make use of short cuts or 
tricks of the trade. Representing all of this knowledge as production rules would have 

necessitated the creation of a huge rule-base with all the attendant problems of 
control. A more structured method of knowledge representation was therefore 

required. 

Initial proposals concentrated on the use of hierarchical menus to represent the 

requisite tasks, but these were found to be deficient in their ability to convey the 
logical sequence of tasks, and their lack of visual impact. After some detailed 

prototyping and discussion with the users it was decided that a more appropriate way 

of representing the assembly and disassembly knowledge for H. L. W. S. C. units, was 
to represent each assembly or disassembly activity as a frame, which could be 

structured into hierarchical precedence networks, with general rules being used to 

govern the logical sequencing and availability of activities. The frame-based 

knowledge representation allows for the concept of inheritance and in this application 
node availability knowledge would be passed down through the hierarchy. The 

standard slots for each activity frame with example values are shown in Figure 4.2. 
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Figure 4.2: Example Frame for a Network Activity 

Node Description: 
X Coordinate: 
Y Coordinate: 
Predecessor Nodes: 
Parent Node: 
Part list Ref: 
Available: 

Remove Gearbox Cover 
3 
5 
Remove Levers and Linkages 
Remove Gearbox 
CRA7489012 
Yes 

Each frame-based precedence network could visually convey the assessed work 

content for a specific unit, and then be used to guide the user through the execution of 

the work. Just two major precedence networks were required, these being, one 

network to represent the disassembly of a unit known as the 'strip' network, and the 

second network to represent the initial assembly or re-assembly of a unit known as the 
'build' network. Because the assembly and disassembly of the unit are such extremely 

complex operations each network would need to be structured into a hierarchy of 

many levels as is demonstrated using the simplified example in Figure 4.3. 

11 Figure 4.3: Example of Network Hierarchies 11 

Level 1 Network 

Strip -; > Repair Build 

in zoom 

Level 2 Network 

Strip 1 Strip 2 Strip 3 

Strip 4- Strip 5 

It was envisaged that navigation around the networks would be controlled via the use 
of zoom in and zoom out icon buttons. The former would move deeper into the 
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hierarchy, whereas the latter would reverse the process. The specification of just two 

major networks, would allow the 'build' network to be selected in its entirety for O. E. 
jobs, both the 'build' and 'strip' networks to be selected for overhaul jobs, and a 
highlighted subsection of both to be selected for repair jobs. The 'strip' and 'build' 

networks would be linked by a standard set of inspection nodes for overhaul jobs, and 
by one or more repair nodes for repair jobs. The networks could then be used to guide 

the user logically through the execution of any assessed work whilst providing useful 
back-up information such as parts lists, exploded diagrams or textual instructions 

upon request. 

Having chosen precedence networks as the means of representing the work content 
for a specific unit, the major problem became how to identify the work content of 

repair jobs. The overall work content of a repair job is dependent upon work arising 

as a result of one or more of the following three broad categories: 

Modifications: All returned units are assessed to identify whether any 
engineering modifications should be incorporated before the unit is returned to 
the customer. If a modification is identified, then work will arise from its 
incorporation. 

Equipment Condition Survey: All returned units are subjected to an 
equipment condition survey to ensure that the external condition of the unit is 

acceptable. If any faults are found during this process, they will need to be 

rectified, before the unit is returned to the customer. 

Repair: All units have to be thoroughly tested before they are despatched. If, 

as a result of the testing process, a fault is identified in a unit, then repair work 

will be generated. 

It was envisaged that the tasks to be carried out for each of these categories would be 

represented in the system as 'work strategies', with a separate knowledge-base being 

required for each of the three categories. The Modifications Strategy knowledge base, 

for example, would have an individual entry for every engineering modification that 
is applicable to the unit. Each individual work strategy would contain: 

A Strip Node: That is the disassembly task that must be done in order to gain 
access to the part that needs to be repaired, replaced or modified. 
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A Build Node: That is the assembly task that must be done immediately after 
the repair, replacement or modification of a specific part. 

In the case of repair strategies, there was also the requirement for a repair node which 
would define the actual rectification or adjustment work necessary to action the 
repair. 

As a consequence of adopting the work strategies concept, it became apparent that a 
modifications assessor, equipment condition assessor and a repairs assessor would 
be required to determine which instances of each type of strategy were appropriate for 

a specific unit. Additionally, a work assessor, which creates a tailor made network 

consisting of the selected nodes, plus all additional nodes upon which they are 
logically dependent, would be required. For example, if, the incorporation of a 
modification requires the removal of the wing sweep control valve, and the wing 
sweep control valve cannot be removed until the gear box has been removed, then 
both nodes would be included in the resultant networks. 

Having decided upon the use of modifications, equipment condition and repair 
strategies, as a means of identifying the work content of repair jobs, it became 

apparent that they could also perform the same function for the identification of part 
requirements. Each individual strategy would, therefore, also include a list of the 
appropriate parts to be added, and the parts to be discarded for a given piece of work. 
The lists of parts to be added, and parts to be discarded would be passed to the parts 
assessor, which would determine the overall parts requirements for a specific unit. 

4.4.3 Detailed Design of the Strip Inspection Module 

In order to implement the functionality as previously described, the Strip Inspection 

Module was sub-divided into a number of individual software routines, each of which 
corresponded to a physical task as performed by either an inspector or fitter. Each of 
the three classes of work requires a different combination of software routines as 
shown in Figure 4.4. 
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Original Equipment Overhaul Repair 

Unit Logger 
[7Unit 

Logger Unit Logger 

Mods Assessor 

E E. C. Assessor 

Work Assessor 

W 

Parts Assessor 

Work Supervisor 

Mods Assessor 

W 

E. C. Assessor 

I. W. Assessor 

Test Module 

W 

Repair Assessor 

Figure 4.4: Tasks for Various Work 'Types 

Unit Despatch 
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By the end of the design period a detailed design specification had been prepared for 
each of the software routines. Communications between each of the software routines 
will be facilitated by using the ORACLE database as a temporary data store and 
conduit between the sending and receiving routines. The functionality of each routine 
is briefly summarized below: 

Unit Logger: Before any unit can be worked upon, the unit is required to be logged 

onto the system. This process requires that all unit specific information, required for 
future use, is requested from the user. For example, this will include its identification 
details, its work class, the engineering modifications which have been incorporated 
into the unit, the number of flying hours the unit has undertaken, and any fault 

symptoms the unit may be exhibiting. 

Modifications Assessor (Mods Assessor): All units which are returned from the 
field are assessed in order to identify whether there are any engineering modifications 
that should be incorporated before returning the unit to the customer. A set of rules, 
which takes into account the work class of the unit, the modifications already 
recorded, and the urgency of the modification, is used for this task. An example 
modification rule is shown in Figure 4.5. 

Figure 4.5: Example Modification Rule 

IF work type=repair 

AND modification A304 absent 

AND modification A304 urgent 

TI I EN incorporate modification A304 

Each selected modification, is linked to a modifications strategy, which details the 

network nodes, and parts which are required to incorporate the modification. The 

modifications assessment rule-base currently contains some twenty rules, but this will 
inevitably increase over the working life of the H. L. W. S. C. unit as new engineering 
modifications are identified. 

Equipment Condition Assessor (E. C. Assessor): The assessment as to the 
condition of a returned unit is accomplished by using a computerised network to 
guide the user through an external inspection of the unit. This is to ensure that the unit 
is clean, undamaged, and has no parts missing. All faults that the user identifies 
during this procedure are entered into the system, so that each identified fault can be 

The Detailed Development 52 
of the DIPLOMA System 



linked to an equipment condition strategy which specifies the network nodes and parts 
that are required to rectify the fault. 

Initial Work Assessor (I. W. Assessor): When a unit is returned from the field for 

repair, it is necessary to determine whether it should be tested immediately, or 
whether there are some preliminary rectification or upgrading tasks which must be 

undertaken beforehand. The decision process is relatively trivial, as if any work has 

arisen as a result of the modifications assessment, or the Equipment Condition 

Survey, then these will always be undertaken prior to testing. 

Repairs Assessor: The repairs assessor is used not only for units which have been 

returned from the field for a repair, but generally for all units which have failed a test, 

and therefore require some rectification work. The repairs assessor is responsible for 
deciding which repair strategy is most likely to succeed in rectifying the diagnosed 
fault. The assessment is undertaken in the following two stages: 

Fault Selection: The fault selection procedure is initiated by the receipt of a 
list of suspected fault likelihoods as supplied by the Test Module. The fault 
diagnosis procedure, which is further detailed in section 4.5 of the thesis, 

generates a list of suspected faults. Each fault is assigned a likelihood rating but 

no further attempt is made to discriminate between the selected items. On 

receipt of the list, the repairs assessor will form them into a menu detailing the 
fault, its likelihood, and rig flag to indicate whether the repair procedure 

requires the unit to be removed from the test rig or not. The fault with the 
highest likelihood value is highlighted but it is left to the inspector to verify the 

system's decision. An example of a menu of suspected faults is shown in Figure 

4.6. 

Figure 4.6: An Example of a Suspected Faults Menu 

Suspected Fault Likelihood Rig 

Internal Leak W. S. C. Valve System 1.9 N 

Internal Leak W. S. F. L. Valve System 16N 

Internal Leak W. S. P. R. Valve System 13Y 

Internal Leak W. S. I. L. Valve System 13N 

Repairs Selection: Having selected a fault a new menu will be generated 
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detailing the various repair strategies which may be appropriate to rectify the 
fault. Each strategy has a predetermined likelihood rating based on the fitters' 
experience of curing such faults. Over the life of the system these likelihood 

values will be updated via the Trend Module which attempts to learn from 

experience. More details of this learning process can be found in [Olley, 921. In 

addition to the likelihood rating a done flag is provided to indicate whether a 
repair strategy has been attempted previously during the current visit. As with 
the fault selection process, the system will automatically highlight the repair 
strategy with the highest likelihood but the inspector must verify this 

suggestion. An example of a menu of repair strategies for the suspected fault 
'internal leakage wing sweep pressure relief valve system 1' is shown in Figure 
4.7. 

Figure 4.7: An Example of a Repairs Selection Menu 

Repair Strategy Likelihood Done 

Inspect and Replace Seals 60 N 
Replace Valve with Blank Valve 30 N 
Fully Strip and Inspect Valve 10 N 

Alternative methods of selecting an appropriate repair strategy were seriously 
considered. The most promising of these was the idea of evaluating and then 

modelling the difficulty of undertaking the necessary strip, repair and build tasks 

associated with a given repair strategy. This, however, was rejected on two counts. 
Firstly it would have entailed conducting some form of time and motion study which 

might have been politically insensitive, and secondly the simplicity of using a 

mapping relationship between a selected fault and an appropriate set of repair 

strategies would be just as effective, and far easier to implement and maintain. 

Both the fault selection and the repair selection are in many ways more akin to 
decision support processes rather than typical knowledge-based processes, as the user 
is provided with all potential possibilities plus any supporting information that may be 

of use, and guided to the most likely option but allowed to choose an alternative. The 
knowledge elicitation process initially identified 88 separate suspected faults, which 
are linked to a total of 385 repair strategies. Both of these totals are likely to rise as 
new types of fault and repair are identified. 
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Work Assessor: The work assessment process is primarily concerned with 
determining which networks or subsets of networks are necessary to process a given 
unit. As was stated earlier the decision for O. E. and overhaul units is straightforward, 

with the complete 'build' network being required for O. E. jobs, and both the 'strip' and 
'build' networks required for an overhaul. 

The assessment for repair units is more complex with a selection of strip and build 

nodes being passed from one or more of the modifications assessor, the equipment 

condition assessor and the repairs assessor. Each selected strip node is taken in turn, 

and all of its predecessor nodes are also selected, additionally all of the nodes which 

are parent nodes to the selected node, and its predecessors are selected. Conversely 

for each selected build node all of its successor nodes, and all of their parent nodes are 
selected. 

Parts Assessor: Having selected the pertinent tasks for a given unit, it is then 

necessary to determine what parts are required. The method of doing this is once 
again primarily dependent on the class of work required: 

Original equipment units are built from scratch, and therefore require a 
complete kit of parts as detailed in the most up-to-date parts list. 

Overhaul units are completely disassembled before being inspected and re- 
assembled. The replacements are therefore a combination of scheduled 
replacements, these being parts which have to be routinely replaced, such as 

springs, seals and washers, and those which are required to incorporate a 

modification, or rectify a fault identified during the equipment condition survey. 

Repair units require a combination of the parts required to accomplish the 
identified repair procedure, plus any required to incorporate a modification or as 
the result of an equipment condition survey. Additionally scheduled 

replacement parts, required during the re-assembly of a unit, will be ordered. 

This method of parts selection is facilitated by giving each of the three categories of 
work strategy a list of parts to be added, and a list of parts to be discarded during the 

execution of that strategy. The system also contains a hierarchical bill of materials for 

the unit which provides details of not only the parts number, description, quantity, 
system and parentage, but also whether it is a scheduled replacement, and a reference 
to the build node during which the part is required for assembly. 
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By using a selection algorithm which combines the parts list and the selected work 
strategies, it is possible to produce a part requirements specification, known as the 
Strip Inspection Report, for each unit before any work has been undertaken. 
Furthermore, once the selected work is being executed, it is possible to order 

additional parts identified as the result of an inspection procedure by producing a 
Supplementary Strip Inspection Report. 

Work Supervisor: The primary tool available to the user during the work execution 

phase is the work supervisor. This is based upon the precedence networks which 
indicate the current scope and status of the work of the assessed work. The networks 

will guide the user through the work, ensuring that all activities are tackled in the 
logically correct sequence. The knowledge elicitation procedure identified 

approximately 150 nodes for both the 'build' and the 'strip' networks which at the 
deepest level were formed into a hierarchy of five layers. 

The user is given a visual representation of the scope and status of the work by using 
the colour coding convention, as shown in Table 4.8, to shade each node on the 

current network. 

Table 4.8: Network Colour Coding Convention 

Colour Status of Node 

Grey Not part of the scope. 
Red Part of the scope but not currently available 
Green Part of the scope and currently available. 
Blue Node already completed. 
Light Blue Node partially completed. 

Despite the networks being the principal tool for dictating the sequence in which 

tasks should be tackled, it was found that many of the activity nodes are in parallel 
because there are no logical constraints placed upon them. There is, however, a 

sensible order in which tasks should be tackled, and for this reason, a set of 'best 

practice rules' is used to suggest, but not enforce, the order in which tasks should be 

tackled. An example best practice rule is shown in Figure 4.9. 
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Figure 4.9: Example Best Practice Rule 

IF Node 4 selected, 

AND Node 3 not completed 

THEN Suggest Node 3 tackled first. 

While using the work supervisor, the user is able to call upon a library of supporting 
tools, which include; exploded diagrams of the relevant section of a unit; a unit 

specific bill of materials; the appropriate section of the tool schedule; a context- 

sensitive help routine; and perhaps most importantly a set of task-related textual 
instructions. 

During the course of a network session, the user will regularly interact with the 

system to; report progress by updating the network; provide relevant feedback, such 
as the identification of a specific fault; or enter interesting observations, such as the 
detection of an unusual noise, in the on-line notebook. Such communication is 

particularly common during repair and overhaul procedures where multi-purpose 
interfaces appear automatically when an inspection or a repair node is selected. Such 

screens are used both as a source of task specific instructions for the user, and also as 
a mechanism for collecting the details of faults that have been identified, and 
supplementary parts that are required. 

Perhaps one of the strongest messages that came over from reviewing prototypes and 

user involvement in the design, was the need for users to have the final say in 

accepting, or rejecting system generated decisions. This message is echoed by many 

current researchers (for example, [Efstathiou, 87] and [Kerr, 91], and as a consequence 
the user is asked to validate all decisions. 

4.5 The Design of the Test Module 

The Test Module provides instructions and workplans for the testing of all units. 
Having guided the tester through required schedule of tests, the module is then 

responsible for analysing the results of these tests, and determining which faults, if 

any, are present. 
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4.5.1 Requirements of the Test Module 

The main objective of testing is to ensure that a unit passes the specified acceptance 

criteria, which dictates whether a unit is acceptable for despatch or not. The testing 

procedure is dependent on the following two documents: 

Test Schedule: All the required acceptance tests are detailed in the Test 
Schedule, which provides explicit instructions on the sequencing, preparation 

and undertaking of each specific test. 

Test Report: The test report details the acceptance criteria for each individual 

test, and on completion of each test the actual results are recorded on the report. 
Any tests which fail, that is the test results fall outside their acceptance range, 
must be repeated after the fault which caused the erroneous result has been 

rectified. 

As the testing procedure is based upon separate tests, each of which has to be passed, 
it is not typical of most diagnostic procedures. There is no concept of a fault tree, 

where the discovery of a symptom results in a further test which produces a symptom 

which results in a further test, until a fault has been determined. Therefore the Test 
Module would have to be capable of diagnosing faults based upon the output of the 

acceptance testing procedures. It was also recognised that there would be a 
requirement for communicating the identification of suspected faults to the Strip 

Inspection Module in a way that they could be accurately and swiftly translated into 

repair strategies. 

The requirements of the Test Module, therefore, were to develop a suite of software 

routines which could display a copy of the test schedule, collect test results, diagnose 

faults based upon the current acceptance testing procedures, and then communicate 

these results to the Strip Inspection Module. 

4.5.2 Overview of the Test Module 

The two principal problems to be overcome in the design of the Test Module were 

selecting an appropriate representation for the Test Schedule, and then developing a 
swift but robust diagnostic procedure. The first problem was resolved relatively 
easily, as it soon became apparent that the frame-based precedence networks, as 
detailed in section 4.4, would also be appropriate for the representation of the Test 
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Schedule. The selection of a diagnostic procedure was far more time-consuming, and 
the resultant process is detailed in section 4.5.3. 

4.5.3 The Detailed Design of the Test Module 

In order to implement the functionality as outlined above, the Test Module software 
was subdivided into three major sub-systems these being test representation, test 

result entry and diagnosis. Additionally a method of representing the resultant 

suspected faults and communicating them to the Strip Inspection Module was 
required. By the end of the design period a detailed specification had been defined for 

each sub-system, as is briefly summarized below: 

Test Schedule Representation: The test schedule is represented as a hierarchical 

precedence network, with each bottom level node representing a single paragraph in 

the test schedule. As with the strip inspection networks, the testing networks provide a 
wide range of supporting material such as tool schedules, exploded diagrams and an 
on-line notebook facility. By selecting a specific network node, using the mouse, a 
detailed set of textual instructions are presented to the tester on how the test should be 

conducted. When the test has been concluded the tester will be asked to enter details 

of the test results using the procedure outlined below. 

Test Result Entry: Every test result generated by following the test schedule is 

entered into the system via an input screen which is modelled on the test report. The 

test results fall into two broad categories, these being quantitative and qualitative 

results. The quantitative test results refer to a specific value that can be read from one 

of the test-rig sensors such as a pressure or a flowrate. The qualitative results are 
based upon the testers' interpretation of observed characteristics, for example a part 

may be exhibiting jerkiness, stiffness or sticking. For tests which produce a 

quantitative result, the tester is asked to enter the actual result. All instances of 

qualitative results have been pre-enumerated and organised into menus, from which 
the tester can select the appropriate result. 

Fault Diagnosis: Because of the key role fault diagnosis plays within the DIPLOMA 

system, a great deal of care went into the selection and development of the diagnostic 

procedures. The first stage of the selection process comprised a thorough review of 
current issues in knowledge-based diagnosis [Doherty, 89a]. This review emphasised 
the importance of providing a flexible, accurate, robust, expeditious yet user friendly 

solution. 

The Detailed Development 59 
of the DIPLOMA System 



As was stated previously, diagnosis in the DIPLOMA system is performed as a by- 

product of the acceptance testing, rather than being a separate procedure in its own 
right. Additionally the following factors had to be taken into account when selecting 

the diagnostic strategy: 

Multiple faults are quite common within the H. L. W. S. C. unit therefore any 
models based upon single fault assumptions would be totally inappropriate. 

The H. L. W. S. C. unit has electrical and mechanical sub-systems as well as the 
hydraulic circuitry, therefore any model would have to be equally capable of 
diagnosing faults in all three sub-systems. 

The H. L. W. S. C unit has to be treated as a black box with regard to testing, as 
there is no way of conducting internal tests by using probes. The only 
possibilities, therefore, are either to perform black box tests upon the unit, or 
completely disassemble and inspect the unit to try and visually identify faults. 

There was a requirement for some form of probabilistic reasoning for conflict 
resolution, as large candidate sets of potential faults are quite likely. This is 

especially likely in the detection of internal leaks, where it can be difficult to 

pin-point the exact source of a leak. 

The overall throughput time for processing a unit must be minimized, therefore 

the systems response time is critical. 

As was noted in section 2.4.2.2 of the thesis the potential benefits of combining 
different levels of knowledge have long been recognized. It soon, however, became 

apparent that such a strategy would not be appropriate for diagnosing the full range of 
faults which effect the H. L. W. S. C. unit. It would not, for example, be possible to 
develop a single deep knowledge representation suitable for modelling the hydraulic, 

mechanical and electrical sub-systems, or alternatively developing three separate 

models within the time available. 

The strategy therefore adopted on the Alvey project was for the Lucas team, 

responsible for the development of the Test Module, to develop a shallow knowledge 

representation, which would be the principal tool for diagnosis across all three sub- 
systems within the DIPLOMA system. Independently of this, the author explored the 
potential of developing a model, based upon a deeper knowledge representation of 
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one of the three functional sub-systems, which would complement the functionality of 
the shallow knowledge-based approach. The remainder of the section explores the 

selection of the shallow knowledge representation, whilst a full discussion of the 

selection and development of the deeper knowledge representation can be found in 

Part II of the thesis. 

Having specified that the diagnostic procedure must be compatible with the existing 

acceptance testing procedures and capable of supporting probabilistic, multiple fault 

diagnosis across three sub-systems, whilst minimizing response times, a literature 

search was conducted to find likely candidates, which matched these requirements. Of 

all the systems reviewed the Internist system [Pople, 82], was considered to be closest 
to supporting the specified diagnostic requirements. 

The Internist system uses two sets of tables to define relationships between faults and 
symptoms. The evokes relations are a measure of how strongly a symptom is 
indicative of a fault, and is comparable to the following conditional probability: 

P (Fault I Symptom) 

Alternatively the manifests relations are a measure of how strongly a fault manifests 
itself in a specific symptom, and is comparable to the following conditional 
probability: 

P (Symptom I Fault) 

The measures are on a log scale of 1 to 5, where 5 indicates highly likely, whereas 1 

indicates a low level of likelihood. The attraction of the system is that it allows 

measures of likelihood to be aggregated to provide an overall likelihood of a fault 

given a set of symptoms, so that candidate faults can be ranked according to 
likelihood. 

Having developed prototypes of the Internist methodology and applied them to faults 

in the H. L. W. S. C. unit, it became apparent that two major modifications were 
desirable. Firstly the manifests relations added no extra diagnostic capability when 
applied to the H. L. W. S. C. unit, and were therefore omitted from the final system. 
Secondly the Internist scaling allowed for only positive endorsement of relations, 
whereas the DIPLOMA system had the requirement that the presence of a specific 
symptom should be able to rule out the possibility of a fault. A fault rating scale of [5, 
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3,0, -5], was established representing respectively: definitely present, possibly 
present, not related or definitely not present. As a consequence every possible test 

result could be linked to a fault code such as 'internal leakage in wing sweep control 

valve system 1' with one of the four fault ratings. 

The modified version of Internist was thoroughly tested and proved suitable for the 
diagnostic requirements of the DIPLOMA system. The resultant diagnostic procedure 
is a relatively simple mapping process between a symptom and a set of potential 
faults. This approach suited both the constraints of the problem and the requirements 

of the users, and keeps its implementation and maintenance within manageable 

proportions. A fuller discussion of the functionality of the Test Module and fault 

diagnosis in the DIPLOMA system can be found in [Cooper, 91]. 

4.6 The Interface between the Strip Inspection and'I'est Modules 

A test session may be concluded because a unit has successfully completed the 

acceptance testing procedure and can be despatched, or because the tester decides to 

suspend work on the current unit, and moves on to a higher priority unit. Alternatively 

a session may be concluded because there are no tests on the test schedule network 
that are logically available. This last scenario occurs when a unit has failed a test or a 
number of tests, and no further testing work can be undertaken until the faults have 
been rectified. In this case the Test Module will have generated a set of pairs of fault 

code and fault rating, for each test result that failed. It is then necessary to translate 

these fault codes and ratings into suspected fault likelihoods which are meaningful to 

the Strip Inspection Module. The translation process is as follows: 

i) Every fault code which has a rating of 5 is given a suspected fault likelihood 

of 9999, which signifies that a fault is definitely present. 

ii) If more than one test has generated the same fault code with a rating of 3 

then the suspected fault likelihood will be an aggregation of the ratings. 

iii) If just one test has generated a fault code with a rating of 3, then the 

suspected fault likelihood will be 3. 

iv) If a rating of 3 is given to a fault code which in another instance has been 

given a rating of -5, then this fault code will be ignored, as the fault is definitely 

not present. 
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v) All fault codes with a rating of 0 are automatically ignored. 

For example, the set of suspected fault likelihoods [[A, 9999], [B, 9], [C, 3]], indicates 

that one or more test has identified fault A as being definitely present, three tests have 
independently suggested that fault B is possible, and one test result has proposed fault 
C as a possible candidate. It is envisaged that in the future the Trend Module will 

provide experiential data to modify the suspected fault likelihoods. The mechanisms 
for doing this are fully described in [Olley, 92]. Once generated the list of suspected 
fault likelihoods is communicated to the ORACLE database, and flagged-up in the 
Strip Inspection Module, so that the necessary repair work, as described in section 
4.4.3 of this chapter, can be assessed and undertaken. 

4.7 The Design of the Iluman-Computer Interface 

The following section describes the design of the human-computer interface used by 
both the Strip Inspection and Test Modules. Irrespective of how elegantly and 
effectively a system has been designed, its ultimate success is substantially dependent 

on the quality and acceptability of the user interface. With the rapid expansion of 
computer usage from the exclusive use of computer specialists into general use in 

offices, factories and homes, the need for clear, concise and understandable user 
interfaces has never been greater. The major problem confronting the user interface 
designer, is the sheer diversity of potential system users. As Scneiderman 

[Schneidennan, 86] suggests: 

"The challenge of interface design is one of accommodating the wide 

range of human abilities, backgrounds, motivations, workstyles, and 

physical characteristics. " 

One area of particular interest to user interface design specialists, is that of 
developing user-interfaces specifically for knowledge-based systems. The traditional 

approach to knowledge-based systems design has been technology centred, 

concentrating on issues such as knowledge representation and inference strategies. It 

has now become abundantly apparent that such knowledge-based systems will only be 

used if they provide high levels of acceptability to the user, as well as the desired 

requirements in terms of functionality, integrity and performance [Basden, 89]. 

The design of the user interface was therefore given a high priority by the DIPLOMA 
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development team, especially as the resultant interface was aimed at a predominantly 
inexperienced user community. The first stage in the development process was 

therefore to undertake a thorough review of current research into user-interface design 

[Doherty, 89b], and an appraisal of the work done by HUSAT [HUSAT, 88] for the 

'Design to Product' project. This allowed the project team to gain a fuin understanding 

of the factors which contribute to a successful interface design. Areas in which 

current research was thought to be particularly appropriate with regard to the 

requirements of the DIPLOMA system were: 

The need for a sophisticated explanatory facility ([Anderson, 89], [Young, 891, 

[Pau, 86]). 

The desirability of flexible user interfaces which allow users to discuss 

strategies and place constraints on the system ([Kidd, 85], [Efstathiou, 871). 

The absolute requirement that the user be in control of the system and not the 

system in control of the user [Young, 89]. 

The desirability of using W. I. M. P. (Window-Icon-Menu-Pointer) style of 
interface for knowledge-based systems, especially where users are 
inexperienced QThompson, 86], [Torasso, 89] and [Richer, 85]). 

The desirability of developing a computerized interface between the domain 

expert and the knowledge-base to allow for the automation of the knowledge 

elicitation process [Torasso, 891. 

The requirement for a context sensitive help facility, particularly for novice 

users [Schneiderman, 86]. 

Having established a theoretical framework in which the user-interface should be 

designed the following development methodology was pursued in parallel with the 

knowledge elicitation and systems analysis for the Test and Strip Inspection Modules: 

User Requirements Analysis: This was conducted by interviewing a wide variety of 

potential users. The objective was to identify the characteristics of the user population 
in terms of their computing skills and experience, their potential frequency of use, and 

their experience and understanding of the domain knowledge. 
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Task Analysis: The objective of the task analysis was to understand the nature and 
scope of the tasks, that the user was undertaking manually. Hence the design team 
could ensure that the resulting interface could fully support the functionality of the 
system. 

Prototyping: Detailed prototyping, as recommended by [Harker, 88], was undertaken 
to gain direct feedback from the user community, and other members of the design 

team, as to the acceptability and effectiveness of the user interface, at regular intervals 
in its development. Consequently the user-interface went through many revisions 
before an acceptable version was attained. 

As a result of the literature review, user requirements analysis, task analysis, and 
prototyping, a clear, consistent and user-friendly interface was designed, which was 
based firmly on the requirements of the user, rather than the inclinations of the design 

team. The proposed human-computer interface was based primarily on W. I. M. P. 

technology, and preliminary prototypes, developed using the LPA Prolog library of 
GFX graphics utilities, proved to be highly acceptable to the users. 

4.8 The Coding, Testing and Integration of the DIPLOMA System 

As was stated in Chapter 3, the decision to code the Strip Inspection and Test 
Modules in Prolog, was taken towards the beginning of the project. As the coding was 
undertaken by three individuals, in two geographical locations, it required a high 
degree of coordination. Bearing this in mind, regular meetings were held throughout 

the coding and testing period to ensure compatibility and to review problems. 

4.8.1 Coding of the DIPLOMA System 

The coding was generally carried out by using the physical design document 

[Cooper, 90b] as the principal guide. In some instances it was necessary to undertake 

some further knowledge elicitation, or engage in additional prototyping, but generally 
the final design documents were sufficiently explicit. In an effort to ensure that the 

end product could be smoothly integrated and easily maintained the following coding 

guide-lines, as summarized below, were established: 

Layout of Programs: To ensure that the program is clear and easy to read, all 
clauses for a given predicate are grouped together and each separate predicate is 

separated by a blank line. Furthermore all the antecedents of a predicate are 

The Detailed Development 65 
of the DIPLOMA System 



indented by two spaces. Both conventions are as recommended by Clocksin and 
Mellish [Clocksin, 87]. 

Efficiency of Programs: To ensure that code was written with efficiency in 

mind, the two following L. P. A. Prolog programming conventions of 'first 

argument indexing' and 'tail-end recursion' were used wherever appropriate. 

Program Annotation: In order to make debugging and maintenance as pain- 
free as possible all programs were annotated internally with comments where 

appropriate, and additionally were given a standard header-block as shown in 

Figure 4.10. 

Figure 4.10: Example of I'rograrn Annotation Header 

Predicate Name: 

Written by: 

Date: 

print-parts-list 
NFD 
27/06/90 

Description: This predicate is responsible for the 
printing of the parts list. 

Arguments: 

The 'Arguments: ' slot was used to indicate whether a predicates arguments were 
bound (+), or unbound (-). 

Modularization: As a means of compartmentalizing the program code, the 
LPA Prolog module facility was used to group all software into functional 

blocks. This greatly simplified the process of integration. 

Naming Conventions: All files, modules, predicates and variables were given 

meaningful names to make debugging and understanding of the code easier. 

Although most prototyping was conducted during the design phase, there were a 

number of instances during the coding phase when it was prudent to generate a 

number of prototypes to determine which was the most efficient way of implementing 

a function. For example, different algorithms were developed and evaluated for 

updating the precedence networks. 
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4.8.2 Testing of the DIPLOMA System 

The confidence of the end-users of a new system can be seriously eroded if there are 

a significant number of bugs in the resultant software. Although some flaws are 

almost inevitable, the level of bugs can be reduced to an acceptable level by the 

institution of a stringent testing program. The testing strategy adopted with regard to 

the Prolog coding was based on the following two stages: 

i) All programmers were responsible for fully testing each of their own 

predicates and modules as they were written. Additionally other members of the 
development team were periodically called upon to review independently a 

colleagues' work. 

ii) At regular intervals all software was integrated and tested to ensure that the 
interfaces between the different modules were acceptable. 

In addition to these testing procedures which were designed to ensure the functional 
integrity of the system, it was also necessary to conduct a thorough validation 
exercise to ensure the accuracy of the knowledge. Throughout the development phase 
the knowledge had been regularly validated either through the review of intermediate 

knowledge representations or when assessing computer-based prototypes. Although 

this validation had been useful, it had not been conducted in a systematic way. It was, 
therefore, recognised that further validation of knowledge would be required, which 

could be undertaken during the course of the implementation period, when user- 

training and validation of the resultant system could be accommodated 

simultaneously. This final validation is fully described in Chapter 5 of this thesis. 

4.8.3 Integration of the DIPLOMA System 

Once the system had been thoroughly tested it was possible to integrate the resultant 

software. As all the software had been written in modules, and thoroughly tested, the 

process of integration was relatively pain-free. Prior to the installation of the software 

at the Fordhouses factory it was necessary to conduct a final acceptance testing 

exercise on the integrated software. The final acceptance testing involved both 

members of the design team and the user community reviewing the software to ensure 
that it fully met the user's requirements. 
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4.9 Discussion 

The most important conclusion that can be drawn from this chapter is that, although 
difficult, it is possible to undertake the knowledge elicitation, then design, code and 

test a technically demanding, state of the art system, for implementation in a 

potentially inhospitable environment. The factors contributing to the successful 
development of the DIPLOMA system, and any conclusions that can be drawn, are 
fully discussed below. 

The adoption of the structured approach, supplemented where necessary by 

prototyping, ensured that the project progressed in a timely fashion yet satisfied all 

the user requirements. Likewise, the thorough and professional approach to 
knowledge elicitation, helped guarantee the accuracy and consistency of the resultant 

system. The factors contributing to the success of both the development methodology 

and the knowledge acquisition phase, and any lessons that can be learned, are fully 

discussed in Chapter 5. 

The development of the Strip Inspection Module has demonstrated that a suite of 
knowledge-based and conventional software routines can be successfully developed 

and integrated to provide support to shopfloor personnel in the performance of their 
jobs. The module included a number of knowledge-bases all of which were 
deliberately kept simple, yet proved effective, rather than striving for technical 
innovation for its own sake. The use of the graphical precedence networks, proved to 
be particularly successful both as a mechanism for detailing the scope, status and 

content of the required work and as a central framework from which much of the 

supporting software could be accessed. 

The most interesting aspect of the Test Module was the development of the modified 
form of Internist which proved to be a highly successful method of performing fault 

diagnosis. This method could prove to be particular useful in other applications where 

there is no underlying diagnostic tree, and it is necessary to combine the symptoms 

produced by the testing procedure to generate a ranked candidate set of faults. 

The development of the DIPLOMA system has demonstrated that it is possible to 
link knowledge-bases and more conventional software routines, with the ORACLE 

database proving to be a highly effective mechanism for facilitating communication 
between all the constituent parts of the system. 
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The choice of LPA Prolog, ultimately proved to be a wise choice as the primary 
implementation language for the DIPLOMA system. It has been demonstrated that 
not only is LPA Prolog an effective means of coding the knowledge representation 
and inferencing mechanisms, but additionally it is suitable for the coding of the 

graphical interface and the standard software routines. 

A user-centred, user-friendly style of human-computer interface was developed, 

which was based firmly on the requirements of the user community. This facilitated 

the effective distribution of expert knowledge to users on the shopfloor. More 

specifically, the adoption of a W. I. M. P. style of human-computer interface proved to 
be highly acceptable to the users who had reviewed prototypes. Furthermore, the 
facility for allowing users to validate, and if necessary override, system generated 
decisions, takes advantage of the wealth of experience that is available on the 
shopfloor, and makes the system more acceptable to the user. This will be a 
particularly valuable facility on the occasions when the user is able to make better 
informed decisions than the system. 

As the DIPLOMA system was a collaborative venture involving a number of 
industrial and academic partners working in geographically diverse locations, it was 
recognised that its development must be carefully planned, coordinated and 
progressed if the resultant system were to be a success. The adoption of the structured 
methodology undoubtedly provided a consistent and logical approach to the 
development of the DIPLOMA system. The introduction of coding standards and 
testing procedures ensured that the work of individual programmers was compatible 
and could ultimately be integrated with minimal disruption. The initiation of regular 
review and discussion meeting ensured that there was a formal forum for exchanging 

experiences and discussing problems and progress. Finally a good team spirit was 
developed between all the individual members of the development team, which 
helped maintain high levels of motivation throughout the project. 

The developed system was by this stage ready for implementation and further 

validation on the shopfloor at Fordhouses, after which it would undergo a detailed 

evaluation to ensure that it fully met the user requirements. A discussion of the 
implementation and evaluation of the resultant system is provided in Chapter 5 of the 
thesis. 
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Chapter 5 
The Implementation and 

Evaluation of the 
DIPLOMA System 

5.1 Introduction 

In this chapter the implementation and evaluation phases of the DIPLOMA system 

are described in detail. Particular attention is paid to the impact the DIPLOMA 

system has made on the shopfloor since its implementation, and how successful it has 

been in achieving its six initial objectives, as described in Chapter 3 of this thesis. 

5.2 Terminology and Definitions 

Prior to describing the implementation and evaluation of the DIPLOMA system it is 

firstly necessary to introduce some terms and definitions. Robert O'Keefe 

[O'Keefe, 87] suggests that the task of evaluation is a broad area concerned with 
'assessing an expert system's overall value'. Alun Preece [Preece, 90] also agrees that 

evaluation is a catch-all term, and suggests it covers methods for 'system verification, 

validation and user acceptance testing', each of which can be briefly described as 
follows: 

System verification: The standard software engineering method for 

determining whether the software satisfies its specification. This is what 
O'Keefe et at [O'Keefe, 87] describe as ensuring 'the system has been built right'. 
Perkins et at [Perkins, 89] suggest that as in the many cases where knowledge- 

based systems are developed through prototyping, there will be no design 

specification, system verification is limited to checking for internal 

completeness and consistency. 

System validation: Validation on the other hand is undertaken to determine 

whether the system accurately performs its task. This is what O'Keefe et al 
[O'Keefe, 87] describe as ensuring 'the right system has been built'. This 

typically entails running test cases and comparing the performance of the 
knowledge-based system with that of the expert. Validation should, therefore, 

ensure that the system's knowledge and reasoning techniques are combining to 

produce accurate advice and decisions. Clearly systems that have been 
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inadequately validated provide few organisational benefits and may be 

positively harmful if decisions are based upon erroneous knowledge. 

Acceptance Testing: Concentrates on the usability and acceptability aspects of 
the system [Preece, 90]. The design of high quality human-computer interfaces 
is of central importance to the ultimate success of the system, and therefore the 

usability and acceptability of the resultant systems must be evaluated in a 
thorough and rigorous manner. Berry & Hart [Berry, 90] suggest that whereas 

much attention has been focussed on the accuracy of the knowledge and 

correctness of the reasoning techniques, more attention should be paid to the 

usability of knowledge-based systems. 

Though Preece's [Preece, 90] categorisation of evaluation is a good starting point, it is 
limited in that it does not explicitly refer to the necessity for ensuring that the 
delivered system is efficient and must make a positive contribution to the overall 

performance of the host department or organisation. A fuller definition of the scope of 
evaluation, is perhaps provided by Gaschnig et al [Gaschnig, 83] who stress the need 
to evaluate the 'efficiency' and 'cost-effectivness' of the system, in addition to other 
factors such as accuracy and acceptability. This view is supported by O'Keefe et al 
[O'Keefe, 87], who suggest that evaluation should ensure that knowledge-based 

systems are 'usable, efficient and cost-effective, as well as exhibiting acceptable levels 

of performance'. 

It should be noted that whilst there is general agreement, in the literature, that 

evaluation is a wide-ranging tenn which covers methods for testing the performance 

and utility of knowledge-based systems, there is still much debate as to precise 
definitions of specific terms such as validation, verification and acceptance testing. 
Despite uncertainty with regard to definitions, however, one message that comes over 

with unanimous support in the literature is the absolute conviction that the systematic 

evaluation of knowledge-based systems is critical to their ultimate success. Another 

area of general agreement is the appreciation that the evaluation should occur 
throughout the development process [Ber y, 90], rather than happening as an after- 
thought. 

The need for thorough and rigorous evaluation had been heeded by the team 
developing the DIPLOMA system. The process of evaluation had been on going 
throughout the development period and would continue throughout the 
implementation phase. It should, however, be made clear that on the DIPLOMA 
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project the need for a separate post-implementation evaluation exercise, concentrating 

on assessing the impact of the system, was identified and it is this that is discussed in 

section 5.4 of the chapter. 

5.3 The Implementation of the DIPLOMA System 

Following the successful development of the DIPLOMA system attention turned to 

its implementation. Because the knowledge-based systems approach is new and the 

user community were all inexperienced with regard to the use of computing 

technology, it was decided that the most appropriate implementation strategy would 
be a phased approach. This allowed the system to be implemented in short periods of 

up to six weeks during which time the knowledge could be further validated, the 

software undergo additional testing and the users be trained. At the end of each period 

the system could be withdrawn from operation and all feedback from the users with 

regard to the accuracy, efficiency and acceptability of the system would be 

incorporated into a new revision of the software. It was envisaged that three periods 

would be sufficient to complete the phased implementation and the following sections 

of this chapter provide a more detailed review of the implementation phase. In short 

the three phases were: 

Phase 1: Members of the development team were on site at Fordhouses full- 

time, situated on the shopfloor, operating the system in partnership with its 

ultimate end-users. This entailed the testers or fitters undertaking their duties as 

normal, whilst describing to a member of the development team exactly what 

they were doing. The team member could then show the fitters or testers how 

the system should be applied to the specific task they were performing, and in 

this way both train the users and further validate the system simultaneously. 

Phase 2: Members of the development team remained on-site full-time 

spending a limited period on the shopfloor. The users were encouraged to 

operate the system for themselves, whilst team members provided support and 

guidance wherever necessary. 

Phase 3: Members of the development team were on site full-time to provide 

advice and guidance, but attempted to leave the users to their own devices. 

It should be noted that the implementation proposed operating both the manual and 

computerised systems in parallel until the DIPLOMA system had been fully accepted. 
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This approach allowed the users to become familiar with system in a controlled 

manner, allowing each to build up confidence and competence in their own time, 

without putting them under undue pressure. It was felt that if too much was attempted 

too swiftly then there would be a danger of the users reacting adversely and possibly 

rejecting the system. Operation of the manual system in parallel also provided a 

welcome safety net should the DIPLOMA system suffer from any problems. 

5.3.1 Installation of the DIPLOMA System 

Having developed and thoroughly tested the DIPLOMA system, the first aim of the 
implementation phase was to install the hardware and software at the Fordhouses 

factory. This went smoothly although there was a minor delay in installing the 

network cabling on the shopfloor. 

5.3.2 Evaluation of the DIPLOMA System 

As was discussed in Chapter 4 of the thesis, the DIPLOMA system had undergone 

rigorous testing to verify that it matched its specification and a substantial amount of 

validation to ensure the accuracy of the knowledge and reasoning techniques, prior to 

the installation of the system. Nevertheless it was envisaged that further evaluation 

would be required before the accuracy and integrity of the system could be fully 

guaranteed. The method chosen to conduct the remaining evaluation is known as 'end- 

user testing' [Silver, 891 in which the system is turned over to a limited number of 

users for in situ testing. 

The evaluation of the DIPLOMA system conducted during the implementation phase 

was primarily concerned with system validation, to ensure that the system achieved 

an acceptable level of performance, but also had the supplementary goals of 
highlighting any remaining problems with the robustness, usability and efficiency of 

the software. In practice two slightly different forms of evaluation were employed 
during this phase, these being user sessions and user diaries. 

i) User Sessions: In order to facilitate the evaluation of the system and as a means of 

providing training, user sessions were introduced in which a member of the 
development team would observe a user operating the system, or vice versa, and any 
inaccurate knowledge, bugs, delays or general difficulties would be identified and 
documented. The results of each session were written up as a formal user session 
report which was used to generate revisions to the software. 
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ii) User Diaries: A secondary method for facilitating the management of fault 
identification and correction was through the introduction of a paper-based logging 

system. Such methods, commonly called user diaries [Bery, 90], can either be 

unstructured in the form of an open book or structured. The structured form of user 
diary chosen allowed for the recording of a description of the problem; the 

circumstances under which it occurred; and if appropriate an indication of its severity. 
The actions ultimately taken to rectify the problem were also recorded on the same 

sheet. The user diary proved to be successful because it was not intrusive and allowed 
for the recording of problems when members of the system development team were 

off-site. 

It was envisaged that some faults or inaccuracies, identified through the user diaries 

or user sessions, would be of a relatively minor nature and could be corrected 
immediately. Rectification of faults which were more serious would have to wait until 
one of the periods when the system was withdrawn from operation. In practice, 
however, most highlighted problems were relatively trivial and could be rectified in 

situ. 

5.3.3 Modification of User Requirements 

Given the dynamic nature of the Fordhouses' environment, another objective of the 
implementation period was to identify any new or modified user requirements, and 

subsequently incorporate them into the system at a convenient juncture. It was 

envisaged that such modifications might occur not only because of changes to 

working practices on the shopfloor, but also because use of the system might lead to 

new areas of benefit being identified. The most important modification that was 

requested focussed on increasing the flexibility of one aspect of the system, so that the 

user could control the selection and ordering of routines rather than being constrained 
to a set pattern. 

5.3.4'rraining of Users 

The training of users and the end-user testing of the system occurred concurrently. As 

was stated in section 5.3 the system was implemented using a three phase approach, 
to ensure that progress was made at a sensible pace. This approach allowed users to 
be initially trained by observing systems development personnel operating the system, 
and then learning through a hands on approach, with systems development personnel 
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available to resolve problems. By undertaking the training in situ, with generally a 
one to one relationship between user and trainer it was possible to ensure that: 

The training could be tailored to meet the users' experience and requirements. 

The users would be trained in a familiar environment, using real world input. 

The users would not have to display their level of ability / inability to their 

colleagues which would have been the case if classroom training had been used. 

The users would be able to deal with any work-related problems that might 
arise during the training period. 

As was discussed in section 5.3.2 by preparing a user session report at the end of 
each training session, this exercise also contributed to the evaluation process. 

5.4'I'he Post-implementation Evaluation Exercise 

The post-implementation evaluation of the DIPLOMA system could not be initiated 

until the system had been accepted by the user community and all remaining 
problems had been rectified. Approximately six months after its installation was 
considered to be an appropriate time for the final evaluation of the system. The 

evaluation described in this section was primarily concerned with assessing the 
impact the system had made on the shopfloor. As the evaluation exercise was required 
both for the purposes of this thesis, and to provide feedback to Lucas management it 

was undertaken jointly by the author and a member of the DIPLOMA development 

team, so that interruptions on the shopfloor would be minimised, and to avoid any 
duplication of effort. The results of the evaluation are further discussed in the 
DIPLOMA Evaluation Report [Doherty, 921. 

5.4.1 The Evaluation Methodology 

The fundamental purpose of the evaluation exercise was to assess to what extent the 
DIPLOMA system had achieved its original objectives, as specified in section 3.2 of 
this thesis. It was, therefore, important that the selected evaluation methodology 
addressed each of these objectives. A discussion of the DIPLOMA system's success in 

achieving the initial objectives can be found in section 5.4.4 of this thesis. 
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When deciding upon a methodology for the final evaluation, a number of alternatives 
were considered. It had been envisaged that a quantitative analysis could be 

undertaken on the DIPLOMA database to determine whether unit turnaround times 
had improved since the introduction of the DIPLOMA system. Unfortunately due to 

the large degree of variability between the processing of units, the problems of 

comparing like with like, and the relatively small number of units that were processed 
in the six month period since installation, it was felt that any analysis based upon such 
data would be unreliable. Having discounted quantitative analysis the more 

qualitative method of gathering the views of stakeholders by means of a questionnaire 

was selected. 

Whilst all reasonable efforts were made to ensure the objectivity of the evaluation 

exercise the majority of the appraisal consequently relied upon qualitative rather than 

quantitative analysis. The evaluation of the DIPLOMA system was not, however, 

unusual in this respect, as a recent D. T. I. report [D. T. I., 90] concluded that: 

'Very few expert systems are justified by explicit cost-benefit analysis. But 

the sum total of many qualitative decisions makes an overwhelming case. ' 

It was, therefore, necessary to design a questionnaire which could be completed by 

shopfloor personnel, who had used the system, and their manager. 

5.4.2 Design of the Questionnaire 

Because users of the DIPLOMA system are working in a high pressure business 

environment they could not be expected to devote a great deal of time to participating 
in detailed interviews with the development team. It was decided, therefore, that the 

questionnaires should be both short and easy to understand. To ensure all available 
feedback was gathered the interviewer conducted the interview and filled in the 

questionnaire at the same time. 

To make the questionnaire easier to use, it was structured into the following six areas, 

each of which is related to a specific group of functional aspects of the system: 

1 Database and reporting functions: By supporting the data acquisition and 
reporting procedures, shopfloor personnel should be able to devote a greater 
proportion of their time to value-added activities and less to clerical procedures. 
Consequently this section of the questionnaire sought to evaluate the 
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contribution of the database and reporting functions. 

2 DIPLOMA knowledge-bases: The knowledge-based diagnosis and repair 
procedures should greatly improve the chances of getting it right first time, and 
reduce the occurrence of unnecessary fitting, inspection and testing tasks. 
Feedback was therefore required from the user community to determine how 

such a knowledge-based system had improved the accuracy and consistency of 
both the diagnostic and repair procedures. 

3 The DIPLOMA system: In addition to the specific benefits evaluated in the 

two previous sections, the DIPLOMA system was expected to provide further 

business benefits as outlined earlier in this report. It was necessary, therefore, to 

evaluate its success in achieving specific objectives such as the capture of best 

practice expertise, the facilitation of staff training, or the enhancement of Lucas' 
image to its customers. 

4 The usability of the system: The powerful functionality of the DIPLOMA 

system would count for very little unless the system was perceived to be 

professional, acceptable and user-friendly by the user community. It was 
necessary, therefore, to evaluate the acceptability of the DIPLOMA system as 
well as its accuracy. 

5 The future: The DIPLOMA system is not viewed as being a one-product 
system Opinions were therefore canvassed as to which other specific products 

or classes of product might most benefit from the DIPLOMA approach. Views 

were also sought as to the users response to future operation of the system. 

6 Functionality aspects: The scope of the DIPLOMA system is extremely 
broad. It was therefore necessary to determine which aspects of the system were 
deemed to be the most useful, and which class of user i. e. shop expert, shop 

non-expert or manager was most likely to benefit from their use. 

The majority of the questions took the form of statement proposing a perceived 
benefit of the DIPLOMA system to which the users were asked to indicate the 

strength of their support for the statement. The template, shown in Figure 5.1, was 
designed to combine both a standard range of responses to each statement and a 
comments section where the interviewee was encouraged to provide supporting 
inforrnation. 
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Figure 5.1: Template for Responses to Standard Statements 

Question 
Number 

Strongly 
agree 

Agree Indifferent Disagree Strongly 
Disagree 

Dont't 
Know 

Comments: 

The measure of agreement indicated by the interviewee was recorded by simply 
ticking the appropriate box, whilst any additional observations made during the 
interview were appended in the space provided. Not only was the method of data 

collection quick, but the subsequent analysis was also simplified. A complete list of 
the questions in sections 1-5 of the questionnaire is provided in Figure 5.2. Section 6 

of the questionnaire was structured in a different format in that its aim was to 
determine which aspects of the system were of most use and to which category of 
user. Consequently, the template, shown in Figure 5.3, was developed for the 
interviewees to state their opinions as to whether specific DIPLOMA functions are of 
use to experts and / or novices. 

Figure 5.3: Template for Responses to Functionality Questions 

Function Shoploor Expert Shopfoor Novice 

Test Networks 

Test Reports 

Supplementary Test Info. 

Fault Diagnosis 

Repair Networks 

Supplementary Repair Info. 

Fault-repair Links 

Mods Assessment 

Strip Inspection Reporting 

Receipt Survey 

Trending 
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Database and Reporting Functions 
1.1 The maintenance of consistent and accurate centralised records of work carried 
out on the individual units, and the ability to print these records, improves the 
access to historical data and standard of reporting. 
1.2 The production of printed test and strip inspection reports reduces the level of 
clerical work undertaken by skilled personnel leading to an increase in capacity. 

2 I)IPLOMA Knowledge-bases 
2.1 The accuracy of fault diagnosis is improved 
2.2 The test system networks allow more useful testing to be done on a unit during 
one spell on the rig than was previously the case. 
2.3 The explicit lists of available repair strategies for all faults means that more 
appropriate may be selected and applied. 
2.4 Accurate predictive strip inspection reporting is made possible. 

3 The DIPLOMA System 
3.1 The system as a whole improves the image of Lucas Aerospace in the eyes of 
their customers. 
3.2 Invaluable 'best practice' expertise is captured and therefore made available for 
use in the future when expertise levels may have diminished. 
3.3 The networks for both test and repair operations, coupled with other 
supplementary information available on the system, help in the training of new 
staff. 
3.4 Centralised database and knowledge-bases ensure that personnel have access to 
consistent and up-to-date information. 
3.5 The use of DIPLOMA improves turnaround times. 
3.6 The use of DIPLOMA will lead to an overall improvement in the performance 
of the repair business. 

4 Usability 
4.1 The elements of the man-machine interface(e. g. mouse, buttons, menus) are 
easy to use and understand. 
4.2 It is easy to navigate around the system. 
4.3 The instruction you received to show you how to use the system was sufficient. 
4.4 The knowledge in the system is accurate. 
4.5 The knowledge in the system improved significantly during the 
implementation period. 
4.6 The performance of the system in terms of speed of operation is acceptable. 

5 The Future 
The benefits realised on the DIPLOMA system could also be achieved on other 
Fordhouses' products. 
5.2 The continued development of the DIPLOMA system would be welcomed. 

Figure 5.2: The DIPLOMA Evaluation Questionnaire 
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5.4.3 Results of the Evaluation 

The reaction of a group of users to the introduction of a new computer system can be 

varied and depends upon factors such as: 

The background of the user. 

The user's previous experience in using computers. 

The ability of the user to understand not only the benefits which relate to them 

directly but also those which apply to the business as a whole. 

The age of the user. 

Whether the users see the system as a threat to their jobs or their status as 

experts in a particular field. 

What external pressures are put on the users to accept and use the system. 

Consequently, to ensure that the results of the evaluation of the DIPLOMA system 

would be representative, a group of users was chosen which varied in age, experience, 

and functional responsibility. Ultimately five people took part in the questionnaire 
interviews, these being the manager of the Fordhouses' repair business, plus all four 

shopfloor personnel who had gained substantial experience using the system, namely 

two fitters and two testers. Although this was a relatively small sample, it was decided 

to consider only those personnel who were sufficiently experienced to be able to 

respond objectively, rather than risking a larger sample which included people who 

were not really qualified to comment. 

The feedback that was obtained from the questionnaires fell into two categories; the 

responses made to specific questions; and additional feedback that was noted in the 

comments section. It was, therefore, necessary to establish methods of assessing; the 

levels of user agreement / disagreement to statements; and the contents of the 

comments section. 
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5.4.3.1 Assessment of User Responses to Statements 

The responses that the users made to indicate their measure of agreement / 
disagreement with the statements in the questionnaire are presented in Table 5.4, 

using the simple numerical assignments, as shown in Table 5.5, to indicate how each 
interviewee responded. 

Table 5.5: Codes for Responses to Standard Statements 

No. Response 

+2 Strongly agree 

+1 Agree 

0 Indifferent 

-1 Disagree 

-2 Strongly disagree 

Where the interviewee felt unqualified to respond a dash has been entered. 

To provide a more immediately understandable measure of the interviewees overall 

response to the statements it was necessary to estimate an average response to each 

statement. This was accomplished by using the same numerical assignments, as were 

presented in Table 5.5. The numerical values of each response could then be used to 

calculate a simple average for each question, by summing the individual numerical 

values and dividing by the number of respondents to a specific question. Figure 5.6 

provides a graphical representation of the results of this averaging exercise and 

clearly shows that the majority of statements were positively supported. 

The section of the questionnaire designed to record the user's assessment as to the 

usefulness of certain functional aspects of the system, to different groups of users, is 

presented in Table 5.7, with the numeric values, as shown in Table 5.8, being 

assigned to the responses to functionality statements. 
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Statemen Fitter I Fitter 2 Tester I Tester 2 Manager 

1.1 - - - - 2 
E 

1.2 2 2 0 0 2 

2.1 - - 1 -1 1 

2.2 - - 1 0 1 

2.3 2 0 - - 0 

2.4 - 2 - - 2 

3.1 2 2 2 2 2 

3.2 2 2 2 1 2 

3.3 2 - 1 1 2 

3.4 - 2 1 1 0 

3.5 1 2 1 -1 1 

3.6 1 1 1 1 1 

4.1 2 1 2 1 - 

4.2 0 -1 1 0 - 

4.3 1 -1 2 0 - 

4.4 2 2 1 - - 

4.5 1 2 1 1 - 

4.6 -1 -1 1 -1 - 

5.1 2 2 1 1 2 

5.2 2 2 2 0 2 

Table 5.4: Tabulation of Responses to Evaluation Statements 

The Implementation and Evaluation 82 
of the DIPLOMA System 



N 
V7 

V7 

<o 
lilt 

Cýl 
N 

r ýy 
ý 

.n 

lt') 
z 

Crl r., r 

RC 

cn 

N 

N 

t., 
N 

N 

N 

lf) C 
CC 

+uawaal6y aase 

Figure 5.6 (graphical Representation of O%erall Responses to Statements 

The Implementation and Evaluation 93 

of the DIPLOMA System 



Function Fitter 1 Fitter 2 Tester 1 Tester 2 Manager 

Shopfloor Expert 

Test Networks - - 1 0 0 

Test Reports - - 0 1 1 

Supplementary Test Info: - - 0 1 0 

Fault Diagnosis - - 1 0 0 

Repair Networks 0 0 0 - 

Supplementary Repair Info. 1 1 - 0 - 

Fault-repair Links 1 1 0 - 

Mods Assessment 1 1 - - 0 

Strip Inspection Reporting 1 1 - - I 

Receipt Survey 0 1 - 1 - 

Shopfloor Novice 

Test Networks - - 1 1 1 

Test Reports - - -1 1 1 

Supplementary Test Info. - - 1 1 1 

Fault Diagnosis - - 1 1 1 

Repair Networks 1 1 - - 1 

Supplementary Repair Info. 1 1 - - 1 

Fault-repair Links 1 1 - - 1 

Mods Assessment 1 1 - - 1 

Strip Inspection Reporting 1 1 - - 1 

Receipt Survey 1 1 - - 1 

Table 5.7: Tabulation of Responses to Functionality Assessment 
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Table 5.8: Codes for Responses to Functionality Statements 

No. Response 

+1 System is useful 
0 Indifferent 

-1 System is unhelpful 

Where the interviewee felt unqualified to respond a dash has been entered. Once 

more the responses have been transformed into averages and are presented in 

graphical format in Figure 5.9. 

The major conclusion that can be drawn from this section of the questionnaire is that 

although most of the functionality is considered useful, it was agreed that the system 
is potentially more beneficial to a novice than an expert. This conclusion suggests that 

the system has been successful in achieving its objective of archiving expertise for 
future use by personnel with little experience of the H. L. W. S. C. unit. 

5.4.3.2 Assessment of User Comments 

The comments that were made and documented during the interviews were analysed, 

and from them the following important conclusions can be derived: 

i) It is envisaged that the DIPLOMA system will reduce the clerical load on 

shopfloor personnel, and improve the quality and accuracy of reporting. 

ii) There is strong support for the view that the technology will impress clients, 

which may potentially help the organisation to win more orders. 

iii) The knowledge archival and training potential of the DIPLOMA system 

were welcomed. It was recognised that the benefits of the system would be even 

greater in the future when much of the knowledge about the H. L. W. S. C. unit 
has been dissipated. 

iv) The resultant user-interface is acceptable to all members of the user 
community. This is especially pleasing as none of the users had previous 
computing experience. 
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v) The DIPLOMA system could, and should, be applied to additional items in 
the Fordhouses' product range. It was noted, however that the system is 

probably more applicable to complex products. 

vi) Operation of the DIPLOMA system should be continued as it is a way to put 
Fordhouses ahead of its competitors. 

vii) The only major criticism of the system was with regard to its speed of 
response. It is hoped that the future upgrades to the system will alleviate this 

problem. 

Figure 5.10 presents a summarised overview of the comments for each specific 

question. 

5.4.4 The Overall Impact of the DIPLOMA System 

In order to evaluate how successful the implemented DIPLOMA system has been it 
is necessary to review each of its six initial objectives, as specified in section 3.2 of 
this thesis, and assess to what extent each has been achieved. 

i) Improved product turn-around: As was discussed in section 5.4.1 of this thesis, it 

was not possible to gain any empirical evidence to demonstrate conclusively that 

product turnaround times have been improved since the implementation of the 
DIPLOMA system. The positive responses to the questionnaire statements 'The use of 
DIPLOMA system improves turn-around times' and The use of DIPLOMA will lead to 

an improvement in the performance of the repair business', however, suggest that 

there is confidence, amongst shopfloor personnel and management, that 
improvements in tum-around time will be realised. 

ii) Improving product and service quality: It is too early to say exactly what impact 

the DIPLOMA system will have on the levels of product and service quality offered 
by the Fordhouses factory. The quality of service offered to the customers of Lucas 

Aerospace, will undoubtedly be improved as the turn-around times for products are 

reduced. Additionally, it is perceived that the knowledge-based diagnosis and repair 

procedures will greatly improve the chances of getting it 'right first time', which will, 
in turn, reduce the occurrence of unnecessary fitting, testing and assembly procedures, 

which should improve the quality of the product. 
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I Database and reporting functions 
1.1 DIPLOMA provides a more consistently professional reporting service. 
1.2 A generally positive response that DIPLOMA contributes to a reduction in the 
level of clerical work especially in the Strip Inspection Module. 

2 DIPLOMA Knowledge-bases 
2.1 Fault diagnosis is recognised as being of potentially greater benefit to novices 
than experienced personnel. 
2.2 The system enforces structure and discipline during the testing process. 
2.3 Making explicit the available repair strategies is received positively, especially 
for novices. 
2.4 Predictive strip inspection reporting is positively supported. 

3 
_The 

I)II'LONIA System 
3.1 There is no doubt that the introduction of this technology will impress potential 
customers. 
3.2 Preservation of knowledge is essential and does not currently happen. 
3.3 The system will help in the training of new personnel. 
3.4 There is definitely a need for up-to-date information and the DIPLOMA 

system presents the opportunity to provide it. 
3.5 The system will reduce the turnaround time but only when users are more 
conversant with it. 
3.6 The performance of the repair business will improve but in the long rather than 
the short term. 

4 Usability 
4.1 The style of interface adopted is acceptable to the users. 
4.2 Navigation is inflexible in places and improvements could be made to relate it 

more closely to working practices on the shopfloor. 
4.3 Generally the on the job training that was provided is preferred to class room 

training. 
4.4 The accuracy of knowledge is good but improvements can be made. 
4.5 The users were happy that the development team had responded to all 
suggestions for improvements. 
4.6 Slow performance is not a major issue though improvements would make the 

system more acceptable to users. 

5'I'he future 
5.1 The DIPLOMA system could be applied to more of the Fordhouses' products 
but is probably more applicable to complex products. 
5.2 DIPLOMA is a way to put Fordhouses ahead of its competitors. 

Figure 5.10: The DIPLOMA Evaluation Summarised Comments 

The Implementation and Evaluation 88 
of the DIPLOMA System 



Finally, shopfloor personnel, will be using computerised procedures which promote 
high standards of product quality throughout the entire product life-cycle. 

iii) The archiving of expertise: The very positive responses offered to the statement 
'invaluable best practice expertise is captured and therefore made available for use in 

the future when expertise levels may have diminished, confirm that a major benefit of 
the DIPLOMA system will be its ability to disseminate knowledge to personnel with 
little experience of working with the II. L. W. S. C unit. This view was confirmed by the 

results of the assessment of functionality, which concluded that the DIPLOMA 

system was of most use to novice personnel. 

iv) The development of a generic system: Although there has been insufficient time 

to prove that the DIPLOMA system was generic by applying it to an alternative 

product, there was strong support for the statement that 'the benefits realised on the 
DIPLOMA system could also be achieved on an alternative Fordhouses' product'. The 

DIPLOMA system has, however, been designed to be adaptable by creating a central 
framework upon which product-specific knowledge-bases can be attached, and this 

should allow the system to be applied to other products in the future. Further evidence 
to suggest that the DIPLOMA system is generic comes from the fact that it is 

currently being appraised at the Lucas Aerospace factory at Meadow Lane with a 

view to being implemented. 

v) Improving the flow of information: Improvement in the flow of information is a 
long term objective dependent on the existence of a large database of historical data 

upon which trend analysis can be performed. The database at the time of the 

evaluation was, unfortunately, far too sparsely populated to perform any trend 

analysis to provide evidence that information flows have been improved. There can 
be little doubt, however, that once this trending information becomes available it will 
be of tremendous benefit to the factory management. 

vi) Provision of more professional reporting: Only one respondent felt qualified to 

comment on whether the introduction of the DIPLOMA system would lead to the 

provision of more professional reporting. The repair manager, however, strongly 

agreed that 'the maintenance of a consistent and accurate centralised records of work 

accomplished on the individual units, and the ability to print out these records, 
improves the access to historical data and the standard of reporting', and he is 

undoubtedly in the best position to judge. 
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In addition to the objectives explicitly identified at the start of the Alvey project, the 
evaluation exercise has confirmed that a number of supplementary benefits, such as 
enhanced professional image and improved training facilities, have also been realised 
by the introduction of the DIPLOMA system. 

It can, therefore, be concluded that the overall reaction to the implementation of the 
DIPLOMA system has been highly positive. Furthermore, the evaluation exercise 

provides evidence that all six initial objectives will be realised in the long-term, and, 

therefore, the DIPLOMA system should make a positive contribution to the 

realisation of wider business objectives, such as increased quality, productivity and 

customer satisfaction, reduced costs and the facilitation of flexible manning, at the 

Fordhouses factory. 

5.5 Assessment of the DIPLOMA Approach 

In addition to evaluating the impact the DIPLOMA system has made since its 

installation on the shopfloor at Fordhouses, it is also necessary to evaluate objectively 
the following two issues: 

The DIPLOMA development methodology: Although the development 

methodology used for the DIPLOMA system was ultimately successful given 
that it achieved its major objectives, it is still necessary to review whether the 

approach could have been improved in any way. 

The shallow knowledge approach: Whilst the majority of the feedback from 

the user community has been positive, it is necessary to assess whether any 
limitations arose as a result of the shallow knowledge approach used in the 

DIPLOMA system, and hence identify areas in which the system could be 

potentially enhanced. 

The remainder of this section will address these two issues. 

5.5.1 Evaluation of the DIPLOMA Development Methodology 

Two major issues need to be addressed in this section, these being; how successful 

was the structured approach supplemented by prototyping (described in section 4.2 of 
this thesis); and how successful was the knowledge acquisition described in section 
4.3 of this thesis). 
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5.5.1.1 Evaluation of the Structured Approach Supplemented by 1'rutotyping 

The adopted development strategy combined the disciplines of the structured 

approach, bolstered where necessary by prototyping to gain a greater understanding of 

specific problems and obtain feedback from the user community. In summary, the 
following lessons were learnt from the project team's experiences with the structured 

methodology: 

i) Although the development phase could be planned and monitored in a 

systematic way, the plan had to remain flexible in order to respond to changes 
in the user specification. 

ii) The use of standard diagraming techniques allowed changes to the project 

personnel to be accommodated with little disruption. 

iii) It is essential to conduct the detailed analysis of the procedures at the target 

site as early as possible so that the core data model can be established. 

iv) Because the majority of end-users were shopfloor personnel with limited 

experience of computers, formal diagraming techniques were of limited value 
as a means of promoting understanding and validating the system with them. 

v) The production of a functional specification, two logical designs and a 

physical design was an extremely time consuming operation. Although the 

production of such detailed design documents ensured that the system was 
developed in a logical and consistent manner, it can be argued that the level of 
detail was too great and more time should have been devoted to prototyping. 

Additionally, the following lessons were learnt from the project team's experiences 

with prototyping: 

i) When reviewing prototypes with potential users, it was often difficult to get 
the user to evaluate the knowledge and the functionality rather than the user 
interface. 

ii) In instances where, however, there were a number of alternative ways of 
satisfying the users requirements, prototyping was found to be an excellent 
technique for evaluating user preferences. 
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iii) The role of prototyping and review proved to be especially important in 

terms of promoting understanding and validating the system. This was 
invaluable given the limited value of the formal diagraming techniques in this 

respect. 

In retrospect perhaps the one significant change to the adopted strategy would have 

been to conduct a greater proportion of prototyping in the early stages as this may 

well have streamlined the design process, by speeding up the validation and feedback 

process. 

5.5.1.2 Evaluation of the Knowledge Acquisition Process 

As was stated in section 4.3 of this thesis, every effort was made to ensure that the 
knowledge acquisition process was conducted in a thorough and professional manner. 
The success of this process was due in a large part to the following factors: 

i) The undertaking of plenty of background preparation prior to commencing a 
knowledge elicitation session. 

ii) Endeavouring to build up good working relationships with all of the 
interviewees, to promote their commitment to the project. 

iii) Where there was more than one expert with relevant knowledge on a given 

area of interest then all of them were consulted. 

iv) A variety of knowledge elicitation techniques were used to maintain the 

expert's interest and to ensure that the most appropriate technique was being 

used for a specific situation. 

v) Wherever possible some pre-prepared concrete examples were provided for 

each knowledge elicitation session, that could be used as an 'aunt sally' for the 

expert to evaluate. In general the experts found it easier to respond to such 

material, whether derived from documentation or previous knowledge 

elicitation sessions, than to answer questions unaided. 

vi) Wherever possible the knowledge was validated prior to being encoded in 
the system. 
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Because of the sheer complexity of the H. L. W. S. C. unit, the knowledge acquisition 
process proved to be a particularly time consuming and arduous undertaking. In 

particular, the elicitation of diagnostic knowledge with regard to the internal leakage 

sections of the test schedule took considerably longer than expected. Due to the length 

of time taken to elicit this knowledge, its validation had to be performed in a 

relatively short period of time, and consequently its absolute accuracy could not be 

conclusively guaranteed. 

It should be noted that the excellent levels of management commitment and user 
involvement which were sustained throughout the duration of the project greatly 
facilitated the systems development activity in general, and the knowledge acquisition 

process in particular. 

5.5.2 Evaluation of the Shallow Knowledge Approach 

Despite the overwhelming positive response to the implementation of the DIPLOMA 

system it is possible to identify a number of limitations that primarily arise because of 
the shallow nature of the knowledge upon which the system is based. The DIPLOMA 

system, for example, provides no explanatory facilities, does little to enhance the 

users understanding of the H. L. W. S. C. unit and in some areas performs diagnosis at a 
higher level of detail than might be required. Additionally, although the validation of 
knowledge was considered to be of the highest priority, ensuring the accuracy and 
integrity of the evokes relations was found to be a time consuming and difficult 

undertaking. 

Finally, the DIPLOMA system was designed to be adaptable by creating a central 
framework of software routines upon which product-dependent knowledge-bases 

could be attached. It would, however, be time consuming to create new applications 

of the DIPLOMA system, because the knowledge elicitation process would have to 

begin again from scratch for each new product. It was, however, envisaged that the 

development of a model-based system might overcome the knowledge elicitation 
'bottle-neck' by automatically creating evokes relations, which would make the 

DIPLOMA system far more adaptable. The relative benefits and limitations of the 

shallow knowledge approach, as characterised by the DIPLOMA system, and the 
deep knowledge approach are further discussed in section 10.4 of this thesis. 
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5.6 Discussion 

The major conclusion that can be drawn following the implementation and evaluation 

phase of the project is that the DIPLOMA system has been welcomed by both 

management and shopfloor personnel. Although it is too early in the DIPLOMA 

systems life to state categorically that all six initial objectives have been attained, 

there is strong evidence to suggest that they will all be realised in the long term. In 

particular the benefits of knowledge archival, improved customer image and reduced 

unit turnaround time are recognised as being of considerable importance to the 

business. Perhaps most importantly the feedback supporting the continuation and 

expansion of the use of the DIPLOMA system demonstrates that knowledge-based 

systems can gain acceptance in a shopfloor environment. 

The development, implementation and evaluation of the DIPLOMA system has 

undoubtedly confirmed the work of many researchers (for example [O, Keefe, 87], 

[Gaschnig, 83] and [Preece, 90]) who have stressed the absolute necessity for 

undertaking a thorough and rigorous evaluation of knowledge-based systems. It has 

shown that such an evaluation should be wide ranging, encompassing usability, 

efficiency and effectiveness aspects of the system as well as including measures to 

ensure its accuracy and reliability. Furthermore, it has been demonstrated that the 

evaluation should be on-going throughout the development period, and not 

undertaken at the end as an afterthought. 

The adoption of the structured approach, supplemented where necessary by 

prototyping, ensured that the project progressed in a timely fashion yet satisfied all 

the user requirements. It should, however be noted that the production of a functional 

specification, two logical designs and a physical design were an extremely time 

consuming undertaking. In retrospect it can be concluded that the design documents 

might have been restricted to a higher level of detail, allowing more time to be spent 

on prototyping. 

The thorough and professional approach to knowledge elicitation, using a wide 

variety of techniques, helped guarantee the accuracy and consistency of the resultant 

system. In particular, the importance of thoroughly preparing for each knowledge 

elicitation session is recognised. The work on the project did, however, highlight just 

how difficult and time consuming it is to undertake the knowledge elicitation and 

validation on so complex a unit. 
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The evaluation of the DIPLOMA system provided further evidence that the human- 

computer interface system was highly acceptable to the workforce. More specifically, 
it has demonstrated that the W. I. M. P. style of user interface is appropriate for 
knowledge-based systems when being used by personnel with little experience of 

computer technology. The only concerns raised about the usability and acceptability 

of the system are with regard to its response time. It may, however, be possible to 

improve the systems response time by either improving the efficiency of the search 

strategies and data retrieval routines, or by employing more powerful computer 

hardware. 

One of the strongest factors contributing to the success of the DIPLOMA system was 
the excellent working relationship that was developed between the project team and 

members of staff at the Fordhouses factory, which helped ensure that users were 

actively involved in the systems development. This relationship was enhanced by the 

existence of two members of the management team at Fordhouses who took on the 

role of 'system champions', and actively promoted commitment to the DIPLOMA 

system. The DIPLOMA experience has, therefore, demonstrated the need for both 

user involvement and management commitment if knowledge-based systems are to 
be successfully developed and implemented. 

Despite the DIPLOMA systems undoubted success, a number of areas were 
identified where improvements could be made. More specifically, the requirement for 

a model incorporating deeper knowledge of the structure and component behaviour of 
the H. L. W. S. C unit, identified at the outset of the project, was confined. Further 

research was, therefore, undertaken to develop a model-based system to provide 

complementary diagnostic, explanatory and training facilities, which could be 

interfaced to the DIPLOMA system and evaluated. A detailed discussion of the 
development, implementation and evaluation of the resultant model-based system is 

included in Part II of this thesis. 
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Chapter 6 
A Review of the use 

of Model-Based Reasoning 
for the Diagnosis 

of Physical Devices 

6.1 Introduction 

The traditional approach to the development of diagnostic knowledge-based systems 
has been rule-based, where experiential and heuristic knowledge is encoded as a suite 

of production rules, which attempt to link observed symptoms to underlying causes. 
Although such systems have often proved to be effective in a narrow domain they 
have suffered from a number of limitations. Consequently, much of the current thrust 

of research is moving towards the use of model-based approaches to diagnostic 

reasoning. The aim therefore of this chapter is to review critically the scope, content 

and impact of such model-based approaches. 

6.2 Terminology and Definitions 

The model-based approach is dependent upon the development of a model 

representing the structure and the component behaviour of a physical device, from 

which the overall behaviour of the physical device can be inferred. By reasoning with 

respect to this model, practical problems such as fault diagnosis, product design or the 

explanation of difficult concepts can be attempted [Price, 92]. Because this field is 

relatively new, no clear conceptual framework or consistent terminology has yet 

emerged from the literature. Indeed, even the term model-based reasoning is not 

universally used by researchers to describe the type of reasoning described above. 
Historically any artificial intelligence application based upon the concepts of 

causality, function or formal theories was described as a deep knowledge system. 
Although model-based reasoning systems contain deep knowledge, the latter term is 

now rarely used to describe them. Currently systems which are based upon deeper 

knowledge are typically described as being either qualitative reasoning or model- 
based reasoning applications. As will be seen from the following review of the two 

types of reasoning, though subtly distinct, their similarities are far greater than their 
differences. 
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6.2.1 Qualitative Reasoning 

Interest in qualitative reasoning has grown steadily in the A. I. community since the 
publication of a special issue of the A. I. journal [Bobrow, 84], which was solely 
devoted to the topic. The term qualitative reasoning is now used to describe a variety 

of approaches all of which use qualitative models of complex physical systems as a 

means of deriving their behaviour. Such approaches were originally given a variety of 

names: qualitative reasoning [Bobrow, 84], qualitative physics [De Kleer, 84], 

qualitative simulation [Kuipers, 86], and qualitative modelling [Leitch, 90], but despite 

the variety of names used, all approaches have one major objective, as summarised by 

Forbus [Forbus, 88]: 

'To find ways to represent the continuous properties of the world using a 
discrete system of symbols'. 

The expected behaviour of dynamic physical systems is typically derived and 
explained by representing the world as a set of state variables, whose interaction over 
time is governed by physical laws embedded in differential equations. Such 
differential equations can model the continuous nature of physical systems and are 
consequently much used by scientists and engineers as a means of explaining and 
predicting behaviour. A major limitation of continuous mathematical models is, 
however, that they require the solution of differential equations, which in turn 

requires the use of high-powered analytical techniques, or time-consuming and costly 
simulation techniques. The aim of qualitative reasoning is therefore as Grantham and 
Ungar [Grantham, 901 suggest: 

To create and use representations of the world which are simplified, so 
that all irrelevant detail is ignored, while retaining enough resolution to 

explain and distinguish important features of behaviour' 

Typically this objective is achieved by representing the continuous properties of the 

world by a discrete system of symbols. A distinct set of characteristics, which 
differentiate qualitative reasoning from other types of symbolic reasoning, is 

beginning to emerge. Many researchers (for example [Drabble, 91] and [Price, 88a]), 

have defined these characteristics as follows: 

i) Model-based representation of knowledge: All qualitative reasoning approaches 
are based upon a model of the physical system. Broadly speaking three distinct 
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approaches to qualitative modelling and reasoning have as yet emerged, each of 
which has its own set of modelling primitives (ontologies), these being: component- 
based [De Kleer, 84], process-based [Forbus, 84], or constraint-based ([Kuipers, 84] 

and Kuipers, 86]). 

ii) Causal reasoning: Having modelled the structure of a physical device, it is 

possible to run a simulation, which will replicate the behaviour of that device. By 

performing such a simulation, it is possible to derive a 'causal chain', which can 

provide a causal explanation of why a given set of inputs produced the resultant set of 

outputs. 

iii) Non-numeric representation: Qualitative reasoning is distinct from traditional 

quantitative modelling in that symbolic or qualitative values are used rather than 

numbers. The symbolic values provide a higher level representation than numbers and 
in many ways mimic the way in which humans reason about the physical world. 

iv) Composability: All qualitative models are constructed from a low level set of 
primitives or building-blocks from which more complex devices can be modelled. A 

model of the behaviour of each primitive is provided from which the overall 
behaviour of the device can be derived. Because the primitives only provide models 

of behaviour at the lowest level, the resultant model of the complete device has no 
inherent knowledge of the overall function of the device. 'Iltis is what De Kleer and 
Williams [De Kleer, 87] described as 'no function in structure'. 

6.2.2 Niodel-based Reasoning 

From the above description of qualitative reasoning, it may be concluded that it is the 

same as model-based reasoning, and indeed some researchers do treat the terms as 
being synonymous, but the following subtle distinctions can be made: 

Qualitative reasoning describes those approaches which use qualitative calculi 

or non-numeric forms of reasoning, whereas model-based reasoning, though 

typically based upon qualitative reasoning, may in some cases, for example 

when modelling electronic circuits, be based upon quantitative reasoning 

As was noted in section 6.2.1 three distinct approaches to qualitative modelling 
and reasoning have emerged. As model-based reasoning requires a structural 
description of a physical device, the modelling is invariably component-based. 
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Perhaps the most notable distinction concerns the different types of application 
to which the terms are applied. Qualitative reasoning is generally used to 
describe the modelling of either natural or man-made systems from a purely 
theoretical viewpoint. When the modelling is undertaken in the pursuit of a 

practical application such as diagnosis, design, or process control, the term 

model-based reasoning tends to be used. 

Increasingly the term model-based reasoning [Davis, 881 is being used to describe all 

practical applications of modelling using Artificial Intelligence techniques and 

consequently this terminology will be used for the remainder of this thesis. 

6.3 Overview of the Model-based Approach to Diagnostic Reasoning 

The model-based approach to diagnostic reasoning has been developed upon the 

assumption, as stated by Davis and Hamscher [Davis, 881, that to: 

'determine why something has stopped working, it is useful to know how it 

was supposed to have worked in the first place. ' 

The intended working of a device can be derived by creating a symbolic model 

which incorporates a description of both its structure and the intended behaviour of its 

components. The structure is typically modelled by creating a representation of the 
device's components and their interconnections, whilst the intended behaviour is 

modelled using rules, equations or procedures, which are used to derive the output for 

each component, based upon its current state and input values. A set of algorithms is 

also required to simulate the overall behaviour of the device. The simulation of the 
device's behaviour is normally effected by feeding the model initial input and state 

parameters for specific components, and then propagating the impact of these values 

through the structural representation of the device, until the model has reached a 

steady state. This process is generally termed 'constraint propagation' [Kelly, 90], as 

constraints are used to model the behaviour of a component [Davis, 84]. 

In addition to simulating the intended behaviour of a device, a fault finding 

algorithm, responsible for initiating and controlling the diagnostic process, is 

required. The fault finding process will typically be sub-divided into the four 
following distinct phases as suggested by Davis and Hamscher [Davis, 88]. 
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6.3.1 Discrepancy Detection 

Using a model-based approach it is possible to confirm that a specific device is 
behaving in an erroneous manner. Faulty behaviour can be defined as an output from 

the device which conflicts with expectation, normally in the form of a test result or a 
symptom. The assumption is made that discrepancies between the actual and expected 
are caused by defects within the device. As De Kleer and Williams [De Kleer, 87] 
have suggested: 

'if the behaviour of the model is presumed to be correct, then all the 

model artifact differences are presumed to indicate a part malfunction'. 

To be able to simulate an expected output from the device, it is first necessary to 
determine the operating state and inputs to the device at the time the symptom was 
noted. The component states and inputs can then be set so that the model matches the 
device, and a simulation can be run. If a simulation of intended behaviour does indeed 

give different output values from those which were observed, then the presence of a 
fault can be concluded. 

6.3.2 Candidate Generation 

The first step in the fault isolation process is to reason from a set of symptoms or test 
results, to a set of components, known as the candidate set, whose malfunction may 
explain the differences between observed and predicted behaviour. The procedure for 

generating candidates is typically to take the incorrect output as the starting point and 
follow component links through the structure of the model, to identify those 

components which could in some way have contributed to the production of the faulty 

output. 

6.3.3 Hypothesis Testing 

Having identified the candidate set, it is necessary to test the hypothesis that each 
component in the set could account for all the available observations of device 
behaviour. It should therefore be possible to reduce the candidate set by taking 

account of any other observations or test results that have been noted. Only those 
components whose failure can account for all available observations of device 
behaviour will be retained in the candidate set. For example, if the current candidate 
set of faulty components is JA, B, C) and yet a previous test has proved that 
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component B is working correctly, then the candidate set is reduced to (A, C). One 
popular method of performing hypothesis testing is the technique of 'constraint 

suspension' [Davis, 84], whereby each candidate is tested to ensure that its behaviour 
is consistent with all observed behaviours of the device. 

Many authors (for example [Davis, 84], [De Kleer, 87] and [Reiter, 87]) suggest that 
the process of hypothesis testing stops at this point, whilst others (for example 
[Price, 88b] and [Koukoulis, 85]) suggest that it is necessary to introduce fault 

assumptions to the model and repeat the simulations and retain only those candidates 

whose simulated behaviour matches the observed outputs. A fuller discussion of the 

necessity of explicitly modelling faults can be found in section 6.6 of this chapter. 

6.3.4 hypothesis Discrimination 

Hypothesis discrimination requires that additional information be collected to allow a 
single component to be isolated from the set that survived the hypothesis testing. It is 
highly unlikely that as a result of the diagnostic process, whether introducing fault 

assumptions or not, a single candidate component will have been isolated. It will 
therefore generally be necessary to introduce a method of discriminating between 

those components still left in the candidate set. The specific method for 
discriminating between the remaining candidates is very much dependent on the type 
of device being diagnosed. The following is a summary of the most popular methods: 

Component probing: A popular method of isolating a fault, especially in the 

electronics domain, is to probe the inputs and outputs of selected candidates to 
determine whether their measured and expected values match. This normally 
entails a procedure, such as that employed in I. D. M. [Fink, 87], which is to 

select the component for which all its inputs are acceptable yet its outputs are 
not. Alternatively it is possible to use a strategy [De Kleer, 87] to determine 

which probe will on average minimise the number of subsequent probes 
required to isolate the fault. 

Further testing: If it is not possible to probe individual components, then it 

may still be possible to undertake further black box tests which will help to 
isolate the candidate fault . In such testing only the inputs to and outputs from, 

the groups of components within the black box can be measured. The model 
may well be able to provide suggestions as to the most informative tests, which 
could be undertaken. 
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Trend knowledge: If historical records of component failures have been 

recorded, it may well be possible to draw specific conclusions as to the most 
likely candidate. Alternatively, it may be possible to use the trend information 

to derive a set of general heuristic rules, such as 'connections are more likely to 
fail than the components themselves' [Price, 88b], or 'simple faults are more 
likely than complex faults [De Kleer, 87]. 

Time and cost of diagnosis and repair: An alternative approach to reducing 
the candidate set might be to develop a strategy based upon the standard times 

and costs for performing further testing or repair operations. It would then be 

possible to select further test or repair strategies which attempt to minimise the 

total cost or time of the diagnostic cycle. 

6.4 Justification for the Model-based Approach 

The model-based approach, which is a comparatively new approach to tackling the 
diagnostic problem, is based upon structural and behavioural knowledge which is 
broader, deeper and more domain independent than traditional rule-based 
representations. It has been suggested that model-based systems, incorporating deep 
knowledge, may enjoy the following advantages over their shallow knowledge 

counterparts ([Guida, 85] and [Price, 88a]): 

i) Improved explanation: Human experts usually explain and justify their 

reasoning by referring to deeper knowledge to provide a theoretical basis. The 

subject of model-based reasoning and explanation is covered in more detail in 

section 6.8.1 of this chapter. 

ii) Easier knowledge elicitation: Because the knowledge required to develop a 
model is generally available, the knowledge elicitation process should be 

simplified. 

iii) Reusability of deep knowledge: The modelling techniques used to 

represent the structure and component behaviour of a physical device are 
reusable, and can be readily applied to other similar devices. 

iv) Maintainability of deep knowledge: The structural and behavioural 
knowledge represented using the model-based approach should be easier to 
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understand and update than its shallower knowledge counterparts. 

v) Understandability of deep knowledge: Models based upon symbolic rather 
than numeric values provide paradigms that accord more closely with our 
common sense understanding of the operation of a system. 

vi) Improved problem solving: Often human experts resort to first principles 

when confronted with especially knotty problems for which empirical 
associations derived from experience cannot help. 

vii) Availability of shallow knowledge: Surface knowledge may not be 

available, or may be incomplete or unreliable in some specified fields, so resort 
to deeper approaches is needed. Similarly surface knowledge may become too 
large and intricate in complex domains, thus making the use of deep knowledge 

more convenient. 

Additionally Torasso and Console [Torasso, 89] suggest that model-based systems 
offer the advantage of being far easier to validate and modify by an independent 

expert. This is because the deeper knowledge found in model-based systems tends to 
be common to all experts, whereas shallower knowledge is based upon an individual's 

personal experiences. 

6.5 Summary of Existing Model-Based Approaches 

The first attempts at using a model-based approach to diagnosis by Davis [Davis, 84] 

and Genesereth [Genesereth, 84] were both in the electronics domain, as were later 

approaches by Reiter ([Reiter, 87]) and De Kleer and Williams ([De Kleer, 87)], all of 

which were based upon the same fairly simple electronic circuit, composed of adders 

and multipliers, shown in Figure 6.1. 
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Figure 6.1: Simple lied ranic ('ircuil used in 1)iagnoslic Reasoning 
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In all four cases the modelling was relatively straightforward as the underlying 
behaviour of the device is digital. Davis I Davis, 84I bases his approach on a constraint 

suspension method which uses 'simulation ºudes' to perform calculations on the set of 

input numbers ( A, B, C, D, F) to derive the set of output numbers ( F, G 1. Additionally 

there are rules, known as 'iºti'renee rules', which perform the inverse of this by 

transfornning outputs hack into their constituent inputs. The Genesereth model 

lGenesereth, 194I uses the logical axioms of predicate calculus as the mechanism for 

both modelling the circuit, and performing simulations, whilst both De Kleer mid 

Williams II)e Kleer, 87I and Reiter IReiter, R7I both employ non-monotonic reasoning 

techniques to enable the identification of multiple rather thm single faults. 

Much of the subsequent research on model-based approaches to diagnosis has also 

been in the electronics domain with successful examples provided by 

Vanwelkenhuysen IV anwelkenhuysen, 911, and IlavIicsek IIlavlicsek. 881. When 

model-based approaches are applied in domains where component behaviour is not 

digital, the modell ing becomes far more difficult. Many (for munple IAhu Ilanna, t)(lI 

and IKoukoulis, 85I) argue that any techniques which require the calculation of' not 

only the functional behaviour of a component but also its inverse, are not applicable 

outside the electronics domain. 

Another domain where there has been much research interest is in the diagnosis of 
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faults in hydraulic systems. Leary and Gawthrop [Leary, 87], and Koukoulis 
[Koukoulis, 85], have concentrated on the detection of faults in large scale process 
lines, which combine valves, pumps and tanks linked by a network of pipes, from a 

purely theoretical viewpoint. Sykes [Sykes, 88] and Kelly & Ford [Kelly, 90] have 

explored the diagnosis of faults in actual hydraulic systems, with applications based 

upon an aircraft engine oil lubrication system, and the space shuttle liquid hydrogen 

loading system, respectively. More recent research into the modelling of hydraulic 

circuits has been conducted jointly by the universities of Exeter and Bath [Pillay, 92], 

where a model-based approach has been applied to the representation and diagnosis of 

open loop hydrostatic transmission circuits. As the representation of hydraulic 

systems is of central importance to this research, the modelling methods are reviewed 

in further detail in Chapter 8 of this thesis. 

The electrical domain has also been the focus of a number of model-based diagnostic 

systems, with applications ranging from the relatively simple such as rectifier circuits 
[Milne, 85] and burglar alarms [Abu Hanna, 90], to the diagnosis of faults in power 
generation systems [Bramer, 88]. Perhaps, however, the most difficult types of devices 

to model are those in the mechanical domain. Price [Price, 88b] has shown that 'the 
technique of 'envisionment', as proposed by De Kleer and Brown [De Kleer, 84], can 
be used to simulate qualitatively and hence diagnose faults in relatively simple 
mechanical devices. This approach may, however, be limited as Shragger et a[ 
[Shragger, 87] suggest that the technique of envisionment cannot be extended to the 
modelling of complex devices. 

Although all the models reviewed above have a representation of both structure and 

component behaviour, alternative approaches have been tried. It is, for example, 

possible to model the behaviour of a system without any representation of its 

underlying structure. Such models, characterised by the work of Patil et at [Patil, 84], 

trace chains of causal relationships from a symptom to an underlying fault. In the 
domain of physical device diagnostics, Torasso and Console [Torasso, 89] have 

developed a causal model which can work backwards from an initial hypothesis 

about the manifestation of a problem to the underlying cause without any reference to 

structure. 

As was demonstrated in section 2.4.2 of this thesis, a strong case can be made for the 
inclusion of both a heuristic and a model-based component in any specific diagnostic 

application. It should therefore be noted that many of the model-based applications 
reviewed in this section are not stand-alone, but also include a shallower knowledge 
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representation. A third possibility as demonstrated in the work of Sykes et al 
[Sykes, 88] is to use model-based diagnostic reasoning as a mechanism for compiling 

and validating heuristic rules which can then be implemented in a shallower 

knowledge-based system. 

Finally of all the model-based applications reviewed, it was difficult to determine if 

they had found practical implementations in industrial settings or whether they were 

undertaken purely as research exercises. As no evidence could be found of their 

practical impact, it became clear that either systems weren't being implemented, or 

weren't being assessed. It was, therefore, decided to conduct a survey into the 

incidence of implementation of model-based applications. The results of this survey, 

which suggest very few systems are being successfully implemented, are presented 

and assessed in Chapter 7 of this thesis. 

6.6 The Modelling of Faults 

A major degree of variability between all the models is in the amount of pre- 

compiled knowledge which is included about the ways in which a device might fail. 

Davis and Hamscher [Davis, 88] suggest that models should only be concerned with 
the 'structure and correct behaviour', as any attempt to pre-enumerate the types of 
things that might go wrong will constrain the range of faults that can be detected. This 

view is shared by many authors (for example [Genesereth, 84], [De Kleer, 87] and 
[Reiter, 87]) who believe that the nature of the discrepancy and actual behaviour 

provides sufficient clues as to the character and location of the fault. This view is in 

some ways contradicted by Davis [Davis, 84] himself who recognises that, to handle 

many categories of fault, it is necessary to 'surrender some of the underlying 

assumptions and use a different interaction mode'. For example, to cope with a 
bridging fault in the electronics domain, the original model of structure will have to 
be modified by the addition of one wire between adjacent pins. 

Outside the domain of electronics, it is generally recognised that, to diagnose faults, 

it is necessary to introduce faults by modifying the structure of the device, and 

performing a simulation to propagate the effect of those changes through the device. 

Consequently, as Price suggests [Price, 88b]: 

'Any combination of alterations to the model which make it exhibit the 
known symptoms could account for why the device is broken. ' 
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In a similar vein, Hunt [Hunt, 89] suggests that any model which only represents the 

correct function of a component is of limited use for devices that can fail because of 

an 'alteration to function' rather than an 'absence of function'. The modelling of faults 

can, however, be undertaken at many different levels. Many authors (for example 
[Price, 88b] and [Koukoulis, 85]) suggest that the model can retain a large degree of 
device independence if faults are represented using general classes such as leaks, 

missing components or blockages. Conversely Sykes [Sykes, 88] and Fink and Lusth 

[Fink, 87] have developed models where explicit failure modes for every individual 

component have been pre-compiled. 

From the work that has been published on model-based reasoning, it can be 

concluded that the need for explicit fault models is primarily dependent on the 

characteristics of the device, and the methods that can be applied to its diagnostics. If 

there is plenty of scope for probing and undertaking diagnostic testing to isolate a 

specific fault, then pre-compiled failure modes are not essential. If, however, further 

testing is expensive, time-consuming or impractical then the ability to simulate 

specific faults may be the only way to discriminate between alternative candidate 
components. The need to include explicit fault models is greatest in domains where 
components are repaired rather than being automatically replaced. In such domains it 

is necessary not only to detect the faulty component, but also to identify the cause of 
the fault so that it can be rectified. 

6.7 Limitations of the Model-based Approach 

Despite the numerous benefits associated with model-based reasoning, which make it 

an intrinsically appealing approach, there are, perhaps inevitably, a number of 
limitations, which have restricted its general adoption to date. The work of Price and 
Lee [Price, 88a] for example, highlights the following potential drawbacks: 

i) Greater effort required to develop models: Whereas the knowledge 

elicitation process may be easier, the effort, in terms of time and cost, required 
to develop usable modelling software is considerably greater than the effort 

required to develop a shallower knowledge-based system. Because the effort is 

so great the model-based approach will only be justified for complex 

applications. 

ii) Model-based reasoning more time consuming: Because models 
incorporating deep knowledge are generally complex, the response times can be 
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considerably longer than for shallow knowledge applications. 

The sheer volume of research into model-based reasoning, as reviewed in section 6.5 

of this chapter, reflects the effort that is being directed towards overcoming such 
problems, and the spread of the model-based approach from the research centre to the 

general workplace will come sooner rather than later. 

6.8 The Importance of the User-interface in Model-based Systems 

As was discussed in section 4.7 of this thesis, the ultimate success of knowledge- 

based systems may depend heavily on the quality and acceptability of the user- 
interface. In addition to the provision of a user-friendly interface for dialogue, model- 
based systems additionally require a graphical representation which can effectively 
communicate the structure and function of the model to the user. Such a graphical 
representation is of particular importance with regard to the provision of explanatory 

and validation facilities, both of which are briefly reviewed in the following two 

sections. 

6.8.1 Explanation in Model-based Systems 

The necessity for knowledge-based systems to provide some form of explanation has 
long been recognised. Pau [Pau, 861, for example states: 

'a knowledge-based systems must be capable of explaining its line of 

reasoning and justifying the advice it gives the end user. ' 

Unfortunately shallow knowledge-based systems have often provided the user with 
inadequate explanation, giving in many cases little more than a rule trace. The 

provision of a sophisticated explanation of reasoning is undoubtedly one area where 

model-based approaches offer distinct advantages in comparison to their shallow- 

knowledge counterparts. Jagodzinski & Holmes [Jagodzinski, 89], for example, 

conclude that: 

'in the long term more satisfactory solutions to the problems of 
explanation and justification may lie with the development of deep 

methods of knowledge representation. ' 

The importance of explanation in model-based systems is stressed by Hunt and Price 
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[Hunt, 88], who state: 

The quality of explanation in an expert system is as important as the 
advice given, if the system is to be accepted by the user. ' 

The presence of both structural and behavioural descriptions of the device can be 

used in conjunction with a record of the model's reasoning to provide a causal 

explanation of why the diagnosed fault has generated the observed symptoms. 

6.8.2 The Validation of Model-based Systems 

It is essential that all knowledge-based systems are validated to 'ascertain whether 
they achieve acceptable levels of performance' [O'Keefe, 87]. Clearly systems that 
have been inadequately validated provide few organisational benefits and may be 

positively harmful if decisions are based upon erroneous knowledge. Whereas a great 
deal has been written about the validation of shallow knowledge systems, very little 
has been written specifically about the validation of model-based systems. 

It is, however, clear that model-based systems must be validated just as rigorously as 
other knowledge-based systems. It has become apparent that graphical representations 
may have an important part to play in the validation of models, as Kunz et al 
[Kunz, 89] note: 

The graphical representation helps users to evaluate the fidelity of the 

model because they can compare models with their personal 

understanding of a modelled system. ' 

Such graphical representations might work at two levels. Firstly a purely static 
representation would allow users to validate the structural description of a device. 

Better still, if, when simulations are run on the model, they can be represented by 

animations, then this would allow the user to validate the functional representation of 
the device. Although, however, a number of systems have been developed which 
provide a graphical representation of the structure of the device being represented (for 

example [Kelly, 90] and [Pillay, 921), there have been no reported examples of 
animations. 
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6.9 Discussion 

Due to the promising results of considerable recent research, the model-based 
approach to diagnostic reasoning has generated much interest. The approach is 

especially appealing because of the advantages it offers over its shallow knowledge 

counterparts in terms of explanation, flexibility and integrity. 

The success and acceptance of such systems cannot, however, be taken for granted 

and much further research needs to be undertaken to ensure that they are competitive 
in terms of cost, quality and time, with respect to their shallow knowledge and manual 

counterparts. Of particular interest are the following research issues: 

Is it possible to develop a model-based system that provides real utility and 
acceptability to users when operating in an industrial rather than a research 
environment? 

Little has been written about the best system development methodology for 

model-based systems. Are there any realistic alternatives to the prototyping 
approach? 

What is the most effective role for diagnostic models? Should they operate; as 
self-contained systems; in conjunction with a shallower knowledge-based 

system; or as tools for compiling and validating shallower applications? 

What is the most appropriate way of validating highly complex model-based 
systems? Does the inclusion of a full working animation facilitate this process? 
Indeed would it be possible to validate complex models without an animation? 

It is often suggested that the knowledge elicitation for model-based systems is 

relatively straightforward. This may very well be true for the elicitation of 
structural knowledge but it may be far more difficult with respect to component 
behaviour. 

How should faults be represented in the model, and how should the diagnostic 

reasoning be performed? What specific diagnostic strategies are appropriate for 
devices where internal testing and probing are inapplicable? 

Although much has been written about the relative merits of deep and shallow 
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knowledge, most of this work has been of a theoretical nature. It has not been 

shown whether the comparative benefits and limitations of deep and shallow 
knowledge can be confirmed in model-based systems when operating in an 

authentic industrial environment. 

It should also be noted that the model-based approach has only been applied to a 

relatively small range of devices, and the majority of these are relatively simple 
devices. There is therefore a need to expand the current research so that a wider range 

of application areas are explored, and, perhaps more importantly, more complex 
devices are chosen. 

To summarise, there are many issues appertaining to the effectiveness of model- 
based reasoning as a tool for diagnosis which can only be resolved when such systems 
have been developed, implemented and evaluated in authentic industrial applications. 
The research presented in the following chapters attempts to address many of the 

questions raised above. Chapter 7 presents research undertaken to evaluate the impact 

of model-based systems in other organisations, while Chapter 8 describes in detail the 
development of the MIDAS system, a model-based system for aiding in the diagnosis 

of complex hydraulic circuits. 
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Chapter 7 
The Impact of Alternative Approaches 

to Model-based Diagnosis 

7.1 Introduction 

This chapter describes the research work which was undertaken to determine the 
impact reported examples of model-based systems for diagnosis have made in other 

organisations, so that the impact of the MIDAS system can be reviewed in context. 
The development, distribution and evaluation of the questionnaire, which was the 

method of conducting the research, are discussed in detail. 

7.2 The Justification for Conducting a Survey 

One of the major motivations, as stated in Chapter 6, for developing and 
implementing a model-based system to provide diagnostic, explanatory and training 
facilities was the lack of evidence in the literature to suggest that any of the 
documented approaches had found practical applications in an industrial setting. 
Indeed Chris Price[Price, 92] recently recorded: 

'his surprise that there were still no commercial products which exploited 
the technology' 

To verify the hypothesis that few if any model-based approaches were finding 

practical applications, it was decided to conduct a survey of numerous researchers, 
both industrial and academic, who had published work on model-based reasoning for 

the diagnosis of physical devices. This necessitated developing a simple questionnaire 

and then identifying appropriate recipients for it. 

7.3 The Development of the Questionnaire 

Because it is always difficult to get people to respond to long postal questionnaires, it 

was decided to keep it as brief and as easy to answer as possible. Consequently the 

questionnaire was structured into the following four sections all of which 

conveniently fitted onto one side of A4: 

1 System Details: Initial research into model-based diagnosis had concentrated 
strongly on the domain of electronics (for example [Davis, 84], [Genesereth, 84], 
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[De Kleer, 87] and [Reiter, 871). In order to assess whether subsequently 

published research was still narrowly concentrated in specific domains, it was 

necessary to determine the nature of the devices and the functional domains for 

which systems had been developed. 

2 Validation of Sysletn: Much of the published work on model-based diagnosis 

fails to specify whether the resultant systems have been applied to actual as 

opposed to contrived devices. It was therefore necessary to determine whether 

systems had been validated on real devices within actual industrial 

environments. 

3 Operation of System: It was also difficult to determine whether reported 

systems had been implemented or whether they were purely research exercises. 
Consequently it was necessary to ascertain whether systems had been 
implemented and used for diagnosis in an actual industrial environment. 

4 Adaptation of system: One of the frequently quoted advantages of model- 
based diagnosis as opposed to heuristic diagnosis (for example [Guida, 85] and 
[Price, 88a]) is that it is relatively easy to apply model-based systems to other 
devices and even possibly other domains. It was therefore important to 
determine how many systems had been successfully adapted. 

The final version of the questionnaire is presented in Figure 7.1. 

7.4 The Distribution of the Questionnaire 

Model-based diagnosis has concentrated primarily on two domains, these being 

engineering and medicine. It would have been inappropriate to ask medical 

researchers about the implementation of model-based systems in industrial settings so 

consequently only engineering researchers were targeted. The task of identifying. 

recipients for the questionnaire was accomplished using the two following strategies: 

i) By reviewing all papers that had been accumulated and read during the course 

of the research and identifying those authors who had published on model- 
based reasoning. 

ii) By undertaking a literature search using the engineering abstracts on CD- 
ROM, which had recently become available at the University of Bradford 
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1 System Details 

1.0 What device has your system been primarily developed for ? 

1.1 What domain does your system work within (e. g. electronic / mechanical 

etc. ) ? 
r- I 

2 Validation of System 

2.0 Has your system been validated on a real device within an actual industrial 

environment ? 

3 Operation of System 

Yes / No 

3.0 Has your system been implemented, and used for diagnosis in an actual 

industrial environment ? Yes / No 

If your answer is yes, can you please answer the following supplementary questions: 

3.1 Is the system still operational ? Yes / No 

3.2 How long has it been operational ý 

4 Adaptation of System 

4.0 Has your model been adapted to diagnose faults in other similar devices ? 

I Yes / No 

4.1 If your answer is yes can you please state the other device(s): 

4.2 Has your model been adapted to diagnose faults in other similar domains ? 

Yes / No 

4.3 If your answer is yes can you please state the other domain(s): 

Figure 7.1: Model-based Diagnosis Questionnaire 
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Library, to identify researchers who had published work on model-based 
diagnosis since 1986. 

This identification process uncovered over fifty likely recipients but not all of these 
had a full address, so ultimately only forty four questionnaires were despatched. 

7.5 The Evaluation of the Questionnaire Results 

Of the forty four questionnaires that were despatched only twelve individuals 

responded. John Hunt, however, did kindly fill in questionnaires for three separate 

applications with which he has been associated, giving a total of fourteen responses, 

the details of which are displayed in Table 7.2. It should be noted that where a system 
has been developed which has been given no formal name the system has been called 

a diagnostic K. B. S. (D. K. B. S. ). Although the number of responses was not as many as 

would have been hoped for, a success rate of 27%, was sufficiently large to generate 

some interesting results. A complete table of responses to the questionnaire is 

presented in Table 7.3 (Interpretations of codes used in the table can be found in the 
following narrative explanation). The conclusions that can be drawn from each 
section of the questionnaire are as follows: 

I System Details: The most interesting results from this section of the 

questionnaire were not in terms of the devices themselves, which were 
understandably varied, but the domains. Table 7.4 shows the proportion of 

systems either partially or fully applied to a specific domain. 

Table 7.4: Frequency of Domains for Model-based Applications 

Code Domain Number Percentage 

El Electrical 5.33 38.1% 

Ml Mechanical 3.83 27.4% 

En Electronic 3.0 21.4% 
Ch Chemical Processing 1 7.1% 

Th Thermodynamic 0.5 3.6% 

Hy Hydraulic 0.33 2.4% 

It should be noted that in generating the 'Number column in Figure 7.4, a pro 
rata number was derived for applications which operated in more than one 
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Name Position Organisation System 

G. Conroy Lecturer U. M. I. S. T. D. K. B. S. 

P. Fink Research Scientist S. W. Research Inst. I. D. M. 

A. Griffin Hughes Aircraft AI-Ferret 

B. Havlicsek Fellow Engineer Westinghouse Corp. D. K. B. S. 

J. Hunt Lecturer Univ. C. of Wales D. K. B. S. 

J. Hunt Lecturer Univ. C. of Wales Jacquard 

J. Hunt Lecturer Univ. C. of Wales CADOC 

J. Konwelenh'n Researcher Univ of Brussels D. K. B. S. 

A. Ledwith R&D Manager Interpro Systems D. K. B. S. 

R. Milne Managing Director I. A. Ltd. Synergist 

T. Petti Lecturer Univ. of Delaware D. K. B. S. 

J. Ramirez Venalun C. A. D. K. B. S. 

P Schutte N. A. S. A. Faultfinder 

P Tucker Warren-Spring Lab. D. K. B. S. 

Table 7.2: Respondents to the Model-based Diagnosis Questionnaire 
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domain. Tlherefore, for applications which had an electrical and mechanical 
element, both domains would be given a weighting of 0.5. There is obviously 
some interest in developing models which operate in more than one domain, 

with four responses describing multi-domain models. Of these, however, only 
one has been successfully validated on an actual physical device, which may 

suggest that it is difficult to produce applications which can model more than 

one domain in a single system. 

2 Validation of System: Of the fourteen replies to the questionnaire, eight 

respondents, which is 57% of the total, stated that their systems had been 

validated on actual physical devices. This result suggests that there is a 

willingness to apply model-based approaches to actual as opposed to 
hypothetical physical devices. It can, conversely, be argued that with 43% of 
the responses referred to hypothetical devices used as a test-bed for research, 
there must still be quite some way to go before model-based reasoning 

completes the transition from the research centre to the work place. 

3 Operation of System: Of the fourteen replies to the questionnaire, only two 

respondents confirmed that their systems had been implemented, with a further 

two hoping to implement systems after further prototyping (P/T). Conversely 

ten of the respondents, that is 71% of the total, had not successfully 
implemented their systems. It is also interesting to note that of the two systems 
that did achieve operational experience neither is still running. The responses to 

this section of the questionnaire clearly demonstrate the need to develop model-. 
based systems which can be implemented and evaluated in an industrial context. 

4 Adaptation of System: The questionnaire did provide some support for the 

suggestion that model-based systems are easily adaptable with seven 

respondents, that is 50% of the total, confirming that they had successfully 

applied their systems to other devices within the same domain. It is interesting 

to note that the seven successful adaptations are primarily within the electrical 

or electronics domains, which may suggest that applications in these two 
domains are more adaptable. Perhaps not unsurprisingly, only two respondents 
had adapted their system to operate in alternative domains, one of which had 

been applied to medical, social and economic systems, which suggests that it is 

a relatively high level, rather than detailed, method of modelling. 

Additionally, all recipients of the questionnaire were asked to comment on the future 
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of model-based reasoning. On the positive side many of the following type of 
responses were made: 

'Whilst model-based reasoning is still at a research stage it promises to 
provide a robust basis on which to build expert systems' [John Hunt]. 

7 do feel that model-based approaches are the way forward for fault 

diagnosis in physical systems' [G. V. Conroy]. 

However a note of caution was sounded by Dr Robert Milne who noted that: 

'Despite having done extensive work on model-based reasoning, it is very 
difficult to apply to commercial systems. ' 

The general tone of the comments was that although the future of model-based 
reasoning looked bright there was still much work to be done, especially with regard 
to the development of practical applications. The results of the questionnaire 
undoubtedly provided additional motivation to complete the research work reported in 

this thesis. 

7.6 Discussion 

The general conclusion that can be drawn from this piece of research is that there is a 
genuine need to develop and evaluate model-based systems in an industrial context. 
Much has been written about the potential benefits of model-based diagnostic 

reasoning, but there is a need to determine whether such benefits can be realised in 

practice. In particular this research emphasises the need to apply model-based 

reasoning techniques to a wider range of devices, especially outside the electrical, 

electronic and mechanical domains, and to evaluate their impact in authentic 
industrial situations. 

Additionally, the adaptability of model-based reasoning is often identified as a major 
strength of the technique. Although the responses to the questionnaire provide some 
support for this suggestion, there is still a need to undertake further research across a 
wider range of devices and domains 

To summarise, the research presented in this chapter supports the conclusions of 
Chapter 6, that there are many issues appertaining to the effectiveness of model-based 
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reasoning which can only be resolved through the development and implementation 

of such systems in the work place. The research, presented in the following chapters 
of this thesis, attempts to address many of these issues by describing the development, 

adaptation and evaluation of MIDAS, a system which applies model-based reasoning 
to the task of diagnosis. 
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Chapter 8 
The Detailed Development and 

Validation of the MIDAS System 

8.1 Introduction 

In this chapter the development and validation of the MIDAS (Model-based 

Intelligent-system for Diagnosis Animation and Simulation) system are discussed in 

detail. Particular consideration is given to the major design and research issues which 

were explored during the development phase. Although the MIDAS system is capable 

of operating in a stand-alone mode it will generally operate as an integral part of the 
DIPLOMA system. The relationship between the two systems is therefore reviewed in 
detail. 

8.2 Initial Requirements and Justification for the MIDAS System 

As was demonstrated in Chapter 5 of this thesis, the DIPLOMA system has proved 
highly effective in terms of providing on-line advice and guidance, reducing the 
clerical load on the user and improving reporting, but it still has a number of 
limitations. The diagnostic procedures used within the DIPLOMA system, as 
presented in section 4.5.3, are based upon evokes relations. The evokes relations show 
confidence in the presence or absence of a fault, given a specific set of test results. If 

a fault is indicated by more than one test result then the individual fault ratings are 
combined to give an overall level of belief in the presence of a fault. The evokes 

relations are based purely on the detection of an empirical relationship between a 

cause and an effect, and therefore have no knowledge of the underlying causal 

relationship. The absence of deeper knowledge meant that despite providing 
numerous benefits, the DIPLOMA system suffered from a number of inherent 
limitations, in terms of its flexibility, the level of diagnosis and the provision of 
explanation and training facilities. 

As was demonstrated in Chapter 6 of this thesis, model-based reasoning is providing 

an attractive alternative to both shallow knowledge systems and traditional 

mathematical methods of modelling using differential equations. It was therefore 

envisaged that the introduction of a model-based component would complement the 
functionality of the DIPLOMA system. More specifically it was recognised that such 
a model-based system would have to meet the following requirements: 
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Provision of complementary functionality: A model-based system would have to 

provide real utility in terms of its contribution to; enhanced diagnostic capabilities; 
improved training for shopfloor personnel; enhanced user understanding of the 
H. L. W. S. C. unit; the provision of a sophisticated explanatory facility; and the ability 
to validate a shallow knowledge base. More details on the model's functionality can 
be found in the following section of this chapter. 

Model at an appropriate level of detail: One of the major requirements of the 

model was that it would be able to represent the structure and behaviour of the major 
features of the physical device whilst ignoring all superfluous detail. This would 

ensure that the model would accord more closely with the user's 'common sense' 

understanding of the operation of the physical system, and hence make it easier to 
develop and validate. 

Flexibility: Developing a model which is applicable to only one device would 
obviously place severe restrictions on its utility. Despite the fact that the model would 
be developed with just one product in mind, there was a primary requirement to 

ensure that the model could be easily adapted to cater for other products. 

Different operating modes: Whilst it was recognised that the model would operate 

most commonly as an integral part of the DIPLOMA system, there was still an 

additional requirement for it to operate in a 'stand alone' mode to promote the model's 
flexibility. 

The resultant system developed to satisfy these requirements was the MIDAS system. 

8.3 The Scope of the MIDAS System 

The H. L. W. S. C. unit is primarily composed of three functional systems. These are a 
hydraulic system designed to meter hydraulic fluid to the high lift and wing sweep 

control actuators, a mechanical system and an electrical system. Each system was 

thoroughly reviewed to determine which would be the most appropriate to model. 

The mechanical system could be discounted because modelling it would not 

contribute to the diagnostic capabilities of the DIPLOMA system. Although most 
identified faults are within the mechanical system, they are invariably common faults, 

which are well understood and generally of a deterministic nature. Similarly the 
electrical sub-system could be discounted because it suffers from relatively few faults 
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all of which are well understood and easy to diagnose. The review of the hydraulic 

system, however, revealed that it would be an ideal candidate for modelling for the 
following pertinent reasons: 

Faults within the hydraulic circuitry are infrequent but many of them, 

especially internal leakages, are exceptionally difficult to diagnose. The 

MIDAS system would, therefore, make a significant contribution to the 
DIPLOMA system if it could assist in the diagnosis of such faults. 

The hydraulic systems within the H. L. W. S. C. unit are highly complex and little 

understood on the shopfloor. Indeed over 95% of problems which require a 

specialist engineer to be called to the shopfloor relate to the hydraulic systems. 
Consequently, any model-based system which could provide facilities to 

enhance the fitter's and tester's understanding of the functionality of the 
hydraulic system would be welcomed. 

Despite the relatively small number of individual tests relating to the detection 

of internal leakages, the number of possible faults each test can indicate is large. 
More specifically, despite the fact that internal leakage tests only account for 
5% of the total test schedule, the symptom-fault relationships for internal 
leakages account for over 30% of the total evokes relations. 

Finally the development of a model-based system to aid in the diagnosis of the 
hydraulic systems of a control unit would be novel and hence of great interest 

from a research point of view. 

Once it had been decided to model the hydraulic systems, it was possible to provide a 

more detailed specification of the scope of the MIDAS system. The following are the 

major functions that it was envisaged the MIDAS system would support: 

Validation of evokes relations: Perhaps the most valuable contribution the MIDAS 

system would make to the overall performance of the DIPLOMA system would be its 

ability to validate all of the evokes relations for internal leakages. Such validations 

would be accomplished by simulating internal leakages, under every set of test 

conditions, and determining the possible set of faults associated with each. 

Creation of evokes relations: One of the most time-consuming activities undertaken 
during the development phase of the DIPLOMA system was the creation of the 
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evokes relations. One possible way of substantially reducing the knowledge elicitation 
time, for future applications, would be to use the MIDAS system to generate evokes 
relations for all internal leakage tests. This feature of the MIDAS system will, 
therefore, make a particularly valuable contribution to the DIPLOMA system when it 

is applied to other products which have hydraulic control units. 

Enhanced explanatory facilities: Throughout the diagnostic process, the MIDAS 

system will be available at the user's request to give a detailed explanation with regard 
to the testing and diagnostic procedures for internal leakages. It was envisaged that 

such explanatory facilities will be of particular help during the two following phases: 

During the testing phase, personnel will be able to simulate the intended 
behaviour of a unit under specified test conditions. This will provide them with 
a graphic explanation of a specific internal leakage test, which should promote 
an enhanced understanding of both the functionality of the unit and the testing 
procedures. 

On completion of a testing and inspection procedure, once a fault has been 
identified, it will be possible for users to introduce the identified fault and 
perform a simulation. This will provide the user with a deeper understanding of 
the relationship between an identified fault and an erroneous test result. 

Improved diagnostic guidance: Although the DIPLOMA system diagnoses faults at 
a relatively low level of detail, it was envisaged that the MIDAS system would be 

able to operate at an even greater level of detail. For example, the DIPLOMA system 
identifies internal leakages as occurring somewhere between a given input and output 

port whereas the identification of a set of specific seals or lands where the internal 

leakage may have occurred would provide a greater insight into the fault. It was 
thought that this facility would prove especially useful when dealing with the 

occasional rogue unit on which the identification of the cause of an internal leakage is 

particularly difficult. 

Training and understanding: By modelling the behaviour of the hydraulic 

circuitry, the MIDAS system should improve the user's understanding of the 
functionality of each hydraulic system. This hopefully will reduce the incidence of 
specialist engineers being summoned to the shopfloor, when unusual or particularly 
difficult cases occur. Additionally the MIDAS system may prove helpful in the 
training of novice staff who have limited experience of the H. L. W. S. C. unit. 
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The specified functionality of the MIDAS system places great emphasis on the 
provision of facilities for explanation, training and enhanced understanding. It 

therefore became apparent that some form of graphical representation of the valves 

and their interconnections, which could support animations, would be required. 

8.4 The Ilydraulic Circuitry of the II. L. W. S. C. Unit 

As was described briefly in Chapter 3, the H. L. W. S. C unit is responsible for 

controlling and co-ordinating the secondary flight control surfaces, of the Tornado 

Combat Aircraft, in response to mechanical or electrical signals initiated by the pilot. 
As the MIDAS system relates to the hydraulic systems of the II. L. W. S. C. unit, it is 

necessary to provide a more detailed description of the unit's functionality. 

The secondary flight functions directly controlled by this unit are; the angle of wing 

sweep; the trailing edge flaps position; the leading edge slats position. The unit is 
designed to meter hydraulic fluid to the actuators associated with the above functions, 

with mechanical signals being used to control the angle of wing sweep and electrical 
signals, through solenoids, are used to activate the flaps and slats functions. 

Hydraulic, mechanical and electrical interlocks are used to ensure that inappropriate 

combinations of actions are not commanded by the pilot. For example, interlocks 

make it impossible for the wings to be driven back towards the fuselage, whilst the 
flaps are down. 

A further safety aspect of the H. L. W. S. C. unit is that each system has been 

duplicated to provide a fail-safe' should one system malfunction. It therefore became 

possible to identify the six distinct hydraulic sub-systems detailed in Table 8.1, each 

of which would be modelled within the MIDAS system. 

Table 8.1: Hydraulic Sub-systems within the MIDAS System 

Wing Sweep System 1 

Wing Sweep System 2 

Flaps System 1 

Flaps System 2 

Slats System 1 

Slats System 2 
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The H. L. W. S. C. unit has been designed as a compact unit comprising three sub- 
assemblies each of which is briefly described as follows: 

i) Valve lock and hydraulic circuitry: The forged aluminium housing is a single unit 

with passages and valves arranged to keep each hydraulic system isolated. The unit is 

connected via a series of elbow and adaptor assemblies both to the external hydraulic 

supply and to the various actuators. Due to the complexity of the hydraulic systems, it 

is impractical to provide a detailed description of each valve and its interconnections, 

but the following brief overview of the functionality of the wing sweep control valve 
for system 2, provides an insight into how the valves operate. 

Wing sweep movement is initiated mechanically by displacing the input lever located 

on the side of the gearbox. In response to a 'wings-aft' command, the first stage spool 
is displaced from its 'sensitive' position to the 'down' position and allows high pressure 
hydraulic fluid to be diverted into a confined chamber. The resultant downward thrust 
displaces the second-stage spool from its 'sensitive' position, to the 'down' position and 
allows high pressure hydraulic fluid to be directed to the wings-aft actuator. The wing 
sweep control valve for system 1 operates in parallel, transferring system 1 fluid 

power to the actuator, which combines with system 2 to activate the 'wings-aft' 

movement. Wing sweep position feedback, acting via the gearbox, restores the control 
valve back to the 'sensitive' position once the selected wing sweep angle has been 

attained. The 'wings forward command is effected in a very similar way, but with the 
first and second stage spools being displaced in an upward rather than downward 
direction. 

ii) The gearbox and linkages: The feedback mechanisms, which are required to 
bring each valve back to its sensitive position after a command has been completed, 

are situated in a forged aluminium housing which is bolted to the side of the valve 
block assembly. In addition to executing the feedback functions, the gearbox is 

responsible for all mechanical interlocks. 

iii) The electrical box: The majority of the electrical components are situated in an 
aluminium box which is bolted on to the side of the gearbox. The electrical box is 

responsible for coupling an input signal from the pilot to the appropriate solenoid, and 
suspending a signal, should interlock conditions be invoked. Additionally the 
electrical box is responsible for de-energising the solenoids when feedback indicates 
the slaps or flaps have been successfully deployed. 
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8.5 Previous Approaches to the Modelling of hydraulic Systems 

Before undertaking the modelling of the hydraulic system of the H. L. W. S. C. unit, it 

was necessary to conduct a supplementary review of the literature to assess previous 

approaches to representing the structure and component behaviour for hydraulic 

systems. This would provide an indication of whether any previously reported 
techniques would be appropriate for modelling the hydraulic system in the 
H. L. W. S. C. unit. 

In essence the modelling of hydraulic systems requires the representation of, 

components, such as valves, pumps or tanks; the conduits that link the components, 

which are typically pipes; and the materials that are transported from one component 
to another by the conduits, such as hydraulic fluid, water or air. The components can 
be viewed as processors which alter the attributes of the material as it passes through 
the component, whereas the conduits typically leave the material unaltered. For 

example, a valve may alter the flowrate or pressure of hydraulic fluid as it passes 
through, whilst a pipe would leave them unaltered. 

8.5.1 Previous Approaches to the Representation of Structure 

Typically the structure of a physical device is modelled by sub-dividing it into a 
hierarchy of assemblies, sub-assemblies and individual components. This approach 
requires that only the lowest level components need to be defined as a set of 

modelling primitives, and all higher level assemblies can be modelled by creating 

combinations of these primitives. Therefore, in the case of the modelling of circuit 
boards in the electrical domain, the lowest level might be a specific gate or switch 
[Davis, 84]. When representing the structure of a hydraulic system, the lowest level 

has typically been components such as valves, pumps, sensors or tanks ([Leary, 87], 

[Koukoulis, 85], and [Sykes, 88]). The structure of the hydraulic system can, therefore, 

generally be modelled by referring to a hydraulic schematic, and transforming it into a 

graph or network in which the nodes are the components and the edges are conduits 

connecting the components. 

Such an approach was not possible when modelling hydraulic circuits such as those 
found in the H. L. W. S. C. unit. As was described in section 8.3, the H. L. W. S. C. unit is 

composed of spool valves, which are located in a machined aluminium block. Each 

valve has a number of ports which are connected by channels machined into the 
block. Furthermore each valve is composed of a small kit of machined steel 
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components, springs and seals. Because of the complexity of many of these 

components, such as a machined valve spool or valve guide, it was not appropriate to 

make components the lowest level for modelling. The functionality of a valve is not 
determined explicitly by the type of valve it is, but rather by the specific features that 

are machined or assembled into it. Previous approaches to modelling the structure of 
hydraulic systems, therefore, were of limited relevance to the H. L. W. S. C. unit 

application. 

8.5.2 Previous Approaches to the Representation of Component Behaviour 

Many different approaches have been proposed for modelling the behaviour of fluids 

as they flow through components such as valves and pumps. De Kleer & Williams 
[De Kleer, 841, for example, suggest that the traditional differential equations of fluid 
dynamics can be transformed into qualitative equations known as 'confluences', which 
can be used to define the behaviour of fluid flow through a valve. 

An alternative approach is to define rules to describe the behaviour of components. 
Sykes et al [Sykes, 88], for example, have specified the rule shown in Figure 8.2, to 
describe the behaviour of a pump: 

Figure 8.2: A Rule Defining the Behaviour cif a I'ump [Sykes, 88J 

IF the pump state is normal 
AND the oil supply is present 
AND the r. p. m. is idle 

AND the resistance is low 

'I'IIEN the output pressure is low 

Similarly Koukoulis [Koukoulis, 85] suggests the relatively simple type of rule, 
shown in Figure 8.3, to describe the behaviour of a valve. 

Figure 8.3: A Rule Defining the Behaviour of a Valve [Koukoulis, 85] 

IF the valve status is 'Closed' 
Tl I CN the inflow is Zero 

AND the outflow is Zero 

An alternative approach, to the modelling of behaviour, is suggested by Kelly & Ford 
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[Kelly, 90], who have reported the use of model-based reasoning to aid in the 
diagnosis of faults in a liquid hydrogen loading system. As the underlying 
mathematical model of the hydraulic circuit was readily available, it was possible to 

use primarily quantitative rather than qualitative equations to describe the behaviour 

of components. The liquid hydrogen loading system is rather different from many 

other hydraulic systems in that it operates in a 'sensor rich environment', which 

provides large volumes of quantitative data as inputs to the model. Similarly Leary & 

Gawthrop [Leary, 87] propose the use of traditional quantitative equations for 

representing the behaviour of components in a hydraulic circuit. 

From the cases reviewed, it is possible to identify the following distinct differences 

between the methods used for modelling component behaviour described above, and 
the requirements for modelling the behaviour of spool valves in the H. L. W. S. C. unit: 

i) In all the reviewed cases, the valves had one input port and one output port, it 

was, therefore, relatively easy to define an expression relating input to output. 
In the case of the H. L. W. S. C. unit, each spool valve may have as many as nine 
separate ports, many of which can be either an input or an output depending on 
the state of the valve. The definition of rules or equations relating inputs to 

outputs is subsequently far more complex for spool valves. 

ii) In the case of the Kelly & Ford model [Kelly, 901 there was a readily 

available underlying model which could be used as the basis for defining 

component behaviour. Such a mathematical model did not exist for the 
H. L. W. S. C. unit, and neither could it easily be derived. The options, therefore, 

of either using traditional differential equations, or using the differential 

equations to generate qualitative equations, were therefore not applicable for 

modelling the spool valves. 

iii) In all the reviewed cases, except the Kelly & Ford model [Kelly, 90], the 
hydraulic circuits being used to demonstrate the modelling techniques were by 

their author's own admission relatively 'simple examples'. No clear indication 

was given as to whether these modelling techniques could be successfully 

scaled up to represent complex devices. 

It, therefore, became clear that a novel means of representing both the structure and 
the behaviour of the spool valves in the H. L. W. S. C. unit would need tobe identified 
if the development of a model-based approach were going to succeed. 
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8.6 The Development Methodology 

Whereas a great deal has been written concerning the development of shallow- 
knowledge systems using the prototyping approach (for example [Bader, 88] and 
[Kelly, 85]), little has been written specifically about the development methodology 
for model-based systems. Because the development of a model-based system to aid in 

the diagnosis of complex hydraulic control systems was both novel and likely to be 

technically demanding, the only sensible approach was to use the prototyping 

methodology, which would allow alternative strategies and approaches to be explored 

and evaluated. 

During the development of the DIPLOMA system, certain documents had been 
identified which were of great help in defining the structure of the hydraulic sub- 
systems. For example, Figure 8.4, the hydraulic schematic for wing sweep systems 
one and two, provides a clear overview of the valves in the wing sweep systems, and 
their interconnections through passageways. Although the schematic clearly 
illustrates the relationship between the valves, it is not particularly detailed and 
provides little insight into the functionality of the hydraulic system. The individual 

valve schematics, such as Figure 8.5, provide a far more detailed representation of 
each valve, but are still of little use in defining valve behaviour. It therefore became 

apparent that a great deal of time was going to have to be spent with experienced 

engineers to elicit the knowledge with regard to the functionality of the sub-systems, 
the behaviour of individual valves and the behaviour of hydraulic fluid within a valve. 

Consequently, the development methodology required that regular knowledge 

elicitation sessions be conducted with experienced engineers, who were the only 

people qualified to provide the required functional knowledge. Each session with an 

engineer was followed by a period of model building, during which the only available 

reference materials were hydraulic schematics and notes made in previous knowledge 

elicitation sessions. After a period of generally no more than a fortnight the model 

would be reviewed with an engineer who would comment on the accuracy and 
integrity of the model, and provide additional functional knowledge where necessary. 

The Detailed Development and 131 
Validation of the MIDAS System 



Iý ýy 

ck isle It a 

a7 

ia 

sýi 1ýý 

ii- 
: 

Iaa 

I, H 
iIu 

ýa n ^' 
); = 

__ ý.. 1IH 

o; E \I 

it; 
1* 

ýI ýi 

i `ý 

Figure 8.4: Hydraulic Schematic for Wing Sweep Systems I and 2 
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Figure 8.5: Hydraulic Schematic for Wing Sweep Control Valve System 2 
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Rather than attempting to progress all six hydraulic systems concurrently, the more 

manageable strategy of using the wing sweep system 2 as a test case was decided 

upon. Such an approach required that the modelling of wing sweep system 2 be 

successfully completed before the same process was applied to the remaining five 

systems. 

The prototyping methodology ultimately proved very successful, but this might not 

have been the case had it not been for the commitment and patience of the 

development engineers. An added benefit of this approach was that by the time the 

model was completed and ready for installation, it had already undergone a thorough 

validation during the regular review sessions. 

8.7 The Detailed Development of the MIDAS System 

As was noted in the previous section, the MIDAS system was developed using a 

prototyping approach with any specified modifications or enhancements being 

immediately incorporated into a new revision of the model. Before any development 

work had commenced, however, the following practical issues were established: 

i) The MIDAS system would be developed using LPA Prolog to ensure its 

compatibility with the DIPLOMA system, and to benefit from the experience 

gained in developing the DIPLOMA system. 

ii) The style of user-interfaces developed for use in the DIPLOMA system 

would also be used, wherever appropriate in the MIDAS system, so that the two 

systems had a similar 'look. 

iii) The MIDAS system would be linked to the ORACLE database so that its 

usage patterns could be recorded and analysed. 

iv) To ensure the software could be enhanced and new applications developed 

with minimal difficulty, it was decided to keep all the data relating to a specific 

sub-system and all of the general purpose simulation and animation software 

totally independent. 

The following sections detail the development of the MIDAS system highlighting the 

major design features incorporated and research undertaken at each stage of the 
model's evolution. 
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8.7.1 Initial Proposals 

In order to diagnose faults within the hydraulic circuitry of the H. L. W. S. C. unit, it is 

necessary to model both its structure and component behaviour and then simulate the 

overall behaviour of the unit under different operating conditions. This would be 

accomplished by developing a library of low level valve primitives such as seals, 
lands and passages drilled into the components, which could be combined to model 
the structure and behaviour of any specific spool valve. 

In addition to modelling the individual valves, it would also be necessary to model 
the behaviour of attributes of the hydraulic fluid, such as pressure and flow-rate, as it 

makes contact with specific primitives of the valve. Each valve would have its 

interconnections explicitly represented, so that the valves form a network. The flow- 

rate and pressure could then be propagated through the network of valves. 

The principal idea behind the modelling of the valves is that hydraulic fluid can 
potentially flow through certain sections of the valves, but be constrained by others. 
Consequently the valve could be modelled as a matrix of '0's and '1's, where a '1' 

represented a segment of the valve which allows a flow and a '0' represents a no-flow 

area. 

A simple rule could then be used which states that fluid can only flow along an 

unbroken path of Ts, which link an input to an output. Only links between, I's which 

were horizontally or vertically adjacent are permissible. The flowpaths would 
therefore be totally dependent on the position of a valve spool in relation to its guide, 

which in turn is dictated by the operating status of the specific valve. This can be seen 
from Figure 8.6, in which a representation of the wing sweep control valve for system 
2 is shown in both its sensitive and down positions. It should be noted that the first 

and third columns represent the valve guide which is a cylindrical sleeve which 

remains static, whereas the second column represents the machined valve spool which 

moves up and down in response to command from the pilot: 
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Figure 8.6: Representation of Wing Sweep Control Valve 

010 000 
101=>E 111=>E 
010 000 

D => 111 D => 111 

010 010 
101=>c 11 1=>C 

010 000 

Wing Sweep Control Valve Wing Sweep Control Valve 

State = Sensitive State = Down 

As can be seen in Figure 8.6, when the wing sweep control valve is in the 'sensitive' 

state there is no direct flowpath connecting fluid entering at input D and the two 

possible outputs E or C. Whereas when the spool is moved into the 'Down' state the 
highlighted flowpath from input D to output C is established, activating the wings 
forward command. 

Even using such a simple representation of the structure and behaviour of a spool 
valve, it became apparent that the model would be able to perfonn a diagnostic role. 
By simulating the behaviour of the device when fault assumptions had been 
introduced, it would be possible to compare the device's simulated output with the 

observed erroneous output. If the simulated and observed outputs are sufficiently 

similar then it can be inferred that the introduced fault was the cause of the problem. 

If, for example, after an internal leakage test, a greater than acceptable output of 
hydraulic fluid has been measured at the return port, then the model can be used to 

simulate the conditions under which such a leak might have occurred. If the wing 

sweep control valve is in the sensitive position, then there should be no fluid 

measurable at the return port. If as the result of an actual test on the unit a greater than 

acceptable output has been measured at the return port which is directly linked to 

ports E and C, then fault assumptions will have to be introduced to the model to 

explain this erroneous behaviour. The most likely cause is that one of the seals on the 

guide has broken or is missing, and is therefore acting as a' 1' rather than a '0', as 
shown by the underlined T 1' in Figure 8.7. 
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Figure 8.7: Representation of a Fault 
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This simple representation of both the valve and the behaviour of hydraulic fluid 

within the valve was highly appealing in its simplicity. It was, however recognised 
that the simple binary values did not accurately reflect the structure of a spool valve, 
as certain features of a valve allowed a flow in one direction but not another. For 

example, a passage machined into the valve guide would allow fluid to flow on a 
horizontal but not a vertical direction, therefore it was neither strictly speaking a '0' or 
a T. It therefore became apparent that a more sophisticated set of modelling 
primitives would be required so that specific features of a valve such as seals, holes in 

guides, lands, and solid sections could be distinguished. The transformation of this 
simple representation into a set of primitives which would be capable of modelling 
the structure and behaviour of highly complex spool valves is the subject of the 
following three sections of this chapter. 

8.7.2 Modelling the Structure of a Spool Valve 

The modelling of the hydraulic systems required that both the components 
themselves and any standard features machined or assembled into a component are 

modelled. The most practical way of representing both the components and their 
features was to sub-divide each valve into a matrix of cells, with each cell being 

assigned a component and feature code. Following a thorough analysis of the valve 
schematics and detailed discussions with the development engineers it became 

apparent that a set of just six components would be appropriate, each of which could 
be allocated a code as demonstrated in Table 8.8. 
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Table 8.8: Table of valve components 

Code Component Code Component 

g valve guide t first-stage spool 
interface / port v void area 

s second-stage / main spool x valve block 

Likewise it was necessary to define and encode a set of valve features. Once more 

this exercise could only be undertaken after an analysis of the schematics and 

consultation with the development engineers. Eleven specific valve features were 

identified, but it was necessary to identify uniquely each valve port, so that the model 

accurately reflected the valve schematics. Therefore when it came to encoding the 

valve features it was necessary to reserve the letters a-r, excepting i and o, for valve 

ports. Table 8.9 displays the resultant table of valve features and codes which were 

generated. 

'f'able 8.9: 'f'able of Valve Features 

Cod Feature Code Feature 

a-h reserved for ports w lower block 
i internal passage x solid block 
j-n reserved for ports y land 

o right-hand passage 1 void area 

p-r reserved for ports 2 lower seal 

s upper seal 3 right-hand block 

t left-hand passage 4 left-hand block 

u upper block 

One problem that became apparent when using the two sets of codes to create 

structural representations of the valves, using the valve schematics as a template, was 
that whereas the schematic is a two dimensional representation the physical valves are 
three dimensional devices. Figure 8.10, which provides an example of a schematic 

representation of part of a valve, illustrates the problem. 
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11 Figure 8.10: Schematic Representation of Part or a Spool Valve 11 
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Although the schematic reflects a valve in its open position, it is not clear that fluid is 

able to flow from the input to the output port. In reality, because the valve spool is 

cylindrical, the fluid flows around it rather than through it. Initially three dimensional 

representations were considered but rejected on the grounds that they would be 

difficult to represent symbolically and even harder to represent graphically. After 

much analysis of the schematics a solution to the problem evolved which was highly 

effective yet surprisingly simple. Each spool valve is symmetrical about its vertical 
axis therefore it would be possible to represent its structure and behaviour in two 
dimensions using just one half of a vertical section through the valve, and by 

rearranging all of the valve's ports so that they are on the same side. Figure 8.11 

clearly shows how the input port is connected to the output port in two dimensions. 

11 Figure 8.11: MIDAS Representation of Part of a Spool Valve 11 

An additional benefit of this approach is that it would reduce by 50% the number of 

elements required to represent the structure of each valve. 

Having created the codes and decided upon the scope of the representation, it became 

possible to generate pairs of matrices, represented in Prolog as nested lists, one of 
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which represented the division of a valve into components, the other representing its 

division into features. Figure 8.12 displays the two matrices developed to represent 

the structure of the wing sweep control valve for system two. To interpret the 

structure of the valve it is necessary to decode the matrix elements for a specific 

cell([Row, Column]) for both the valve component and valve features matrices. For 

example, from Figure 8.12 it is possible to conclude that cell [15,4] represents a land 

on the second-stage spool, whilst cell [10,3] represents an internal passage in the 

valves guide. 

Having developed a method for modelling the structure of spool valves within a 

hydraulic system it was possible to develop a structural representation for each spool 

valve within wing sweep system two. At this stage it was hoped that the structure of 

each valve could be validated by the development engineer, but the process of 
decoding each cell within the two matrices and then comparing it with the schematic 

proved to be time-consuming and hence inefficient. It was therefore proposed that the 

validation should be postponed until a suitable graphic representation for the valves 

was developed which would make the process far easier. 

The next step in the development process was therefore to link the set of modelling 

primitives to a set of graphical representations which would ultimately be suitable for 

generating animations of the device's behaviour. Representation of the valve 

components could be accommodated relatively simply by developing the colour 

scheme, shown in Table 8.13, which linked a specific valve component to a standard 

colour. 
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Matrices Representing the Structure of a Valve 

Valve Components Valve Features 

1 2 3 4 5 1 2 3 4 5 

1 i g g v v j o i 1 1 

2 x g g s t x s x i w 

3 x g g s t x 3 u x 3 

4 x g v s t x 3 1 1 3 

5 x g s s t x 3 v x 3 

6 i g s s t h o o i y 

7 x g s s t x 3 2 x 3 

8 x g s s t x 3 1 1 3 

9 x g g s t x s w x 3 

10 i g g s t g 0 i 1 u 

11 x g g s V x 3 x 1 1 

12 x g g s s x 3 x 3 x 

13 i g g s s f s i 3 x 

14 x g g s s x 0 x 3 x 

15 i g g a s e 3 i y x 

16 x g g s s x s x 3 x 

17 i g g s s d o i 3 x 

18 x g g s s x s x 3 x 

19 i g g s s c 0 i y x 

20 x g g s s x s x 3 x 

21 i g g s s b o i 3 x 

22 x g g s s x s x 3 x 

23 x g g s s x 3 x y x 

24 i g g v v a o i 1 1 

Figure 8.12: Valve Structure Matrices for Wing Sweep Control Valve System 2 
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Table 8.13: Colour Coding of Valve Components 

Colour Component 

Solid blue valve guide 
Solid grey first-stage spool 
Solid white interface / port 
Solid white void area 
Solid red second-stage / main spool 
Hatched Blue valve block 

The valve features, however, necessitated the generation of the set of graphic 
representations shown in Figure 8.14. 

Figure 8.14: Graphical Representations of Valve Features 

Solid Block/Lands EFFITE Internal Passage 

ETU7 
Right-hand Passage Left-hand Passage 

Right-hand Block Left-hand Block 

Upper Seal 
-1111 

Lower Seal 

Upper Block Lower Block Hill- 

Void area/Interfaces 

It should be noted that the graphical representations are not to scale but are 
sufficiently realistic to provide a clear illustration of the important features of the 
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spool valves. The graphical and symbolic representations were used to create a 
structural model of each of the valves in wing sweep system no. 2. This required 

modelling not only each of the five valves for system 2, as shown in Figure 8.4, but 

also the wing sweep cock which is connected to the sub-system when the unit is on 

the test rig so that the links to the forward and aft actuators can be isolated. Although 

neither the wing sweep cock nor the wing sweep pressure relief valve are strictly 

speaking spool valves they can still be accurately represented using the previously 
described sets of modelling primitives. 

Having created a symbolic and graphical representation appropriate for modelling the 

structure of the H. L. W. S. C. unit's various spool valves, attention was directed to 

producing a suitable representation of the interconnections between each valve. Every 

spool valve is connected to others via passages machined into the valve block. A 

symbolic representation of such passages was developed by defining a Prolog 

predicate which linked each output port on one valve to an input port on another. The 

general form of predicate, as can be seen from the following example, identified not 
only the valve ports that were to be connected, but also 3 coordinates X, Y and Z 

which specified the route the graphical representation of the passage would take, and 
two further variables which were necessary to represent the current state of a specific 
passage: 

valve_link(Valve_1, Port_1, Valve_2, Port 2, X, Y, Z, FIow, Pressure). 

The roles of the two state variables Flow and Pressure will be fully explained in 

sections 8.7.3 and 8.7.4 respectively. The roles of the three coordinates X, Y and Z 

can be seen Figure 8.15 in which X specifies the distance in pixels the link must travel 
from the first valve before turning down, similarly coordinate Y performs the same 

role for the second valve, whereas coordinate Z is used to specify the distance in 

pixels from the top of the screen the link must descend before moving across the 

screen to the right: 
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Figure 8.15: The Representation of a Passage Between Two Valves 
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Each valve link was graphically represented by building it up from a string of 3*3 

pixel squares, starting at the output port and moving towards the input port. 

The graphical representation of both the valves and their interconnections through 

passageways can be seen in Photograph 8.1, which shows the entire hydraulic circuit 
for wing sweep system two. The screen is divided into three distinct sections with the 
top section reserved for user interface icon buttons and menus, the middle section for 

the graphical representation of the hydraulic sub-system, and the bottom section for a 
set of flow and pressure gauges. The photograph clearly shows how each valve is 

composed of a combination of graphical representations used to identify valve 
features and the colour codings used to highlight valve components. It should be 

noted that whereas the structural representation of the valves and passages shown in 

the photograph reflects the state of the system at the stage being described, the gauges 

and menus were added later after additional functionality had been incorporated into 

the model. 

At this juncture it was necessary to review the system with the development 

engineers to ensure that the structural representation of the valves was accurate and 

acceptable. Although they were highly pleased with the representation it was noted 
that because the representation was static it was difficult to be totally confident until 
the structures were functioning dynamically. 
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8.7.3 The Representation of Fluid Flows 

Having successfully modelled the structure of the valves and their interconnections, 

it was then necessary to model the behaviour of the hydraulic fluid within the system. 
This necessitated the development of two separate flow strategies, the first 

determining the flow of fluid through a passage and the second the now path of fluid 

through a specific valve. A further requirement was the determination of a strategy to 

control the interaction between flows through passages and valves, known as the 

control strategy. Each of the three required strategies is briefly described in the 
following sections: 

8.7.3.1 The Flow of Fluid Through a Passage 

All valve links are initially at atmospheric pressure, as represented graphically by a 

white coloured line. On a signal from the user to Pressurise Unit, high pressure 
hydraulic fluid is released from the supply port, upon which pressurised links are 
sequentially overwritten in green. The way this is achieved is by incrementally 

overwriting each white valve link by a green square, at the end of this process the 

valve_link predicate has its Pressure argument updated to indicate that the valve link 

is now pressurised. 

8.7.3.2 The Flow of Fluid Through a Valve 

The flow of fluid is modelled using a similar mechanism to that used to model the 

structure of a valve in that a matrix is used to represent the cells within a valve that 

are pressurised at any given time. A matrix known as the pressure-list was therefore 

created for each valve, in which each cell could take one of two values, these being a 
'0' to represent atmospheric pressure, and a'1' to represent high pressure. When fluid 

is registered at an input port of a valve it is necessary to determine to which parts of 

the valve the fluid will gain access. This process is undertaken on an incremental 

basis by using flow rules to determine whether the fluid in a given cell can flow to the 
left, the right, above or below. There is a flow rule for each valve feature as the fluid's 

ability to flow is constrained by the features of the valve. Figure 8.16 presents a 
typical example of a flow rule: 
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Figure 8.16: Example of a Flow Rule 

IF Intended-direction is right 
AND Current_valve_feature is Internal Passage 
AND Prospective-valve-feature is neither a Solid Block/Land 

nor a Left-hand Block 

THEN EN Flow is legitimate 

It was necessary to create one such rule for each of the eleven valve features taking 

on the role of current_valve feature, each of which could potentially allow flow in 

one of the four intended directions, giving a total of forty-four rules in all. This 

method for determining the flow of fluid through a valve, although functionally 

successful, proved to be time consuming due to the necessity of performing a list 

membership test during every rule that was fired. A more efficient method was to use 
the above rules to create a set of facts which determined whether a flow from one 
feature to another in a specific direction was legitimate. The facts were added to the 
Prolog database as Clauses in the following general form: 

flow path(Current_feature, Intended direction, Prospective_feature). 

Therefore the clause flow_path(i, left, t) signifies that a flow from an internal passage 
into a left-hand passage in left-wards direction is legitimate. All flows for which a 
predicate does not exist are by default illegal paths. Having identified an efficient 
method of determining the flow of fluid within a valve it became necessary to 

construct a graphical animation of this same process. This proved relatively 
straightforward as the sections of each valve that were initially atmospheric pressure, 
as represented by white shaded areas in Photograph 8.1, could simply be over-written 
in green to represent high pressure fluid. 

8.7.3.3 The Control Strategy 

It was possible to identify two alternative strategies which could be used for 

controlling the modelling of fluid flows, the first being a breadth first strategy, the 
second being depth-first. There follows a brief description of the functionality of 
each: 

Breadth-First: With the breadth-first strategy, upon the selection of the option 
Pressurise Unit, the following steps are used: 
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i) Select each available valve-link emanating from the supply port in turn and 
highlight each to show it has become pressurised, until no further alternatives 

exist. As an integral part of this process the input port to which each valve_link 
is connected is appended to a list of inputs. 

ii) Each input port in the list is selected in turn, and used as the starting point for 

initiating the internal valve flow strategy. If the fluid flow in a specific valve 

culminated in it reaching an output port then that specific port is appended to a 
list of outputs. 

iii) Once each element in the list of input ports has been processed, the lists of 

output ports are used as an input to the first-stage of this process. 

iv) The process of identifying valve-links and internal valve flows continues 

until the fluid can flow no further in the system, or until the system has 

achieved a state of equilibrium. 

Depth-first: With the depth-first strategy, upon the selection of the option Pressurise 

Unit, the following steps are used: 

i) Select the first valve link emanating from the supply port. 

ii) Initiate an internal valve flow from the input port that the valve link reached. 

iii) If the internal flow does not culminate in the attainment of an output port 

then return to the first stage and find an alternative valve link. 

iv) If the internal valve flow does culminate in the attainment of an output port 
then identify the valve link to which it is attached. Continue along this route 

until no further internal valve flow or links can be identified, then return to the 
first stage and find an alternative link. 

v) The process of identifying valve-links and internal valve flows continues 

until the fluid can flow no further in the system, or until the system has 

achieved a state of equilibrium. 

Figure 8.17 clearly shows the differences between these two alternative strategies, 
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with lines representing valve_links, boxes representing valves and numbers indicating 

the ordering of the search strategy: 

Figure 8.17: Comparison of Control Strategies 

Breadth First Depth First 
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Having prototyped the two alternative strategies the depth-first was chosen in 

preference to the breadth-first for the following reasons: 

Speed: The depth-first strategy was substantially faster than the breadth-first 

strategy by a factor of approximately two. This is because Prolog itself is based 

upon a depth-first backward-chaining theorem-proving strategy, and is therefore 

closely attuned to the demands of this application. 

Acceptability: Both the depth-first and breadth-first strategies were thoroughly 

reviewed with representatives of the user community. It was unanimously 

agreed that the depth-first strategy, where a flow emanating from the supply 

port was followed down a specific route until it could progress no further, was 
far easier for the user to follow and understand. 

The resultant representation of fluid flows was demonstrated to the development 

engineers who, though impressed with the animation, noted that limiting the range of 
fluid pressures to either atmospheric or high did not fully reflect the true pressure 

characteristics for hydraulic systems. 

8.7.4 The Representation of Fluid Pressures 

Having established that the chosen two value representation for fluid pressures would 
not be sufficient, the method of representing fluid pressures was reassessed. After 
discussions with the development engineers it was established that the following three 
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broad categories of pressures would be sufficient for categorising hydraulic fluid: 

i) Atmospheric Pressure: The passages and valves within the valve block are 
never totally devoid of hydraulic fluid. When however the supply of fluid is 
disconnected, then the fluid pressure drops to atmospheric. Hydraulic fluid at 

atmospheric pressure is represented graphically, in the MIDAS system, as any 

part of a valve or valve link, where the hydraulic fluid colour is white. 

ii) High Pressure: When the valve block is connected to the fluid supply, then 
high pressure hydraulic fluid at 4000 lb/in2 will flow into accessible parts of the 

system. High pressure fluid is displayed in the graphical representation as any 

portion of the hydraulic system where the fluid colour is green. This is 

obviously an over simplification because in reality the pressure of the fluid will 
drop as it passes through a valve, but it was decided that in the interests of 
clarity all fluid which emanated, and flowed without interruption, from the 

supply port would be represented in green and termed 'high pressure'. An 
indication of how the pressure drops as it progresses through the system can, 
however, be perceived by referring to the pressure gauges. 

iii) Intermediate Pressure: Where 'high pressure' fluid comes into contact with 
a sensitive land, then it will leak across that land until the fluid has risen to 

what is termed intermediate pressure. Having risen to intermediate pressure, 
which is approximately 2000 lb/in2, the leakage will terminate. This leakage is 

a design feature of the H. L. W. S. C. unit and occurs in all situations where a land 

covers a passage without any overlap. Figure 8.18 shows a comparison between 

a sensitive valve and a non-sensitive valve where the lands do overlap. In the 

case of the sensitive valve the fluid enters at high pressure (H. P. ) and leaks 

across the land until the pressure has risen to an intermediate level (I. P. ) of 
approximately 2000 ib/in2. In the case of the non-sensitive valve, however. the 
high pressure is constrained by the land and consequently fluid within the valve 

remains at atmospheric pressure (A. P. ). 
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Figure 8.18: Comparison of Sensitive and Nun-sensitive Lands 

Sensitive Valve Non-sensitive Valve 

Hydraulic fluid at intermediate pressure is represented graphically, in the 
MIDAS system, as any part of a valve or valve link, where the hydraulic fluid 

colour is brown. 

The pressure-list which originally contained cell values of '1' or '0' was consequently 
modified so that cell values of 'ä (atmospheric pressure), 'h'(high pressure) and 
'i (intermediate pressure) were used. 

Photograph 8.2 presents a clear picture of a system in which all three fluid pressures 

exist concurrently, following an activation of the 'Pressurise Unit' command. A flow 

of high pressure hydraulic fluid, represented as a green flow, has been initiated from 

the supply port and has entered directly the control valve (wscv2) through an upper 
port, the interlock valve (wsilv2) and the pressure relief (wsprv2) valve before in each 
case its progress has been halted. A flow of high pressure fluid has also entered the 

control valve (wscv2) through a lower port, following a journey through the flow 

limiter valve (wsflv2). The high pressure fluid that has entered the control valve 
(wscv2) through the lower port, reaches two sensitive lands which it can flow across. 
The flow across the land is at intermediate pressure, represented as a brown flow, and 
subsequently reaches the no-back prevention valve(wsnbpv), the pressure relief valve 
(wsprv2), and the cock (wscock). All passages and portions of valves isolated from 

pressurised fluid remain at atmospheric fluid displayed as white. The photograph also 
displays the flow and pressure gauges which are highly simplified graphical 
representations of actual gauges used on the test rig. This facility allows the user to 
compare the modelled gauges with the actual gauges. 
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8.7.5 Modelling the Behaviour of a Spool Valve 

Because of the dynamic nature of the hydraulic systems, it was necessary to include a 
means of modelling the movement of spool valves, and representing each movement 
graphically. In each of the hydraulic sub-systems, there are numerous different valves 
but all have a certain degree of commonality in that they have a guide which remains 
static and one or more spools which can move with respect to that guide. In practice 
spool valves can be displaced in one of two ways, firstly in response to a mechanical 
or electrical signal from the pilot, and secondly in response to an inflow of hydraulic 
fluid in a constrained chamber. Each of these two types of valve movement is 
described in some detail in the following sections. 

8.7.5.1 Movement in Response to Pilot Signals 

When one of the pilot signals is selected from the menus at the top of the screen, such 
as wing sweep aft or flaps down, a rule is fired that simply links the chosen command 
to a specific valve movement, for example: 

IF <'WSCV2 Aft'Selected> THEN EN <Move First-stage spool down 1 position> 

Having fired the rule, a routine is executed which displaces the relevant valve spool, 
and then a search routine is initiated that determines the effect that the movement has 

on any pressurised fluid within the valve. Both these routines are briefly described 
below. 

The movement of the spool is effected using a suite of purpose-built list processing 
routines which manipulate the matrices of valve features, valve components and fluid 

pressures to reflect the change that has been made to the spool. For example, in Figure 
8.19 the valve components matrices, valve features matrices and graphical 

representation of the wing sweep cock are shown in both the closed and open 
positions. The figure demonstrates the impact that an 'open' command has on the wing 
sweep cock, firstly in terms of modifying the matrices for valve features and valve 
components so that the component (s) and the feature (y) are both moved up one 
position, and subsequently by altering the graphical representation of the valve cock 
so that the valve spool is represented in its elevated position. 
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The determination of the effect of the movement on any pressurised fluid within the 

valve is more complex in that it is necessary to search the matrices of valve features 

and fluid pressures concurrently. This is accomplished using sophisticated list 

processing routines which have been developed especially for the purpose. It should 
be noted that the LPA Prolog programming language is well suited to the performance 

of list processing functions as it has a number of low level routines to process lists, 

which can be built up into quite sophisticated routines. The objective of the search 

routines is to identify either of the following occurrences: 

i) Areas where a cell which is currently at high pressure is adjoining a cell 
which is at atmospheric or intermediate pressure, although their respective 
features indicate that a flow between the two is legitimate. Where such 
occurrences are found a flow of high pressure fluid will be initiated from that 
point. Figure 8.20 shows the wing sweep cock in the closed position with the 
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flow of high pressure (H. P. ) fluid being restricted by the spool valve (S). When 

the spool is moved upwards the search routine will identify that there is now a 
high pressure fluid in an adjacent cell to the atmospheric pressure (A. P. ) fluid 

and initiate a flow of high pressure fluid from that point. 

Figure 8.20: The Effect of Valve Movements on hydraulic Fluid 
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ii) Areas where a cell which is currently at intermediate pressure is adjoining a 
cell which is at atmospheric pressure, although their respective features indicate 

that a flow between the two is legitimate. Where such occurrences are found a 
flow of intermediate pressure fluid will be initiated from that point. 

The movement of a valve spool may not only result in a new fluid flow starting, but 

in many cases the movement may interrupt an existing flow of high or intermediate 

pressure fluid. This occurrence was accommodated by identifying all active output 

ports from the relevant valve and tracing each back through the valve to determine 

whether it was still linked to an input port. If the connection still existed no further 

action was taken, whereas if the flow was discontinued then the high or intermediate 

flow would drain away from the point of discontinuity. 

It was therefore necessary to develop a strategy to deal with the draining of high 

pressure fluid from a valve. After careful analysis it transpired that a derivative of the 
strategy for determining the flow of high pressure fluid through a valve could be used. 
This strategy known as the drainage strategy worked in exactly the same way as the 
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high pressure flow strategy except that from a start point the routine searched for high 

pressure cells and returned them to atmospheric pressure. 

8.7.5.2 Movement in Response to Hydraulic Signals 

Many spool valve movements are initiated in response to a hydraulic signal. For 

example, when the first-stage spool of the wing sweep control valve is displaced from 

the sensitive position in response to a pilot signal, high pressure hydraulic fluid is free 

to flow into a confined chamber, which in turn causes the second-stage spool to move 
in harmony with the first. Another example of valve spool movement in response to a 
hydraulic signal would be the depression of the valve spool in the no-back protection 

valve in response to hydraulic fluid entering via its upper port. 

This process is modelled by having a set of rules which are consulted whenever 
hydraulic fluid has been unable to find an output port within a specific valve. 
Although these rules take on a variety of formats for their antecedents and 
consequents, Figure 8.21 provides a relatively typical example. 

Figure 8.21: Example Rule for Responding to Hydraulic Signals 

IF Valve is Wing Sweep Control Valve - System 2 
AND Port h is pressurised 
AND First-stage spool is in the up position 
AND Second-stage spool is in the down position 
THEN Move second-stage spool to the up position 

Having fired such a rule the process of moving the valve and the consequent 
determination of its effect on any pressurised hydraulic fluid are exactly the same as 
they are for movements in response to pilot signals. In addition to rules which defined 

the movement of a valve in response to a hydraulic signal it was also necessary to 

specify rules to reverse the process. Such rules would accommodate the return of a 
valve spool to its sensitive position when the supply of hydraulic fluid which had 

originally initiated the movement had been disconnected. 

Photograph 8.3 demonstrates the effect of the wings aft command, activated by 
selecting the 'aft' option on the WSCV2 menu, on a valve which was previously in its 
sensitive position. The control valve's (wscv2) first-stage spool, shown in dark grey, 
has moved down one space in response to the command, as compared with its 
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position in Photograph 8.2. This in turn has resulted in the control valve's second- 

stage spool, shown in red, moving down one space, also as compared with its position 
in Photograph 8.2. High pressure fluid, represented as a green flow, is consequently 

free to flow into the upper portions of the pressure relief valve (wsprv2) and through 

the no-back protection valve(wsnbpv) into the wing sweep cock (wscock). In doing so 

areas which were previously represented as brown intermediate pressure fluid in 

Photograph 8.2, are overwritten in green. The brown intermediate pressure fluid in the 

bottom halves of the pressure relief valve(wsprv2) and valve cock (wscock)" in 

Photograph 8.2, have now become disconnected from the intermediate pressure 

source and consequently the fluid drains away, and has reverted to white shaded 

atmospheric pressure fluid. 

User feedback sessions undertaken at this stage generated very positive responses to 

this system. It was agreed that the MIDAS system provided an accurate and highly 

understandable representation of the structure and behaviour of hydraulic systems. 
The prototyping approach really proved its worth at this stage when it was noted by 

members of the user community that although the representation of fluid within the 
hydraulic circuits was appropriate there was no method of knowing whether the 
hydraulic fluid was in a static or a dynamic state. 

8.7.6 The Representation of Dynamic and Static Fluid 

Whenever a hydraulic system is pressurised, high-pressure fluid will flow until it is 

either restricted by the valves or completes a full circuit to the return port. In the case 

of fluid being restricted by a valve, the fluid that was dynamic becomes static. If the 

fluid circulates through the system and establishes an unbroken path to the return port, 

then the path between the supply and return ports will contain dynamic fluid, whereas 

other parts of the system will remain static. To represent successfully the static or 
dynamic states of hydraulic fluids, it was necessary to develop two separate strategies, 

one to cater for valves and another for valve links. The two strategies are fully 

described in the two following sections of this thesis. 

The Detailed Development and 157 
Validation of the MIDAS System 



('holograph 8.3: %1ing Seep Ssslcm 2: Control \ aloe ; 1f1 

The Detailed Development and 158 
Validation of the MIDAS System 



8.7.6.1 Dynamic and Static Fluid Representation in Valves 

When dynamic fluid enters a specific valve it will continue to flow until it is 

constrained by the features of the valve, such as seals or lands, or until it establishes a 
flow path to an output port. In the situation where the fluid is constrained the dynamic 

fluid will be transformed to a static state. In this eventuality it is necessary to 
backtrack through the system, from the point where the flow was terminated, to 

change all dynamic flows into static flows. This process required the development of 

a quite sophisticated search routine that was able to determine whether the static flow 

backtracked to its original source at the supply port or to where it branched from 

another passage. 

If, alternatively, a path between the input port and an output port is established then 

only the fluid that is on a direct path between the ports will remain dynamic, whereas 

other fluid will become static. To satisfy this requirement symbolically it was 
necessary to create a further matrix in the form of a Prolog predicate, known as the 
flow_list, in which each cell could be given a value of 'U to indicate dynamic fluid or 
a '0' to indicate static fluid. The concept of valves having both a dynamic and a static 
element is illustrated in Figure 8.22, which shows the dynamic fluid, represented by 

the dark shading, flowing from an input to an output port, whereas the static fluid 

which is constrained by the valve's features is represented by the lighter shading- 

Figure 8.22: The Representation of Static and Dynamic Fluid 
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The method of determining the flow path of dynamic fluid through a valve proved to 
be one of the more interesting aspects of the system's development. It required that if 

high pressure fluid could flow through a valve from an input port to an output port, 
then a search strategy should be implemented to determine the shortest route between 

the two. Initial search strategies focussed on identifying all possible routes, and then 

evaluating the shortest. This method, however, proved to be incredibly time- 

consuming and an alternative was sought. 

The strategy that was ultimately selected used the valve's pressure_list, which 
indicated which areas of the valve were pressurised, as the basis for implementing a 
heuristic search strategy, which worked backwards from the output to the input port. 
The heuristic search strategy, which was called the minimum remaining distance 

strategy, works as follows: 

i) Determine the cell coordinates ([X, Y]) of the output port in the pressure-list. 
This cell value becomes the current cell. 

ii) The flow path predicates, as used in the initial fluid flows through a valve 
routine, are consulted to determine which cells in the pressure_list directly 

adjoining the current cell are legitimate flow paths. All the identified legitimate 

cells are then appended to a list. 

iii) Taking each cell in the list in turn (referred to as the current cell), calculate 
how far away it is from the input port (referred to as the destination cell). This 

is accomplished using the following routine: 

X, =X coordinate value of the destination cell 
Y1 =Y coordinate value of the destination cell 
XC =X coordinate value of the current cell 
YC =Y coordinate value of the current cell 
Errorx = Xi - Xc 

Errory = Yl - YC 

Effort = Absolute value of (Errors + Error) 

iv) Select the cell whose total error (Effort) is the minimum, i. e. the current cell 
which is nearest to destination cell, and make that the new current cell. Return 
to step ii in the strategy, unless the new current cell is the destination cell. 

The Detailed Development and 160 
Validation of the MIDAS System 



A series of tests was conducted on the minimum remaining distance strategy, and it 

was established that although the routine was generally successful, the two following 

enhancements were required to improve its performance: 

i) Firstly it was quite possible for the strategy to identify two current cells with 
the same Effort value, in which case the first cell in the list of legitimate cells 

would be chosen. If the selected cell should fail to result in a path being 

established to the destination cell then it is necessary to backtrack through the 

procedure to the point where the two current cells were identified, select the 

second cell and recommence the strategy from that point. 

ii) The search strategy would often come to a dead end by choosing a route into 

a cell which is a seal and therefore impassable. It was therefore necessary to 
introduce a general rule which stated that seals for this purpose are not 
legitimate cells. 

Having identified the shortest route through the pressurised fluid, and hence 

distinguished the dynamic fluid from the static fluid, the flow-list predicate is 

updated with all the dynamic cells being given a value of T. This predicate is then 

used to redraw the fluid flows, with the dynamic flows being represented graphically 

as bright green, whereas the static flows are represented as standard green. 

8.7.6.2 Dynamic and Static Fluid Representation in Valve Links 

In contrast to the valves, each valve link can only have a status of either dynamic or 

static at any given time. This is represented in the system by updating the Flow 

argument in the valve_link predicate, with a value of '0' indicating a static fluid and a 

value of'! ' for a dynamic flow. 

Photograph 8.4 clearly shows the distinction between the dynamic and static fluid, 

where dynamic fluid is represented by a bright green flow, whereas static fluid is 

portrayed as standard green. For example, the flow limiter valve (wsflv2) has just one 
dynamic flow entering and passing through it, yet much of the fluid within the valve 
is high pressure yet static. The wing sweep control valve (wscv2), on the other hand, 

has two flows coming into it, one of which is static, and the other of which passes 

straight through it. As a supplement to the contrasting colours of the dynamic and 
static flows, it should be noted that the flow gauges at the bottom of the screen 
indicate the dynamic or static status of fluid at key points in the system. 
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8.7.7 The Diagnosis of Internal Leaks 

Having successfully modelled the structure and functionality of the hydraulic 

circuitry of the H. L. W. S. C. unit, attention could be turned to the diagnosis of internal 

leaks. After detailed discussions with the development engineers, it became apparent 
that the most common cause of internal leaks is where high pressure fluid can leak 

across a seal or a land, either because the seal or land themselves are faulty, or 
because there is a score in the adjoining bore. Such leaks are highlighted as the result 

of internal leakage tests, where the hydraulic circuits are pressurised under a variety 

of operating conditions, and the flow of hydraulic fluid at either return port or the 

valve cock is measured. If the flow of fluid at the return port exceeds a rate of half a 
litre per minute, then an internal leakage is confirmed. 

Given that internal leaks were indicated by an excessive flow of fluid at the return 

port or at the system's valve cock, and always sited at a land or a seal, one method of 
diagnosis immediately became apparent. This was to take, in turn, each seal or land 

that was under pressure from hydraulic fluid, and temporally change its valve feature 

to right-hand block, which allowed a flow of fluid. Having made this change to the 

structure of the valve it was possible to re-run the simulation and see whether it 

resulted in a flow of fluid at the return port and could therefore be considered a 
candidate fault. Although this method proved effective, it became apparent, after 
thorough prototyping, that undertaking a separate simulation for every possible seal 

and land was incredibly time-consuming and therefore grossly inefficient. 

After much careful analysis of the problem, however, a more appropriate method was 
identified. It necessitated creating a new type of a fluid flow, known as a 'leakage 

flow', which started from the return port and spread out through the system. 
Consequently this procedure identified all the areas of the system that were directly 

connected to the return port, and were therefore potential leakage paths. It was then 

necessary to create an algorithm which searched the structural representation of a 

specific system to identify all occurrences of a high pressure fluid which was 

separated from a leakage flow by only a land or a seal. Each of these occurrences was 

appended to the candidate set of potential faults. Having generated and displayed the 

candidate set of faults, the user can select the 'Refresh Screen' option in order to erase 
the highlighted faults and return the leak paths to atmospheric pressure. This facility 

allows the user to continue with their testing session without having to reinitiallise the 
system. 
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A graphical representation of the fault diagnosis process can be seen in Photograph 
8.5, which features wing sweep system 2 with the control valve aft, the valve cock 
closed and the interlock valve in the flaps position. The photograph shows high 

pressure fluid in green, potential leakage flows in blue, and all the lands and seals 

which are potential sites for a candidate fault are highlighted in bright pink. The 

unique alphabetical identification for every port is added to the screen so that the user 
is able to relate potential leaks to a pair of ports, and the user can relate the screen 

representation to the physical schematic. The selection of the location at which the 

leak has been identified, is controlled using the icon buttons in the top right-hand 

comer of the screen. In this example the leak was detected at the return port. The 

purpose of the 'Create Evokes' icon button is fully explained in section 9.4 of this 

thesis. 

8.7.8 The Explanation of Faults 

One of the original requirements of the system which was regularly echoed by 

members of the user community was for a facility to provide a graphical explanation 
of a specific fault. If, for example, after a fitter has stripped down the wing sweep 
control valve it is established that a specific seal has perished, then the fitter may be 
interested to explore why the failure of that seal should result in an internal leak under 
a given set of operating conditions. Alternatively, for training purposes, the 
explanation facility will be able to clearly demonstrate to novice users the relationship 
between a test result and a specific fault. 

The method of providing this facility was to allow the user to use the mouse to select 
a specific candidate fault, that is any land or seal highlighted in pink, and for the 

model to determine why its failure should result in the internal leak. Having chosen a 
fault, the system would institute a sophisticated search strategy which firstly 
identified the shortest route from the fault to the supply port, and then likewise 

determined the shortest route to the return port. The entire route from the supply to 
the return port through the selected fault is subsequently highlighted in yellow. 
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Photograph 8.5: Wing Seep System ? Displaying; the Fault Diagnosis Facilities 
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Photograph 8.6 shows that the user has selected the 'Explain Fault' facility, at which 
point they are asked to select one of the highlighted faults using the mouse. In this 

example a seal in the control valve (wsprv2) has been selected and the source of high 

pressure has been traced back through port 'b' to the high pressure supply. The path of 
the leak is traced forward through port 'a and the no-back protection valve (wsnbpv) 

to the return port, at which stage the entire path is highlighted in yellow. The 'Undo 

Explain' icon button allows the user to request the removal of the yellow flow path so 
that alternative options can be selected. 

8.7.9 The Introduction of Compiled Flowpaths 

Having successfully developed a model-based system which incorporated all of the 
functionality as specified by the requirements at the outset, it was possible to 

undertake a series of detailed appraisals with members of the user community. There 

was one message that came back far stronger than any others and this was the need to 
improve the speed of the system. Whilst it was recognised that for some users it might 
be highly desirable to have a system which operated slowly so that they could take in 

the behaviour of the device, for others wishing to review a range of diagnostic options 
its slowness proved to be a handicap. Research indicated that it was the discovery of a 
flow path through a valve which was by far the most time-consuming operation, and 
hence the area that needed to be addressed. 

Unfortunately an intensive re-appraisal of the code had only a limited impact on the 

speed of the system and an alternative strategy was required. The method that 

ultimately proved successful was to introduce a strategy whereby flow paths through 

a valve were compiled only once and then saved for future use rather than being 

interactively generated each time a fluid flowed into a valve. This process 

necessitated the creation of two different versions of the system kept in the two 
following separate directories: 

i) The COMPILER directory: This contains all of the software necessary to 

compile the flowpaths. This is accomplished by running simulations under a 
specific set of operating conditions and then saving the details of the flowpaths 

to a data file. There are compiled flowpaths for all categories of fluid pressure, 
and additionally compiled flowpaths for the leakage flows used in the 
diagnostic processes. Each compiled flowpath is indexed with reference to the 
valve and the cell coordinate at which the flow originates, and contains details 
of all the valve cells through which the fluid will flow. 
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Photograph 8.6: Wing Seep System 2 Displaying the Explanatory Facilities 
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ii) The COMPILED directory: This directory contains all the software 

required to perform simulations and animations using the compiled flowpaths. 

When a simulation is being run and hydraulic fluid enters a valve at a specific 

port, the flowpaths data file will be consulted and the relevant flowpath for the 

specified valve and port will be located. The flowpath details will then be used 
to; graphically represent the flow of hydraulic fluid through the valve; and 

update all the relevant valve matrices. 

The pre-compilation of flowpaths was thoroughly tested and proved to be over 50% 

faster than the original version of the software. An additional benefit of pre-compiling 

the flowpaths was that it allowed a further facility to be built into the system, in that 

users could specify the speed at which they wished the generation of a fluid flow 

through a valve to be displayed on a range of fast, medium or slow. 

8.8 Validation of the MIDAS System 

The development of MIDAS, as has been related in the previous section, necessitated 
the incorporation of numerous enhancements and revisions before the original model 
had been transformed through the prototyping process into a system which was 

acceptable to the developer, the engineers and potential users. The decisions to 
introduce an enhancement were normally taken as the result of the regular review 

sessions with members of the H. L. W. S. C. unit development engineering team, who 

provided much technical assistance and many useful suggestions. In addition to the 

review sessions producing feedback and suggestions which led to the introduction of 

enhancements, they also provided an excellent forum for validating the model. As has 

been related in section 8.7 of this thesis, experienced development engineers were 

asked to validate the model after every major update, and consequently the model had 

been substantially validated during the development period. 

Before, however, the MIDAS system could be confidently implemented on the 

shopfloor, it was necessary to undertake a further validation to be completely sure of 
its accuracy and integrity. The teen validation, rather than evaluation, has been 

deliberately chosen because the primary objective of this exercise was to ensure the 

accuracy of the knowledge encoded in the MIDAS system. The validation was 

conducted primarily in three ways; firstly MIDAS was used to simulate all internal 

leakages and the results were compared with DIPLOMA's evokes relations for 
internal leakages; then by conducting a thorough review of the complete system with 
members of the development engineering team; and finally by undertaking acceptance 
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testing with potential end-users to ensure the acceptability and robustness of the 

system. The three validation strategies are described in more detail in the following 

sections. 

8.8.1 Validation by Comparison 

As was described in section 4.5.3 of this thesis, the fault diagnosis facility in the 
DIPLOMA system was supported using evokes relations which linked a symptom to a 

set of candidate faults. The evokes relations for internal leakages relate an 'out of 

specification' test result to a set of valves, whose malfunction could have been 

responsible for the internal leakage. Although the evokes relations for internal 

leakages had been specified at a valve level, it had been necessary to identify and 
document specific leak paths from an input port to an output port when the evokes 

relations had been originally created. Figure 8.23 provides an example of the details 

encoded in the evokes relations for internal leakages. 

Figure 8.23: Example of Evokes Relations for an Internal Leakage 

Test No.: A. 3.2.4(a) Test Name: Stalled Leakage Test 
System: Win g Sweep 2 Test Condition: Wing Sweep Forward 
Fault Type: Internal Leakage 

Failure Condition: Leak rate at return port > 0.5 litres per minute 

Valve Control Control Interlock Interlock 

Leak Path D-B D-F D-C D-F 

Test fass -5 -5 -5 -5 
Test Fail +3 +3 +3 +3 

For each leak path that is a candidate fault when a specific test fails, there is a 

requirement for an evokes relation with an evokes rating of +3. Conversely for each 
leak path that can be eliminated as a candidate fault if the test passes, an evokes 

relation with an evokes rating of -5 is created. In practice this means that for every 

evokes relation with a rating of +3 for a test failure, there will be a matching evokes 

relation entry with a rating of -5 for the same test passing. If no evidence is available 

either to support or reject a leak path as a candidate fault then no evokes relation entry 
will be created. 

The details encoded in the evokes relations for internal leakages proved to be highly 
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useful as it was possible to use it to validate the MIDAS system. This entailed running 

a MIDAS simulation under each specific set of test conditions, and then comparing 

the results provided by MIDAS to those in the evokes relations. The aim of the 

exercise was to note any discrepancies between MIDAS and the evokes relations and 

then refer to a development engineer to decide which was correct. The benefits of this 

approach were twofold, in that not only was the MIDAS system further validated, but 

also the accuracy and integrity of DIPLOMA's internal leakage diagnosis were 

validated. 

Though time-consuming, the validation exercise proved to be highly worthwhile, in 

that a number of discrepancies were detected. The discrepancies fell into one of the 
following two groups: 

i) Leak path identification discrepancies: The most common type of 
discrepancy between the MIDAS and DIPLOMA systems was relatively trivial 
in that both systems had identified the same leak path but it had labelled them 
differently. 

ii) Missing or superfluous leak paths: These discrepancies between the two 

systems were of a far more serious nature, and in total 31 discrepancies were 
identified. Each was carefully analysed and where necessary a development 

engineer was invited to decide which system was correct. It transpired that in all 
31 instances, where there was a superfluous or missing evokes relation, the 
MIDAS system was correct. That such a number of inaccuracies should have 

occurred, provides a clear indication of the level of difficulty involved in 

compiling evokes relations working from engineering schematics, which 

provide only a static representation of the hydraulic systems. Table 8.24 

presents the details of all the 31 discrepancies identified. In Table 8.24 the 

column headed 'Modification' refers to the operation that was performed on the 

evokes relations database to rectify it. 

This validation exercise was undoubtedly worthwhile, as not only did it confirm the 

accuracy of the MIDAS system, but it also uncovered some potentially damaging 

inconsistencies in DIPLOMA's evokes relations. 
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Test System Valve Leak Path Modification 

A. 3.2.2(b) Wing Sweep 1 Control H-J Add 
A. 3.2.2(b) Wing Sweep 1 Control H-G Add 
A. 3.2.2(b) Wing Sweep 1 Pressure Relief B-A Add 

A. 3.2.3(a) Wing Sweep 2 Interlock H-A Add 
A. 3.2.4(a) Wing Sweep 2 No-back Protection A-B Delete 

A. 3.2.4(a) Wing Sweep 2 No-back Protection C-D Delete 

A. 3.2.4(a) Wing Sweep 2 Interlock H-A Add 
A. 3.2.4(b) Wing Sweep 2 Control H-G Add 
A. 3.2.4(b) Wing Sweep 2 Control H-J Add 
A. 3.2.4(b) Wing Sweep 2 Flow Limiter B-C Add 
A. 3.2,4(b) Wing Sweep 2 No-back Protection A-B Add 

A. 3.2.4(b) Wing Sweep 2 Pressure Relief B-A Add 
A. 3.2.4(b) Wing Sweep 2 Pressure Relief B-C Add 
A. 3.2.4(c) Wing Sweep 2 Interlock H-A Add 
A. 3.2.5(a) Wing Sweep 2 Interlock II-J Delete 
A. 3.2.1(b) Flaps 1 Interlock E-F Delete 

A. 3.2.1(b) Flaps 1 Interlock D-C Delete 
A. 3.2.2(a) Flaps 1 Interlock E-F Delete 
A. 3.2.2(a) Flaps 1 Interlock E-D Delete 
A. 3.2.2(a) Flaps 1 Control B-C Add 

A. 3.2.2(c) Flaps 1 Control B-C Add 
A. 3.2.4(a) Flaps 2 Interlock J-H Delete 
A. 3.2.4(a) Flaps 2 Interlock J-A Delete 

A. 3.2.4(b) Flaps 2 Interlock J-A Delete 
A. 3.2.4(c) Flaps 2 Pressure Relief B-C Delete 
A. 3.2.4(c) Flaps 2 Pressure Relief A-C Delete 

A. 3.2.4(c) Flaps 2 Control R-P Delete 
A. 3.2.4(c) Flaps 2 Interlock J-H Add 
A. 3.2.2(c) Slats 1 Control Q-R Add 
A. 3.2.4(a) Slats 2 Control C-B Add 

Table 8.24: Discrepancies Between Evokes Relations and MIDAS Simulations 
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8.8.2 Validation by Review 

The second stage in the validation process required that each of the six individual 
hydraulic sub-systems be systematically reviewed in the presence of a development 

engineer. Consequently a simulation was performed which demonstrated the 
functionality of the system under its full range of operating conditions. During each 

simulation the development engineer would pay particular attention to the following 

aspects of the system: 

Valve movement: The movement of each valve in response to a hydraulic or 
pilot initiated signal was carefully scrutinised to ensure that the valve spool 

moved the correct distance and that the effect of the movement on the hydraulic 
fluid within the valve was appropriate. 

Fluid flows and pressures: The state of the hydraulic fluid in all areas of the 
system was reviewed to ensure that the fluid was at an appropriate flow rate and 
pressure. 

Gauge readings: The readings shown on all the gauges where checked to 

ensure the correct pressures and flow rates were being provided. 

Perhaps most importantly, the development engineer guaranteed that each model 
accurately reflected the functionality of the actual hydraulic sub-system it was 

representing. To ensure the integrity of the validation, the sequencing of commands 

was left to the discretion of the engineer. Additionally each sub-system's fault 

diagnosis and explanation facilities were thoroughly validated. This necessitated 

simulating the entire testing procedure for internal leakages. As each test was 

simulated, the engineer would pay particular attention to the following two aspects of 
the system: 

Fault diagnosis: Each set of candidate faults generated by the MIDAS system 

was thoroughly reviewed to ensure that it was accurate. The development 

engineer would also check to ensure that there were no potential faults missing 
from the highlighted set. 

Fault explanation: For every fault that was identified an explanation would be 
requested to ensure that each highlighted flowpath explaining a fault was 
accurate. 
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At the end of this second validation process it was becoming clear that the MIDAS 
system was highly accurate, but further testing was required to ensure the 
acceptability and robustness of the system. 

8.8.3 Acceptance Testing 

To ensure the acceptability and robustness of the MIDAS system it was decided to 

allow an end-user working with a member of the systems development team, not 
involved in the development of MIDAS, to perform some acceptance testing. Their 
brief was to explore the functionality of the system almost on a random basis to 

ensure that the system would not 'crash' if, for example, the same option was selected 
three times consecutively, and to make notes as to the acceptability of the user 
interface. There were no pre-defined rules as to the range or the ordering of the 
functions they might choose. They were consequently free to select commands from 
the menus at the top of the screen as they pleased. A typical user acceptance testing 
session, run on wing sweep system two is provided in Figure 8.25. 

Figure 8.25: Example of an Acceptance Testing Session 

No. Menu / Icon Option No. Menu/Icon Option 

1 Pressurise Unit 16 WSCV2 snv 
2 WSCV2 for 17 Diagnose Faults 
3 Diagnose Faults 18 Leak Detected at Fwd Port 
4 Leak Detected at Return 19 Refresh Screen 

5 Explain Fault 20 WSCV2 aft 
6 Undo Explain 21 WSILV flap 
7 Refresh Screen 22 Diagnose Faults 
8 Refresh Screen 23 Leak Detected at Return 

9 WSILV asym. 24 Explain Fault 
10 WSILV non 25 Undo Explain 

11 WSCOCK open 26 Refresh Screen 

12 WSCOCK clse 27 WSCV2 aft 
13 WSCOCK open 28 WSCV2 snv 
14 WSCOCK clse 29 WSCV2 for 
15 WSCOCK clse 30 Quit 

The acceptance testing resulted in a number of minor enhancements being made to 
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the system, such as the provision of the ready / busy labels and the introduction of a 
facility to pause an animation, but most importantly it provided extra evidence that 
the MIDAS system was effective and robust and that its user interface was highly 

acceptable to members of the user community. 

8.9 Discussion 

The major conclusion that can be drawn from the work described in this chapter is 

that it is possible to develop a highly flexible and effective model which can be used 
to perform simulations and animations of the behaviour of a highly complex hydraulic 

systems. A review of research relating to the application of model-based techniques to 

the representation and simulation of hydraulic systems, had shown that in all previous 

applications the valves had a single input and a single output, and consequently their 
behaviour could be modelled using either simple rules or mathematical equations to 
link the two. As the spool valves used in hydraulic control units typically have 

numerous inputs and outputs it became clear that a novel means of representing the 

structure and behaviour of such valves would need to be derived if the development 

of a model-based approach was going to succeed. 

The modelling techniques developed to model the structure and component 
behaviour of hydraulic systems are highly innovative, in that they are based upon 
defining a set of generic valve features and valve components which are combined to 

represent the structure of spool valves. When these structural representations are used 
in conjunction with separate sets of rules which describe the behaviour of the valves, 

and the behaviour of the hydraulic fluid within valves, they provide a highly powerful 

modelling tool which enables simulations to be performed on a complete hydraulic 

system to determine its behaviour. 

The symbolic representations were linked to a set of graphical representations which 

enabled both the user and the developer access to a highly understandable animation 

of the behaviour of a specific circuit. It is perhaps the animation facilities which make 
the MIDAS system intrinsically different from other model-based representations of 
hydraulic circuits, and the response from users and experts reviewing prototypes has 

suggested that it is the animation which generates most of the enthusiasm about the 

system. 

LPA Prolog has proved to be a highly suitable tool for the development of the 
MIDAS system. Not only was it highly effective for representing knowledge, 

The Detailed Development and 174 
Validation of the MIDAS System 



searching knowledge-bases, and graphically representing the structure and behaviour 

of hydraulic systems, but additionally, its ability to search and manipulate matrices 

made up of lists was invaluable. For example, it facilitated the development of the 

sophisticated list processing functions required to execute the movement of valves 

and to determine the effect of valve movements. 

In developing the modelling techniques used in the MIDAS system a number of 
interesting technical research issues were explored, from which the following 

conclusions can be drawn: 

i) The problem of representing a three dimensional object such as a spool valves 
in two dimensions can, in the case of spool valves, be overcome by using just 

one half of a vertical section through the valve, and by rearranging all of the 

ports so that they are on the same side. 

ii) When generating flowpaths in the hydraulic system it is better to adopt a 
depth first rather than breadth first search strategy, as this strategy proved to be 
the faster and more acceptable to users. 

iii) It is far easier to understand the functionality of a hydraulic system if static 
and hydraulic fluid can be distinguished. In order to accommodate this an 
interesting heuristic search strategy, known as the minimum remaining distance 

strategy, was developed to establish the areas of a valve in which hydraulic 
fluid was flowing. 

Interactive fault diagnosis and explanation facilities have been incorporated into the 

model, which aid in the diagnosis and understanding of internal leakages. The most 
important feature of the diagnostic strategy is that it is totally generic and can be used 
on any MIDAS application without the need to pre-enumerate internal leakages. As 
internal leakages are by far the most difficult type of fault to diagnose it was 

appropriate to concentrate on this one aspect of fault diagnosis. It would, however, be 
interesting to enhance the model at some time in the future to attempt the diagnosis of 
other faults such as valve spools sticking. 

The MIDAS system, in common with many model-based systems, suffered from 
lengthy response times while a simulation was being performed. It has been 
demonstrated that the development of a compiled version of the flow paths 
successfully overcame this problem. The technique of compiling simulations and 
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animations can probably be applied to other model-based systems which suffer from 

problems with response times. It should, however, be noted that there may be some 
applications where it is not possible to pre-enumerate all the possible states under 

which simulations may be requested. In such circumstances it may be possible to 

compile the most commonly occurring outcomes, and allow the system to 
interactively simulate all others. 

The detailed validation exercise has ensured that the MIDAS system accurately 

reflects the functionality of the H. L. W. S. C. unit's hydraulic sub-systems, and provides 

an accurate diagnosis of internal leakages. The validation by comparison exercise 

proved to be especially useful in that it identified a number of inaccuracies in the 

evokes relations for internal leakages, and in doing so has made a significant 

contribution to the accuracy and integrity of the DIPLOMA system. It has been 

demonstrated that model-based systems, in common with all other forms of 
knowledge-based systems, need to be thoroughly and systematically validated, using 

a variety of techniques, to ensure their accuracy and reliability. 

The prototyping approach proved highly effective for the development of the MIDAS 

system, in that it allowed different search and representation strategies to be explored 
in detail, and ensured that the ideas and knowledge of highly experienced 
development engineers were reflected in the end product. It should also be noted that 

without the enthusiastic cooperation of the engineers it would have been practically 
impossible to develop the MIDAS system. 

The resultant system was ready for interfacing with the DIPLOMA system, after 

which it would undergo a thorough evaluation to ensure that it fully met the user's 

requirements. Additionally it was necessary to apply the MIDAS approach to 

modelling and simulation to another product, to prove that the system was adaptable 

and not product dependent. The adaptation and evaluation of the MIDAS system are 
fully discussed in Chapters 9 and 10 of this thesis respectively. 
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Chapter 9 
The Adaptation of the 

MIDAS System 

9.1 Introduction 

In order for the MIDAS system to be of lasting benefit, it was necessary to ensure that 
it can be easily adapted to provide diagnostic, explanatory and training facilities to 
devices other than the H. L. W. S. C. unit. This chapter, therefore, firstly demonstrates 

how the system can be easily adapted for use on other hydraulic devices, and 

additionally shows how a methodology for adaptation has been derived. Furthermore, 

it is demonstrated how the MIDAS system can be used to automatically generate 

evokes relations for internal leakages, which can be used on new applications of the 
DIPLOMA system. 

9.2 Applying the MIDAS Approach to an Alternative Device 

Having successfully created a technique for modelling the structure and behaviour of 
the H. L. W. S. C. unit, it was decided to apply the same techniques to another device, to 

ensure the flexibility of the approach. After detailed discussions with members of the 

product engineering team at the Lucas Aerospace factory at Fordhouses the decision 

was taken to model the hydraulic sub-system of a thrust reverser hydraulic control 

unit used in many commercial airliners. The device was chosen because it had a 

sufficiently complex hydraulic system, to make it a worthwhile application, and 
because it was a common product the engineers were keen to have a dynamic model 

of it. 

9.2.1. The Thrust Reverser 

The thrust reverser is a device used on all major types of jet-powered aeroplane to act 

as a braking device on the jet engines when the plane is coming in to land. On receipt 

of an electronic signal from the pilot, the hydraulic control unit sends a hydraulic 

signal to an actuator which deploys the thrust reverser. The thrust reverser operates by 

redirecting the flow of exhaust gases from its standard outlet at the rear of the engine 
to sets of forward-facing louvres on the side of the engine. Lucas Aerospace Ltd 

currently produces five different thrust reversers for use in commercial airliners, all of 
which are variations of the hydraulic control unit shown in Figure 9.1. 
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Figure 9.1: Schematic for Hydraulic Control Unit or the Trust Reverser 
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The hydraulic sub-system comprises an isolation solenoid valve and a deploy 

solenoid valve, and an isolation control valve and a direction control valve. When 
both solenoids are de-energised the actuator is in the 'stowed' position i. e. the thrust 

reverser is not deployed. Energisation of the isolation solenoid displaces the isolation 

valve which redirects hydraulic fluid, at a pressure of 3000 lb/in2, through the 
direction control valve to the rod end of the actuator which retains the actuator in its 

stow position. Energisation of the deploy solenoid displaces the direction control 

valve which ports hydraulic fluid to both the head end, as well as the rod end, of the 

actuator. As the piston at the head end has a larger surface area than the piston at the 

rod end the actuator moves from the stow position and the thrust reverser is deployed. 

9.2.2 Modelling the Thrust Reverser 

Having chosen the device to be modelled, it was necessary to obtain a suitable set of 
hydraulic schematics for the complete hydraulic system and each of the valves to be 

modelled. The schematics were thoroughly reviewed with an experienced 
development engineer so that a detailed understanding of the functionality of the 
hydraulic control unit could be acquired. From this review it was established that the 

modelling primitives used to represent the structure and component behaviour of the 
H. L. W. S. C. unit's hydraulic sub-systems would be appropriate for the thrust reverser 
hydraulic control unit. 

Throughout the development process a diary was kept so that a preliminary 

methodology for adapting the MIDAS approach could be derived. As the adaptation 

methodology is fully presented in the following section of this thesis, this section 

concentrates purely on aspects of the development process where the thrust reverser 

required a different approach to that of the H. L. W. S. C. unit. In practice it was found 

that the methods used for modelling the H. L. W. S. C. unit were almost wholly 

appropriate for the hydraulic control unit of the thrust reverser. The only exception 

was with regard to the modelling of the displacement of valves in response to 
hydraulic signals. 

The movements of valves, in the hydraulic sub-systems of the H. L. W. S. C. unit, 

which are in response to a hydraulic signal always occur when hydraulic fluid meets 
the end of a spool in a confined section of the guide and so causes the spool to be 
displaced. The direction control valve in the hydraulic control unit of the thrust 
reverser, however, is displaced when high pressure hydraulic fluid exerts downward 

pressure on the spool but then flows immediately away through an outlet port. The 
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difference in behaviour is illustrated in Figure 9.2, which demonstrates how a spool 
valve typically moves in response to a hydraulic signal, compared with the behaviour 

of the direction control valve. In the typical case hydraulic fluid flows in through a 

single port and forces the spool downwards, whereas in the case of the direction 

control valve the fluid flows in, forces the valve down and then continues to flow 

through an outlet port. 

Figure 9.2: Valve Movement in Response to hydraulic Signals II 

Typical Spool Valve I Direction Control Valve 

ýHfH 
--iFa 

This modification was incorporated by developing a variation of the standard rules 

that specify valve movements, and the modified rules differ only in that they are fired 

when hydraulic fluid is leaving the valve rather than when hydraulic fluid is 

constrained by a valve. 

The application of the MIDAS approach to the modelling of the hydraulic control 

unit of the thrust reverser had necessitated a number of meetings with experienced 

engineers, during which the functionality of the hydraulic control unit was discussed 

and preliminary models were reviewed. Although such review sessions had gone a 
long way to ensuring the accuracy of the application, it was still necessary to conduct 

a systematic validation of the model once it was completed. This was accomplished 
by undertaking a complete review of the system with an experienced engineer to 

ensure that fluid flows and pressures, valve movements, gauge readings and the 
diagnosis of faults were valid under all combinations of operating conditions. 
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The review confirmed the accuracy of the resultant model, a graphical representation 
of which can be seen in Photograph 9.1. It should be noted that when the unit is on the 
test rig, the lines to both the head and rod ends of the actuator are metered through 

separate cocks. 

9.3 The Derivation of a Methodology for Creating New Applications. 

The experience that has been gained firstly from the modelling of the H. L. W. S. C. 

unit's hydraulic sub-systems and then from applying the same modelling concepts to 

the thrust reverser hydraulic control unit has allowed the following methodology for 

creating new applications to be developed: 

9.3.1 Selection of Suitable Application Area 

Although the MIDAS system's software has been designed to be as adaptable as 
possible, it is only appropriate for modelling a certain class of devices. Perhaps, 

therefore, the most important task before creating a new application is to ensure that a 
suitable device is chosen. From the experience that has been gained during this 

research project, the following criteria for device selection have been derived: 

i) Availability of hydraulic system: The proposed device must have a 
substantial hydraulic element. Any device which has a hydraulic system 
composed of spool valves is potentially a worthwhile application. 

ii) Complexity of hydraulic system: The hydraulic system that is to be 

modelled must be relatively complex if the application is to be worthwhile. As a 
rule of thumb any hydraulic system which has interlock or isolation valves, and 
more than twelve interconnections between valves, will be sufficiently 
complex. 

iii) Incidence of internal leakages: The real benefit of the MIDAS approach is 

realised when it is applied to hydraulic systems where there is a high incidence 

of internal leakages. Although the MIDAS system may be of some benefit if 

there are few internal leakages, as it can be used for training purposes, it is more 
suited to devices where internal leakages are difficult to diagnose. If, therefore, 
internal leakages occur which require the attention of a specialist engineer then 
the application is very probably worthwhile. 
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iv) Availability of schematics to define the structure: In order to create 
symbolic representations of the hydraulic system being modelled it is necessary 
to have access to schematic representations of all the individual valves (for 

example Figure 9.3), and a hydraulic schematic for the complete system (see 

Figure 9.1). It is also advantageous if there is an experienced engineer available 
to resolve any difficulties that might arise in interpreting the schematics. 

v) Availability of expert to explain the behaviour: The behaviour of 
hydraulic fluid is common to all applications, and is encoded in a suite of 
Prolog routines which are generally available. The behaviour of specific valves 

within a system is, however, dependent on the functionality of the system being 

modelled. As this behaviour is not generally documented, it is necessary to find 

a willing expert who can explain the behaviour. The expert will be able to 

explain what causes a valve to move, how far it will move, and what the result 

of that movement will be. 

vi) Associated development of a DIPLOMA application: The MIDAS system 
has been designed so that it can function either in conjunction with the 
DIPLOMA system or independently. The application of the MIDAS system to 
the modelling of the hydraulic control unit of the thrust reverser has 
demonstrated that stand alone applications can be successfully developed. 

Although there are many benefits to be gained from such stand alone 

applications, it should be noted that the MIDAS system's ability to 

automatically generate evokes, as described in section 9.4 of this thesis, means 

that it is likely to provide greater benefits when working in conjunction with the 
DIPLOMA system. 

If the majority of the above criteria can be satisfied then it may very well be worth 

creating a new application of the MIDAS system. As most of the actuators produced 
by the Actuation Division of the Lucas Aerospace Factory at Fordhouses are 

controlled by complex hydraulic control units, there are many potential applications, 
just at this one factory. 
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9.3.2 Initialisation of System 

Before the structure or behaviour of the hydraulic system being modelled can be 
defined, it is necessary to undertake some preliminary system creation tasks. The first 

task that needs to be undertaken is to decide on what basis the complete hydraulic 

system should be divided into sub-systems. For example, in the case of the thrust 

reverser hydraulic control unit, as the hydraulic system was relatively small, there was 

no need to sub-divide it. Alternatively in the case of the H. L. W. S. C. unit the complete 
hydraulic system was sub-divided into six independent sub-systems. Additional tasks 

that need to be undertaken at this stage are presented as follows: 

i) Create a new working directory for the application. 

ii) Ensure a copy of the application master file (inaster. dec) is in the working 
directory. 

iii) Ensure the relevant files of general Prolog predicates, which control the 
simulations and animations, can be accessed from the new working directory. 

iv) Create a new data file for each separate sub-system being modelled. This 

will contain all data relating to valve structures, valve interconnections and 
valve movements. 

v) Amend master. dec so that it has an appropriate log-on menu and relates to 

the appropriate data files. 

9.3.3 Specification of Valve Structures 

The structure of each valve in the circuit can be determined by referring to the 
hydraulic schematic for each individual valve (for example Figure 9.6). The 

schematic will clearly show the major components and features of the valve and can 
therefore be used as a basis for creating the valve component and features matrices 

which can be transformed into the Prolog predicates valve - components and 

valve-features. There are no clear-cut rules for determining the size of the resultant 
matrices, but this will typically be dictated by the number of lands, seals and ports in 

the valve. In many cases, therefore, a certain amount of trial and error is required to 
obtain a suitable representation for the structure of each valve. In some instances it 
may be possible to use a valve structure that had been created for a previous 
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application. For example, solenoid valves are used in many hydraulic systems and 
their structure is relatively standard, it may therefore be possible to copy the structure 
of a solenoid valve from another application rather than creating it from scratch. 

9.3.4 Specification of Valve Interconnections 

The interconnections between the valves are determined by referring to the hydraulic 

schematic for the entire hydraulic system being modelled (for example Figure 9.1). 

The schematic should clearly show all of the interconnections between the valves, 

each of which needs to be represented by a clause of the Prolog predicate valve - 
link. 

Having defined the valve structures and their interconnections it is possible to view 
their graphical representations. It is normally necessary to spend a little time 

experimenting with the positioning coordinates for the valves and their links so that 
the resultant graphical representation of the structure is clear. The ease of interpreting 

the graphical representation is generally increased if the number of valve 
interconnections which cross over is minimised. The links between the hydraulic 

system and the pressure and flow gauges should also be defined at this juncture. 

9.3.5 Validation of Overall Structure of Model 

Prior to defining the behaviour of the valves it is sensible to review the resultant 
structure of the hydraulic system with an appropriately experienced engineer. Not 

only will he / she, at this stage, be able to validate the structure, but they should also 
be able to use the graphical representation as a tool for explaining the behaviour of 
the valves in the system, which is necessary prior to the next stage in the development 

process. 

9.3.6 Specification of the Behaviour of Valves 

Having reviewed the behaviour of the valves with an expert, it is necessary to encode 
their behaviour as a set of rules, which specify how far each valve spool moves under 

which circumstances. Therefore in the case of the isolation control valve, its spool 

will move down two places if it is currently in the sensitive position, and the isolation 

solenoid has been energised. Additionally it is necessary to identify which of the 

valve movements are in response to a user command, and develop a menu to activate 
each of the user-activated commands. The model can at this stage be run by selecting 
'Pressurise Unit', and then activating a selection of the valve movement commands to 
ensure that the resultant system is functioning correctly. 
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9.3.7 Simulation of Internal Leakages 

Before internal leakages can be explored it is necessary to check, either by referring 
to the test schedule or by consulting with an engineer, from which points in the 

system internal leakages are detected. In most systems this will be the return port 

only, but in some instances, as was the case in the H. L. W. S. C. unit, leakages are also 
checked for at the control ports. It is necessary to ensure that all leakage test points 
are reflected in the appropriate 'Leak Detected At: ' menu, and that each test point has 

been linked to the leak path initialisation routine. At this point leakage testing can 
begin, by following the appropriate sections of the device's test schedule. 

9.3.8 Validation of Overall Functionality of Model 

The model should now be in a sufficiently robust and accurate state to undergo a 
period of detailed acceptance testing with a knowledgeable engineer. It is important 

that this final validation is undertaken in a systematic manner and should comprise 
the following two major steps: 

i) Perform a complete validation of the functionality of the model by selecting 
every combination of operating conditions, and checking to ensure that fluid 
flows and pressures, valve movements and gauge readings are totally accurate. 

ii) Use the internal leakage section of the unit's test schedule as the basis for 

simulating all leakage tests and for each one verify the accuracy of the resultant 

set of candidate faults. Additionally the explanatory leak path for every specific 
faulty component should be reviewed. 

The validation of the model is perhaps the most important step in the development 

process for a new application, and should therefore be undertaken in a highly 

disciplined and rigourous fashion. The validation should be performed in the presence 

of an engineer, who will be able to confirm the accuracy of the model, and end-users, 

who may wish to comment on the acceptability and usability of the model. 

9.3.9 Generation of Compiled Version of the System 

Once the system has been validated it is possible to produce a compiled version of 
the model that will look the same to the end-user, but will perform its simulations 
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substantially faster. It is important to ensure when performing the compilation to 
include all possible sequences of commands that may be requested, when the 

compiled version is being used. 

9.3.10 Creation of Evokes Relations for Internal Leakages 

If the resultant model has been developed to run in conjunction with an application of 
the DIPLOMA system then it will be necessary to create a set of evokes relations. The 

mechanism for creating the evokes relations has previously been explained in section 
9.2.4 of this thesis. 

9.4 The Generation of Evokes Relations for Internal Leakages 

Having successfully developed a new application of the MIDAS system for the thrust 

reverser hydraulic control unit, attention could be focussed on the using the model to 

automatically generate evokes relations for internal leakages. The evokes relations for 
internal leakages, as discussed in section 4.5.3 of this thesis, are represented in the 
DIPLOMA system as a Prolog predicate with seven arguments the detail of which can 
be seen in Table 9.4. 

Table 9.4: Example Details for an Evokes Relation 

Argument No. Argument Description Example 

1 Test No. A. 3.2.4 
2 Test Sub-reference 8 

3 Result Mode [0,1200,1,10000) 

4 Part Reference WSCV: DB 

5 System No. 2 

6 Fault Code Internal leak 

7 Evokes Rating 3 

The example presented in Figure 9.4 can be interpreted as if the result of test 
A. 3.2.4., sub-reference 8, is a leakage rate of greater than or equal to 1200 and less 

than 10000 millilitres per minute, then there is a potential leak path in the system 2 

wing sweep control valve between ports D and B. The third argument of an evokes 
relation, the result mode, is a list of four individual numbers which define the range of 
test results that either determine that a test has passed or failed. The automatic 
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creation of evokes relations for internal leakages would, therefore, necessitate the 

automatic generation of knowledge such as that presented in Table 9.4. 

This necessitated the development of a piece of software which could monitor the 
MIDAS system as it was performing diagnostic simulations for internal leakages, and 
then turn the results of the simulations into a set of evokes relations, which could 

ultimately be incorporated into a new application of the DIPLOMA system. The 

creation of the evokes relations could be broken down into the following eight stages: 

i) Use the test schedule to identify a set of test conditions, and then use the 
MIDAS system to simulate the behaviour of a specific hydraulic sub-system 

under the specified test conditions. 

ii) Perform the procedure for diagnosing internal leakages in the standard 

manner by selecting the 'Diagnose Faults' option. This will highlight all the 

seals and lands which are candidate faults under the specific set of test 

conditions. 

iii) Select the 'Create Evokes' option which will result in the production of a 
data entry window to allow the user to enter all the details relating to a specific 
internal leakage test. Figure 9.5 provides an example of the test details captured 

via the data entry window. 

Figure 9.5: Data Entry Window for Test Conditions 

Enter Test Number. 

Enter Sub-reference: 

Enter Result Mode (Fail): 
Enter Result Mode (Pass): 

iv) Having successfully entered the details of the test conditions, an algorithm is 

executed which takes each of the highlighted faults in turn and identifies its 

location in terms of the valve name, and the input and output ports associated 

with it. Each identified valve and leak path is added to a list of candidate faults. 
If there is more than one highlighted fault on the same leak path then only one 
entry will be retained in the list of candidate faults. 

v) Each entry in the list of candidate faults is transformed into an evokes 
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relation, associated with a test failure, by combining it with its test and sub- 
reference numbers and result mode for a failed test, all of which were captured 
through data entry, and allocating it an evokes rating of +3. 

vi) Additionally each entry in the list of candidate faults is transformed into an 

evokes relation, associated with a test pass, by combining it with its test and 

sub-reference numbers and result mode for a pass, all of which were captured 

through data entry, and allocating it an evokes rating of -5. 

vii) The newly created set of evokes relations is appended to an appropriately 

named data file. For example the data file for wing sweep system 2 was named 

evokews2. dec. 

viii) On completion of the evokes creation process, the user is free to select the 
'Refresh Screen' option, set up another testing scenario and create further evokes 

relations. 

To ensure the evokes creation process was performing accurately it was tested on the 
H. L. W. S. C. unit's wing sweep system 2, so that the results could be compared with 
the evokes relations in the DIPLOMA system. The evokes creation process generated 

evokes relations for internal leakages of which a small sample are presented in Figure 

9.6. 

Figure 9.6: Example Evokes Relations for Internal Leakages 

evokes('A. 3.2.4', 7, [0,1200,1,10000], 'NBFPV: AB', '2'; Internalleak', 3). 

evokes('A. 3.2.4', 7, [0,1200,1,10000], 'NBFPV: CD'; 2'; Internal leak', 3). 

evokes('A. 3.2.4', 7, [0,1200,1,100001, 'WSCV: DB'; 2', 'Intemal leak', 3). 

evokes('A. 3.2.4', 7, [0,1200,1,10000]; WSCV: DF', '2'; Internal leak', 3). 

evokes('A. 3.2.4', 7, [0,1200,1,10000], WSCV: HG'; 2'; Internal leak', 3). 

evokes('A. 3.2.4', 7, [0,1200,1,100001, 'WSCV: HJ', '2'; Intemal leak', 3). 

evokes('A. 3.2.4', 7, [0,1200,1,10000], 'WSFLV: B C'; 2', 'Internal leak', 3). 

evokes('A. 3.2.4', 7, [0,1200,1,10000], 'WS I/L: HA'; 2'; Internal leak', 3). 

evokes('A. 3.2.4', 8, [0,1200,1,10000]; WSCV: DB'; 2', 'Intemal leak', 3). 

evokes('A. 3.2.4', 8, [O, 1200,1,10000], 'WSCV: DF', '2'; Internal leak', 3). 

evokes('A. 3.2.4', 8, [0,1200,1,10000]; WSCV: HG'; 2'; Internal leak', 3). 

evokes('A. 3.2.4', 8, [O, 1200,1,10000], 'WSFLV: BC'; 2', 'Intemal leak', 3). 
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A validation exercise was conducted in which the automatically generated evokes 

relations were compared with those in the DIPLOMA system to ensure the accuracy 
the of the evokes generation process. Having been successfully validated on the 
H. L. W. S. C. unit, the automatic generation process was used to create a set of evokes 

relations for the hydraulic control unit of the thrust reverser. There was no 
independently created set of evokes relations to compare these with, so they were 

validated by checking them against the animations of the diagnosis of internal 

leakages. 

Because, as was noted in Chapter 3 of this thesis, hydraulic control units, such as 

those employed in the H. L. W. S. C. unit and the thrust reverser, play a significant role 
in controlling the flight characteristics of highly valuable aircraft, it essential that all 

quality assurance procedures are accurate, complete and traceable. The automatic 

generation of evokes relations for internal leakages provides a more accurate, 

complete and traceable method of creating evokes relations than is possible when 

manually eliciting knowledge. 

9.5 Discussion 

The major conclusion that can be drawn from the work presented in this chapter is 

that the MIDAS system is highly flexible and can be easily adapted to model other 
hydraulic control systems. The application of the MIDAS system to the modelling of 

the hydraulic control unit of the thrust reverser has clearly demonstrated the 

versatility of the approach. Additionally, a set of criteria for selecting appropriate 

applications and a methodology for creating new applications have been derived 

which should substantially simplify the process of creating future applications. 

Perhaps most importantly a methodology has been identified, and a set of software 

routines developed, to automatically generate evokes relations for internal leakages 

should a new application of the DIPLOMA system be developed for a product with 

significant hydraulic circuitry. This facility will undoubtedly simplify and accelerate 

the process of creating new applications of the DIPLOMA system as the knowledge 

engineering content of the development process will be substantially reduced. 

In order to improve the adaptability of the MIDAS system it would be helpful if an 

editor was available to allow users to interactively create new applications, rather than 
having to create new structures in data files. As this would be a relatively 
straightforward software engineering exercise, with little academic interest, it was 
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considered outside the scope of the research presented in this thesis. 

Although the MIDAS approach has proved itself to be highly flexible, it should be 

noted that it makes no claims to being domain independent, so it could not, therefore, 
be readily applied to the modelling of mechanical or electrical systems. 
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Chapter 10 
The Implementation and Evaluation 

of the MIDAS System 

10.1 Introduction 

In this chapter the implementation and evaluation phases of the MIDAS system are 
described in detail. Particular attention is paid to the assessment of the impact the 

system has made on the shopfloor and the ways in which the MIDAS system 

contributes to the overall performance of the DIPLOMA system. 

10.2 The Implementation of the MIDAS system 

Following the successful development of the MIDAS system attention turned to its 

implementation. As the MIDAS system was ready for implementation three months 

after the installation of the DIPLOMA system, the two systems had to be interfaced in 

situ. 

10.2.1 Installation of the MIDAS System 

As the MIDAS system was to be interfaced with the DIPLOMA system in situ the 

most appropriate installation strategy was to wait for one of the periods when the 
DIPLOMA system was scheduled to be withdrawn from operation, as described in 

section 5.3, and then interface the two systems. Because the MIDAS system had been 

designed to function as a self-contained unit, this process was relatively 

straightforward. It was simply necessary to load the MIDAS software and create an 
interface between the two systems. The interface was facilitated through the creation 

of an additional icon button which was added to both the test and the strip networks in 

the DIPLOMA system, and is used to invoke the MIDAS system, during either the 

testing or disassembling of a H. L. W. S. C. unit. On completion of a session with the 

MIDAS system the user is automatically returned to the network from where it was 

called. 

10.2.2 Testing the MIDAS - DIPLOMA Interface 

Although the MIDAS system had been thoroughly tested during its development 

phase, it was necessary to put it through a quite detailed testing program once it had 
been interfaced to the DIPLOMA system, to ensure their were no conflicts between 
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the two systems. As it turned out the only problems were caused by the MIDAS and 
DIPLOMA systems using the same Prolog predicate names to perfonn different 

operations. Such discrepancies were easily resolved by renaming one of the two 

predicates. 

10.2.3 Evaluation or the MIDAS System 

By the time the MIDAS system was installed it had already undergone a rigorous 

validation process, as described in section 8.8, to ensure the accuracy and integrity of 
its knowledge and reasoning processes. It was, however, recognised that additional 
feedback on the usability, acceptability, robustness and efficiency of the MIDAS 

system could be gained through the user diaries and user sessions that had been used 
to evaluate the DIPLOMA system, as described in section 5.3 of this thesis. Because 

of the thoroughness of the initial validation exercise very little useful feedback was 
collected during this period. 

10.2.4 Modification of User Requirements 

By the time the MIDAS system was installed it had undergone far more prototyping 

and review sessions with potential users than the DIPLOMA system, and therefore the 

user requirements had all substantially been taken into account. There were, therefore, 

no major modifications to the user requirements during the implementation phase. 

10.2.5 Training of Users 

User training for the MIDAS system was similar to that for the DIPLOMA system, in 

that it was conducted by way of a hands on approach. The users were encouraged to 

experiment with the system on their own, and ask for assistance if any problems 

arose. This process was supplemented by a number of demonstrations and user 

sessions during which a member of the development team would operate the system 
in conjunction with a user. 

10.3 The Post-implementation Evaluation Exercise 

The final evaluation of the MIDAS system could not be initiated until the system had 
been accepted by the user community and any remaining problems had been rectified. 
Approximately three months after the installation of the MIDAS system, the users 
were sufficiently conversant with it to be able to provide objective feedback. The 
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evaluation described in this section is primarily concerned with assessing the impact 

the system had made on the shopfloor. 

10.3.1 The Evaluation Methodology 

When deciding upon a methodology for the final evaluation a number of alternatives 

were considered. It had been hoped that a quantitative analysis could be undertaken 

on the ORACLE database to determine how frequently the system had been used, and 

what for, since its installation. The difficulties of gathering quantitative data had been 

experienced when conducting the evaluation of the DIPLOMA system, and are fully 

discussed in section 5.4.1 of this thesis. Unfortunately similar problems applied to the 

evaluation of the MIDAS system, in that it was not possible to collect sufficient data 

in the time available. Consequently, the evaluation was conducted by the more 

qualitative method of developing a questionnaire to gather the views of stakeholders . 

10.3.2 The Design of the Questionnaire 

The questionnaire that was designed for the evaluation of the MIDAS system was 

very similar in style to that produced for evaluating DIPLOMA. The questionnaire 

was based upon a set of statements to which the interviewees were asked to declare 

their degree of agreement / disagreement using the same template as used to evaluate 
the DIPLOMA system (see section 5.4.2 of this thesis). The statements which were 
included in the resultant questionnaire were chosen to determine how closely the 
MIDAS system had achieved its stated objectives. 

To ensure the system was evaluated by a good cross section of interested parties, it 

was decided to canvass the views of not only shopfloor users, but also members of the 

DIPLOMA development team, the Principal Product Integrity Engineer responsible 
for the H. L. W. S. C. unit, and the Repair Operations Manager who has overall 

responsibility for the operation of the DIPLOMA system. Because all the targeted 

interviewees are extremely busy people it was decided to keep the questionnaire as 

short and as easy to answer as possible. The resultant questionnaire was structured 
into the two following sections: 

Section 1: This section was aimed at all categories of users in that its objectives 
were to determine; the acceptability of the MIDAS system; and the contribution 
it makes to working practices on the shopfloor. 

The Implementation and Evaluation 195 
of the MIDAS System 



Section 2: This section of the questionnaire was only aimed at members of the 
DIPLOMA development team, the Principal Product Integrity Engineer and the 
Repair Operations Manager, because it referred to technical aspects of the 

system, and the current and future scope of the system. One area of particular 
interest was to determine whether diagnostic model-based systems could be 

used for failure mode effects analysis (F. M. E. A. ) as has been suggested by 

Price and Hunt [Price, 91]. 

The final version of the questionnaire is presented in Figure 10.1. 

10.3.3 The Results of the Evaluation 

The responses that the users made to indicate their measure of agreement with the 

statements in the questionnaire are presented in Table 10.2, using the simple 

numerical assignments, shown in Table 10.3. to indicate how each interviewee 

responded. 

Table 10.3: Codes for Responses to Statements 

No. Response 

+2 Strongly agree 
+1 Agree 

0 Indifferent 

-1 Disagree 

-2 Strongly disagree 

A dash has been used to signify responses to statements where the interviewee felt 

unqualified to answer. 

To provide a more immediately understandable measure of the interviewees overall 

response to the statements it was necessary to estimate an average response to each 

statement. This was accomplished by using the same numerical assignments, as were 

presented in Figure 10.3. The numerical values of each response could then be used to 

calculate a simple average for each question, by summing the individual numerical 

values and dividing by the number of respondents to a specific question. Figure 10.4 

provides a graphical representation of the results of this averaging exercise and 
clearly shows that the majority of statements were extremely well supported. 
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Section 1: All Categories of Respondent 

1.1 General Impact: The MIDAS system makes a beneficial contribution to the 
performance of the DIPLOMA system. 

1.2 Understanding: The MIDAS system improves the users understanding of the 
Hydraulic circuitry. 

1.3 Diagnosis: The diagnostic capabilities of the MIDAS system prove especially 
useful when dealing with difficult cases. 

1.4 Explanation: The explanation capabilities of the MIDAS system provide a 
valuable insight into the relationship between test results and faults. 

1.5 Acceptability: The MIDAS system is easy to use and understand. 

Section 2: Engineers, Managers and Developers 

2.1 Diagnostic Accuracy: Using the MIDAS system to perform a full validation of 
DIPLOMA's evokes relations has improved the accuracy and integrity of the 
DIPLOMA system. 

2.2 Generic Capability: The ability of the MIDAS system to generate evokes 
relations for internal leakages simplifies the process of creating new applications for 
other products. 

2.3 Maintenance: Should changes be made to the functionality of the hydraulic sub- 
systems, then the MIDAS system can be used to modify and validate the evokes 
relations with the minimum of disturbance. 

2.4 Validating MIDAS: The provision of a graphical animation, for the hydraulic 
sub-systems has made the MIDAS system easier to validate. 

2.5 Training: The MIDAS system has a role to play in the training of inexperienced 

shopfloor personnel. 

2.6 Design: The MIDAS system is suitable for validating designs and undertaking 
failure mode effects analysis (F. M. E. A. ). 

2.7 Scope: The scope of the system, modelling the hydraulic sub-systems, was 
appropriate. 

Figure 10.1: The MIDAS System Evaluation Questionnaire 
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The levels of endorsement for the provision of the diagnostic, explanation, 

understanding and training aspects of the system are particularly convincing as they 

are based upon the responses of all nine interviewees. The strength of support from 

the fitters and testers was especially pleasing as doubts had been expressed in the 

early stages of the system's development as to how shopfloor workers would respond 

to a relatively complex piece of software. More specifically the following conclusions 

can be drawn with regard to each question: 

1.1 General impact: Support for the suggestion that the MIDAS system makes a 
beneficial contribution to the DIPLOMA system was solid, especially from the 

shopfloor users. One particularly interesting comment was made by the Principal 

Product Integrity engineer, who summarised the overall contribution of the MIDAS 

system by stating that 'the MIDAS system provides a clear visual representation of 
what the whole unit is about'. The importance of MIDAS was further endorsed by one 
of the testers who stated that 'MIDAS and fault diagnosis are the most important bits 

of the entire DIPLOMA system'. 

1.2 Understanding: The responses to this question highlighted some interesting 
differences in perception between the shopfloor workers and their manager. For 

example, support on the shopfloor for the system's ability to enhance the users 
understanding of the hydraulic sub-systems was strong, with comments such as 
'though I previously understood the overall functionality of the unit, for the first time I 

understand the internal flow paths' or its absolutely tremendous to be able to 

understand the internal workings of the unit'. This contrasted with the view of the 
Repair Operations Manager who thought the facility 'interesting', but doubted 

whether 'shopfloor workers needed to understand the functionality of unit'. This 

perhaps highlights the difference between what the shopfloor want to know and what 
they need to know. The overall impact of the simulation and animation was 
summarised by the DIPLOMA Project Manager who commented 'It gives a clear feel 

for what happens in practice, and strongly promotes understanding'. 

1.3 Diagnosis: Although there was broad agreement with the statement that MIDAS 

proved useful when dealing with difficult cases, both the testers noted that the system 
by producing a candidate set of possible faults provided no mechanism for 
discriminating between candidates. Unfortunately identifying and implementing 

methods of candidate discrimination is beyond the scope of the work covered in this 
thesis, but may well be tackled as part of the future work as discussed in Chapter 11 
of this thesis. 
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1.4 Explanation: All the shopfloor users liked the facility to provide an insight into 

the relationship between a test result and a specific component failure. One of the 
testers did however, comment that 'it was a great pity that the system hadn't been 

available earlier its the unit's life', when the facility would undoubtedly have been 

even more useful. This comment perhaps underlines a general feeling that a system 

such as MIDAS would have been at its most useful early in a unit's life when 
knowledge about the unit is limited, and faults are more common. 

1.5 Acceptability: Because the graphical representations were based upon hydraulic 

schematics that most users were familiar with, they were judged to be readily 

acceptable. In a similar vein to question 1.2 however, a discrepancy was found 

between the user's and their manager's perception of the acceptability of the system's 

user interface. Support from the shopfloor was consistently strong, whereas the Repair 

Operations Manager thought that The shopfloor users will probably say that it is 

awful'. The differences in perception highlighted above, and in question 1.2, are 
interesting in that they suggest that skilled shopfloor workers have a genuine interest 
in gaining a detailed understanding of the devices they are working on, even though 
their manager believes that understanding is not directly necessary for the execution 

of their jobs. 

2.1 Diagnostic accuracy: Despite the relatively small number of interviewees who 
felt qualified to comment on this question, the responses were favourable. The 

systems developer responsible for the generation of the evokes relations for internal 

leakages noted that 'it was far quicker to validate the evokes relations using the 
MIDAS system than checking them with an engineer, and confidence in the resultant 

relations is substantially increased'. 

2.2 Generic capability: As with question 2.1 support though limited was strong. One 

of the DIPLOMA developers suggested that 'its ability to automatically create evokes 

relations for internal leakages for new applications of the DIPLOMA system', is 

perhaps its greatest strength'. Two of the interviewees did, however, note that the 
benefits of this facility would only be guaranteed if the hydraulic circuitry was of a 

sufficiently complex nature. 

2.3 Maintenance: The three interviewees who felt qualified to comment endorsed the 
view that the MIDAS system would make maintenance of the evokes relations for 
internal leakages far easier. The Project Manager did, however, comment that 
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whereas 'it is unlikely this facility would be required in practice on a mature unit such 

as the H. L. W. S. C. unit, it may prove very useful for new products'. 

2.4 Validating the MIDAS system: The provision of a graphical interface was 

warmly welcomed with one interviewee noting that 'the system would have been 

impossible to validate without an animation', and another commenting that 'the 

system would have been of minimal value without the animation'. 

2.5 Training: Although support for the use of the MIDAS system as a training aid 

was consistently strong, two respondents noted that this question could only be 

objectively answered by someone undergoing training. Unfortunately there was no 

one in this situation at the time of the evaluation. 

2.6 Design: Although the MIDAS system has been primarily developed as a tool for 

shopfloor personnel to use in the course of their daily working practices, the potential 

of the system to be used by engineers during a product's design phase had been 

recognised. The Repair Operations Manager did in fact express the view that 'the 

system was potentially more beneficial from an engineering point of view than it was 
from a shopfloor perspective'. 

2.7 Scope of the MIDAS system: The three interviewees who felt qualified to 

respond to this question all strongly agreed that the modelling of the hydraulic sub- 

systems and the diagnosing of internal leakages had been the right area to tackle, with 

the Principal Product Integrity Engineer noting that the 'hydraulic circuits were 

undoubtedly the ones to go for'. Additionally the systems developer responsible for 

the generation of the evokes relations for internal leakages noted that as over fifty 

percent of the development effort on evokes had been devoted to the internal leakages 

on hydraulic circuits, the scope of the model was undoubtedly correct'. 

The results of this evaluation provide clear evidence that the initial requirements of 

the MIDAS system, as presented in Chapter 8 of this thesis, have been fully met. 

10.4 Comparison of the DIPLOMA and MIDAS Approaches to Diagnosis 

Having successfully developed, implemented and evaluated both the DIPLOMA and 
the MIDAS system it was possible to review critically the relative contributions of 
each, paying particular attention to the strengths and weaknesses of the shallow 
knowledge approach to fault diagnosis, as characterised by the DIPLOMA system, as 
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compared with the deeper knowledge approach, as characterised by the MIDAS 

system. 

The DIPLOMA system's modified version of Internist, incorporating shallow 
knowledge in the form of evokes relations, proved to be a highly successful 
knowledge-based approach to fault diagnosis. Its success was largely due to the 

following three factors: 

Its ability to perform fault diagnosis equally well across the mechanical, 
hydraulic and electrical sub-systems of the H. L. W. S. C. unit. 

Its ability to combine evidence generated by a number of different tests into a 

set of candidate faults, each weighted in teens of its relative likelihood. 

Its ability to perform fault diagnosis and generate a set of candidate faults in a 
highly acceptable response time. 

Despite the undoubted success of the modified version of Internist at performing fault 

diagnosis, the shallowness of its knowledge meant that it suffered from the following 

inherent limitations: 

The modified version of Internist had no explanatory facilities to justify its 

selection of a set of candidate faults. 

The user's understanding of the functionality of the H. L. W. S. C. unit was in no 

way enhanced by using the evokes relations for fault diagnosis. 

To ensure that the evokes relations database did not become too large, the 
diagnosis was in many instances performed at a higher level of detail than 

might have been appropriate in all instances. 

The modified version of Internist was relatively inflexible, in that if it were to 
be applied to a different product then the highly time-consuming and complex 
task of knowledge elicitation would have to begin again from scratch. 

The evaluation of the MIDAS system has provided strong evidence to support the 
hypothesis that a system incorporating deeper levels of knowledge could overcome 
many of the limitations of the DIPLOMA approach to fault diagnosis. In particular 
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the MIDAS system's ability to provide explanatory and training facilities, enhance the 
level of understanding of the user, and provide more detailed diagnostic facilities for 

the detection of internal leakages are particularly welcomed on the shopfloor. 
Perhaps, however, the most tangible benefit the MIDAS system will provide is its 

ability to both generate and validate evokes relations for internal leakages, thus 

making the development of new applications of the DIPLOMA system far easier. 

In Chapter 6 the reported benefits and limitations of the model-based approach were 
identified. The development and evaluation of the MIDAS system has allowed such 
benefits and limitations to be examined in the context of a highly complex application 

which has been successfully implemented in an industrial workplace. This has 

allowed the following benefits and limitations of deep knowledge with respect to 

shallow knowledge to be identified. 

10.4.1 Benefits of Deep Knowledge 

The development and evaluation of the MIDAS and DIPLOMA systems have 

allowed the following benefits of systems incorporating deep knowledge, as reported 
in Chapter 6 of this thesis, to be reviewed in the light of practical experience: 

i) Improved explanation: The evokes relations used in the DIPLOMA system 
were not suitable for providing a meaningful explanation of the relationship 
between a test result and a fault. The deep knowledge, incorporated in the 
MIDAS system, is however, undoubtedly more suitable for explaining and 
justifying diagnostic reasoning. 

ii) Easier knowledge elicitation: It has often been suggested that the 

elicitation of knowledge for the development of model-based systems is 

relatively easy, as the deep knowledge should be readily available. Although the 

elicitation of structural knowledge was relatively straightforward, due to the 

availability of hydraulic schematics, the highly technical knowledge, 

concerning component and hydraulic fluid behaviour, could only be acquired 
through lengthy consultations with an expert. The prototyping approach, 
however, provided a highly successful mechanism for eliciting and validating 
such behavioural and functional knowledge. 

iii) Reusability of deep knowledge: The knowledge encapsulated in the 
MIDAS system is appropriate for many types of hydraulic control system, and 
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can therefore be easily adapted for use in new applications. Furthermore as new 
applications are developed a library of common spool valves will evolve, which 
in turn will make the generation of more applications even easier. 

iv) Maintainability of deep knowledge: Shallow knowledge-based systems 

can be difficult to maintain because the addition of new knowledge can 

potentially lead to inconsistencies in the knowledge-base. The evaluation of the 
MIDAS system has confirmed that deep knowledge can be easily maintained to 

reflect the current structure and behaviour of a given hydraulic control unit. 

v) Understandabilty of deep knowledge: Because the MIDAS system is 

based on symbolic rather than numerical representations, it accords more 

closely with the users 'common sense' view of hydraulic control systems and is, 

therefore, easily understood. 

vi) Improved diagnosis: When testers or inspectors are faced with internal 

leakage problems which are beyond their capabilities, they seek the advice of 
specialist engineers who, by referring to their deeper knowledge of the 

workings of hydraulic control units, are able to advise on possible rectification 

strategies. The MIDAS system, by distributing deeper knowledge in a readily 
understandable form to the shopfloor, will reduce the need to call upon such 

specialists. 

vii Availability of shallow knowledge: In many cases shallow knowledge is 

either not available, or is to complex to easily incorporate in a knowledge-based 

system. Although it was possible to elicit diagnostic knowledge for the 
H. L. W. S. C. unit, which was encoded in evokes relations, it was a particularly 
difficult and time consuming activity. 

Perhaps, however, the greatest benefit of deep knowledge identified by the evaluation 

of the MIDAS system is one that has not been explicitly referred to in the literature. 

That is its potential to perform a wide range of functions in addition to diagnosis. The 

MIDAS approach has demonstrated that a system developed primarily as a diagnostic 

tool can be applied to the provision of training facilities, the promotion of 
understanding and potentially the performance of F. M. E. A. and design tasks. 
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10.4.2 Limitations of Deep Knowledge 

The development and evaluation of the MIDAS and DIPLOMA systems have also 
allowed the following limitations of systems incorporating deep knowledge, as 
reported in Chapter 6 of this thesis, to be reviewed in the light of practical experience: 

i) Greater effort required to develop modelling software: The development 

of the MIDAS system was a time consuming procedure, but because the 

modelling software is flexible and can be applied to other hydraulic control 

units its development time and costs can be spread over a number of products. 

ii) Model-based reasoning more time consuming: Because of the complexity 
of many deep knowledge representations, model-based reasoning can be 
hindered by long response times. Although response times using the MIDAS 

system were initially unacceptably long, the introduction of compiled flowpaths 
has greatly improved the performance of the system. 

The greatest limitation, however, of deep knowledge, as characterised by the MIDAS 

system, is that in choosing a method of representation at a sufficiently detailed level 

to simulate and animate the behaviour of hydraulic circuits, it could not also be 

applied to the electrical and mechanical sub-systems. Therefore, although the MIDAS 

system makes a valuable contribution to the DIPLOMA system, and could replace its 
diagnostic element for internal leakages, it cannot be viewed as a replacement for the 
diagnostic processes of the DIPLOMA system as a whole. 

10.5 Discussion 

The response to the implementation of the MIDAS system has been overwhelmingly 

positive, and supports the hypothesis that it is possible to develop a model-based 

system which can provide a wide-range of benefits when used in a shopfloor 

environment. Furthermore, it has been demonstrated that: 

Shopfloor personnel are keen to develop a deeper understanding of the 
functionality of the devices they work with, and the MIDAS system provides a 
readily acceptable method of achieving this. This facility will undoubtedly be of 
particular importance when it comes to the training of new personnel. 

Shopfloor personnel are interested in understanding the relationship between an 
a 
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identified faulty component and a specific test result, and the MIDAS system's 

explanatory facilities clearly highlight the relationship. 

There are occasions when the causes of internal leakages are particularly 
difficult to diagnose. It is envisaged that it will be in such instances when the 
MIDAS systems diagnostic facilities will be of most benefit. The ability of the 
MIDAS system to identify and graphically highlight the specific seals and lands 

which are potentially faulty, will allow shopfloor personnel to investigate and 

rectify them more rapidly, without calling upon the assistance of an experienced 

engineer. 

The evaluation of the MIDAS system has confirmed that it is the animation 
facilities which ultimately make the system so understandable and acceptable to 

the workforce. Furthermore, the provision of an animation was the only way 
that the system could be validated with any degree of confidence. 

In instances when the MIDAS system is to be used in conjunction with the 
DIPLOMA system, the former's ability to either validate or create the evokes 
relationships for internal leakages, when developing new applications, should 
both streamline the development process and improve the accuracy of the 

resultant system. 

Although the MIDAS system was primarily designed to aid in the provision of 
diagnostic, explanatory and training facilities on the shopfloor, its ability to 

simulate hydraulic systems and perform fault diagnosis may make it an 
invaluable tool for the design engineer when performing failure mode effects 

analysis (F. M. E. A. ), creating test schedules or experimenting with different 

designs. 

The development, implementation and evaluation of the MIDAS system has gone a 
long way to proving that model-based systems can be highly effective and readily 

accepted in an industrial environment. Furthermore it has demonstrated the highly 

flexible nature of the model-based approach. This research has demonstrated that not 

only can the model be successfully adapted and applied to similar devices, but 

additionally that a tool which was initially developed for diagnosis, can also be 

applied to the provision of training and explanation, the promotion of understanding, 

and potentially the performance of F. M. E. A. and design activities. In doing so the 
MIDAS system has provided hard evidence that there are many practical benefits to 
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be gained from incorporating deep knowledge into knowledge-based systems for fault 
diagnosis. 

The relative benefits and limitations of deep knowledge when compared with shallow 
knowledge, as identified by many researchers (for example [Guida, 85] and 
[Price, 881), have been shown to be broadly correct when the technique of model- 
based reasoning is applied to an authentic product in an industrial environment, as 
opposed to a hypothetical device. A number of provisos can, however, be identified. 

Firstly, deep knowledge is not necessarily easy to elicit and validate for highly 

complex devices, as it is dependent on the availability and cooperation of an expert. 
The development of modelling software for model-based applications may be time 

consuming, and therefore costly, but if it can be applied to a range of different devices 

the marginal cost of each is greatly reduced. Model-based systems which are highly 
detailed, like the MIDAS system, are shown to be limited to the modelling of a 
specific domain, and cannot be readily applied to another domain such as mechanical 
or electrical, whereas the diagnostic relationships for any type of physical system can 
be equally well expressed using a shallow knowledge representation such as the 
evokes relations. 

Perhaps the most interesting outcome of the research has been in demonstrating the 

mutually beneficial nature of the relationship that can be established between the 

shallow knowledge approach, as represented by the DIPLOMA system, and the 
deeper knowledge approach, as represented by the MIDAS system. More specifically, 
perhaps, this research has emphasised the symbiotic nature of the relationship 
between the two, with the evokes relations providing a general purpose, quick 

response diagnostic tool, whilst the MIDAS system both provides support facilities 

such as training, explanation and more detailed diagnosis, and has the ability to create 

or validate evokes relations for internal relations, thus streamlining the development 

process for new applications of the DIPLOMA system. 
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Chapter 11 
Conclusions and 

Further Research 

11.1 Introduction 

This chapter summarises and consolidates the material presented in the previous 

chapters of the thesis, paying particular attention to any conclusions that can be 

drawn. Finally, some thoughts are offered on possible directions in which future 

research in this area may be pursued. 

11.2 Conclusions 

The overall impact of the research presented in this thesis can best be summarised by 

referring to the six original research objectives, as identified in Chapter 1 of this 
thesis, and reviewing to what extent each objective has been achieved. 

11.2.1 The Development and Validation of the DIPLOMA System 

The foundations for the research presented in Part I of this thesis arise from the 

comprehensive review of the literature presented in Chapter I. Whilst it has been 

recognised that the manufacturing environment in general and diagnostic applications 
in particular are fertile ground for the development and introduction of knowledge- 

based applications, it has been demonstrated that there are still many research issues 

to be addressed. The development of the DIPLOMA system attempted to address 

many of these issues by demonstrating how a general purpose, quick response 
diagnostic tool could be developed and integrated into a wide-ranging knowledge- 

based system for quality assurance. 

The successful implementation of the DIPLOMA system was largely due to 

concentrating on the requirements of the user community rather than focussing solely 

on technical issues. A great deal of time and effort was, therefore, devoted to 
discussions with end-users and other interested parties to ensure that the system 

would both provide practical benefits and be suitable for use by shopfloor personnel 

with little experience of computer technology. The development of the DIPLOMA 

system has reinforced the findings of Anderson [Anderson, 89], Basden [Basden, 89] 

and Young [Young, 89] that knowledge-based systems must provide a high degree of 
acceptability to the user as well as the desired functional requirements. 
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There were, however, a number of innovative technical developments that 

contributed to the success of the DIPLOMA system. The modified version of 
Internist, which could be updated in the light of trending data, proved to be a highly 

flexible, yet robust, method for performing fault diagnosis. Experience with the 
DIPLOMA system demonstrated that the diagnostic knowledge-base, the repair 
knowledge-base, several related rule-bases and a large number of conventional 

software routines could be successfully linked to form an integrated system, by using 

an ORACLE database as a central mechanism for channelling all communications. 
Although the DIPLOMA system was technically innovative, perhaps its main 

contribution was to demonstrate that the knowledge-based approach may be better 

served by the introduction of relatively simple, yet highly effective mechanisms, 

rather than elaborate knowledge representations and inference strategies. 

The Alvey project was similar to many research projects in that it was a collaborative 

venture between a number of industrial and academic organisations situated in 

geographically diverse locations. There were, therefore, a number of potential 

organisational problems that had to be overcome in order to ensure the success of the 

resultant system. The success of the DIPLOMA system has demonstrated; the 
importance of adopting a structured development methodology to ensure that all 

work is coordinated; the introduction of coding and testing standards to ensure that 

all software modules can be readily integrated; the initiation of regular team review 

sessions and meetings to discuss problems and progress; and perhaps most 
importantly the generation of a good team spirit to maintain high levels of motivation 

throughout the duration of the project. 

11.2.2 The Evaluation of The DIPLOMA System 

The response to the post-implementation exercise undertaken on the DIPLOMA 

system was overwhelmingly positive. Although it is too early in the DIPLOMA 

systems life to state categorically that all six initial objectives have been attained, 

there is strong evidence to suggest they will all be realised in the long term. In 

particular the benefits of knowledge archival, reduced unit turnaround time and 
improved customer image are recognised as being of considerable importance to the 
business. Perhaps most importantly it is envisaged that in the long term the 
DIPLOMA system will make a positive contribution to the realisation of wider 
business objectives such as increased levels of quality, productivity and customer 
satisfaction, reduced costs and the facilitation of flexible manning at the Fordhouses 
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factory. 

An assessment of the development methodology concluded that the structured 
approach supplemented by prototyping was ultimately successful in that it ensured a 
logical and consistent approach to the development of the DIPLOMA system. The 

structured approach was however very time-consuming and proved to be of little use 
as a tool for validating the design. Therefore, reducing the degree of detail in the 
design documents and conducting a higher proportion of prototyping may have 

streamlined the development process. Furthermore, the development of the 
DIPLOMA system has undoubtedly confinned the findings of O'Keefe et al 
[O'Keefe, 87], Gaschnig et a! [Gaschnig, 83] and Preece [Preece, 90], in that it has 
demonstrated the need for a thorough and rigorous testing and validation programme 
to guarantee the accuracy and integrity of the resultant system. 

Despite the success of the DIPLOMA system, a number of areas were identified 

where improvements could be made in terms of the provision of explanatory, training 

and more detailed diagnostic facilities. Furthermore, it was recognised that a model- 
based approach to diagnostic reasoning might overcome many of the highlighted 
deficiencies. 

11.2.3 The Development and Validation of the MIDAS System 

The academic justification for the research presented in Part II of this thesis is 

presented in the literature survey in Chapter 6, and the research into the impact of 
model-based systems presented in Chapter 7. The major conclusion of Chapter 6 was 
that whilst research has shown that model-based reasoning appeared to be a highly 

attractive method of performing diagnosis, there was little evidence to suggest that 

such systems had been implemented and evaluated in industrial settings. This view 
has been confirmed by a survey, the results of which are presented in Chapter 7. 
There were, therefore, many issues appertaining to the effectiveness of model-based 

reasoning which could only be resolved by developing and evaluating the impact of a 
model-based system for diagnosis in an authentic industrial application, hence 
justifying the development of the MIDAS system. 

The development of the MIDAS system builds upon the work of a number of 
researchers (for example [Leary, 87], [Sykes, 88] and [Kelly, 90]) who have used 
model-based reasoning for diagnosing faults in hydraulic systems. Typically such 
systems have relied upon the identification of simple rules or mathematical equations 

Conclusions and Further Research 211 



linking a single input to a single output. Such techniques could not be applied to the 

modelling of hydraulic control circuits as the majority of spool valves have multiple 
inputs and outputs. A novel method of modelling the structure and component 
behaviour of highly complex hydraulic circuits has, therefore, been developed, and 

successfully applied to all the hydraulic sub-systems of the H. L. W. S. C. unit. The 

modelling technique was highly innovative in that it was based upon defining a set of 

generic valve features and valve components which could be combined to represent 

the structure of spool valves. These structural representations were in turn linked to 

rules which described the behaviour of valves in response to signals, and rules which 
described the behaviour of hydraulic fluid when it came into contact with specific 

valve features. These symbolic models were linked to graphical representations which 

allowed multi-coloured animations of hydraulic systems to be generated. In the final 

analysis it was probably the decision to develop animation facilities, which made the 

hydraulic models far more accessible and meaningful to members of the user 

community, that ensured the success of the MIDAS system. 

The development of the MIDAS system demonstrated that generic fault fording 

strategies could be created, in this case for internal leakages, which were equally 
applicable to any hydraulic system. This negated the need to pre-enumerate all 
potential faults and made the modelling package far more generic. A further novel 
idea incorporated in the MIDAS system was the development of a compiled version 
of the simulations and animations, so that the common problem of slow response 
times, associated with many model-based systems, could be overcome. Further areas 
in which the MIDAS system has provided interesting technical insights are in; the 
identification of a method of representing three dimensional objects in two 
dimensions; the demonstration that a depth first search strategy is the most 

appropriate method for modelling fluid flows; and the identification of the importance 

of discriminating between static and dynamic hydraulic fluid, and deriving an 

algorithm to do so. 

The development of the MIDAS system has demonstrated that model-based systems, 
in common other knowledge-based systems, require prototyping to fully explore user 

requirements and to elicit and validate expert knowledge. Furthermore, the 
importance of validation has been demonstrated. The techniques of validation by an 
expert reviewing the system and user acceptance testing have both been shown to be 

effective. The validation exercise has also demonstrated the benefits of developing the 
model-based and shallow knowledge systems independently, so that the outputs of the 
two can be compared and any discrepancies investigated. The comparison of the 

Conclusions and Further Research 212 



MIDAS and DIPLOMA systems proved to be especially useful in that it identified a 

number of defects in the evokes relations. The MIDAS system has, therefore, made a 

significant contribution to the accuracy and integrity of fault diagnosis in the 

DIPLOMA system. 

11.2.4 The Adaptation of the MIDAS System 

The application of the MIDAS system to the modelling of the hydraulic control unit 

of a thrust reverser demonstrated the flexibility of the approach. This exercise, 

therefore, clearly demonstrated that the modelling software developed initially for the 
H. L. W. S. C. unit, can be swiftly and easily applied to other hydraulic circuits. 
Additionally, the identification of both a methodology for adapting the MIDAS 

approach, and a set of criteria for selecting suitable application areas, should ensure 
that new applications can be swiftly and successfully developed. 

The development of a set of software tools for automatically generating evokes 

relations for internal leakages should greatly simplify the task of developing new 
applications of the DIPLOMA system, by reducing the time required for knowledge 

elicitation. It will probably be this facility, more than any other, which will prove to 
be of most importance in the long term. 

A number of researchers, such as Fink & Lusth [Fink, 87] and Sykes [Sykes, 88], had 

previously shown that, in theory, deep knowledge could be used to generate shallow 
knowledge. The MIDAS system, by automatically generating evokes relations, has 

confirmed that deep knowledge can be used to generate shallow knowledge in a 

practical application. 

11.2.5 The Evaluation of the MIDAS System 

The successful implementation of the MIDAS system on the shopfloor at Fordhouses 

provided conclusive evidence that the model-based approach is not just an interesting 

research topic, but that it does have practical applications. Furthermore, the MIDAS 

system proved to be a suitable test-bed for evaluating the impact of model-based 

systems when implemented in the work place. 

The evaluation exercise, which was accomplished by means of a questionnaire, 
concluded that the MIDAS system made a highly positive contribution to the overall 
effectiveness of the DIPLOMA system through its provision of explanatory, training 
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and complementary diagnostic facilities. Additionally, it demonstrated that shopfloor 

personnel, with little or no computing experience, can be highly enthusiastic about a 

relatively complex piece of knowledge-based software. This provides clear evidence 

that it is beneficial to use knowledge-based systems to distribute the knowledge of 

experts to workers on the shopfloor. 

The evaluation exercise provided further evidence to demonstrate the importance of 

the MIDAS systems animation facilities. There is, in fact, a strong probability that 

without the animation, the MIDAS system would have been almost impossible to 

validate, and of limited use to shopfloor personnel. 

If there is one single reason for the MIDAS system's success, however, it is perhaps 
because a highly justifiable application area was selected. The scope of the MIDAS 

system was deliberately restricted to the modelling and simulation of hydraulic 

systems and the detection of internal leakages, both of which have proved to be of 

great practical value to both shopfloor and engineering personnel. 

11.2.6 Comparison of the DIPLOMA and MIDAS Systems 

The research presented in this thesis has emphasised the mutually beneficial nature of 
the shallow knowledge approach, as represented by the DIPLOMA system, and the 
deeper knowledge approach as represented by the MIDAS system. More specifically 
it has demonstrated that the shallow knowledge approach can provide a general 

purpose, quick response diagnostic tool, whereas the deeper knowledge approach 

provides support facilities such as explanation, training and greater detail diagnosis. 

The symbiotic relationship between the two levels of knowledge is clearly illustrated 

by the ability of the MIDAS system to automatically generate internal leakage evokes 

relations for new applications of the DIPLOMA system. 

The relative benefits and limitations of deep knowledge as proposed by a number of 

researchers (for example [Guida, 85] and [Price, 88a]) have been shown to be broadly 

correct when assessed in an authentic industrial application. A number of provisos 

must, however, be made. Deep knowledge is not necessarily easy to elicit and validate 
for highly complex devices. The development of modell ing software for model-based 

systems may be time-consuming, but if it can be applied to a number of different 
devices then the development time for each is greatly reduced. Model-based systems 
are typically limited to a specific class of physical systems, whereas shallow- 
knowledge can be used to represent the diagnostic relationships of any physical 
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system. 

The one area which the deeper knowledge of the MIDAS system is clearly superior 
to the shallow knowledge of the DIPLOMA system is in its flexibility. The research 
presented in this thesis has demonstrated that not only can models be successfully 
adapted for use on other devices, but perhaps more importantly it shows that a tool 

which was originally developed as a diagnostic tool can be applied to the provision of 
explanation and training, the promotion of understanding and potentially the 

performance of F. M. E. A. and other design engineering activities. 

The research presented in this thesis has demonstrated that irrespective of the depth 

of knowledge to be incorporated in a knowledge-based system, there are a number of 
common factors that contribute to the ultimate success of the resultant system. These 
factors include; the use of prototyping wherever appropriate to ensure the user is 
involved in the design process, and the resultant system is firmly focussed upon user 
requirements; the need for a clear concise and understandable human-computer 
interface if the system is to be accepted by the user community; and the requirement 
for a systematic validation strategy to ensure the accuracy and integrity of the system. 
Additionally, it has been demonstrated that user involvement and management 
commitment are absolutely crucial to the ultimate success of knowledge-based 

systems. 

11.3 Overall Conclusions 

The overall conclusion that can be drawn from this research is that it is possible to 
develop knowledge-based systems for diagnosis, incorporating both deep and shallow 
knowledge, and successfully implement and evaluate them on the shopfloor 

environment. Whilst it is recognised that both the DIPLOMA and the MIDAS 

systems can individually make a positive contribution to the achievement of business 

objectives, it is when the two systems are integrated that their impact is most 
beneficial. Finally, the research has provided conclusive evidence that the model- 
based approach to diagnosis is highly flexible, and therefore may be an appropriate 
technique for a large range of industrial applications. 
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11.4 Suggestions for Further Research 

The research work presented in this thesis has been both exploratory and innovative 

in its nature. In common with most research it has raised a number of unanswered 

questions and these provide the basis for further research work. 

The diagnostic processes incorporated in both the DIPLOMA and the MIDAS 

systems result in the identification of a candidate set of potential faults. The candidate 

sets of faults for internal leakages may be relatively large and a mechanism for 

reducing this set may prove beneficial. The DIPLOMA system does incorporate a 
trending module which will in the long term be able to apportion weightings to each 

of the candidate faults, based upon its historical probability of being the faulty item. 

Until this facility has been evaluated, however, it might be interesting to identify 

other methods of discriminating between candidates perhaps using heuristics to 
identify the candidate which is the easiest to inspect or repair. 

The model has been successfully used both on the shopfloor and as a mechanism for 

validating and generating evokes relations for use in applications of the DIPLOMA 

system. The responses to the evaluation questionnaire suggested that a third possible 
place where the MIDAS system may prove beneficial is as an engineering tool, either 
for performing F. M. E. A. or to validate initial designs of hydraulic systems. It would 
be of great interest to use the MIDAS system on engineering applications and then 

evaluate its performance. 

The MIDAS system was specifically targeted at the detection of internal leakages as 
these were by far the most difficult type of fault to diagnose. There is no reason, 
however, why strategies for diagnosing other faults in hydraulic systems, such as the 

effects of valves sticking, should not be developed to increase the overall utility of the 
MIDAS system. 

In order to evaluate further the performance of the MIDAS system in the long term it 

would be helpful if it were applied to other products. One way of improving its 

prospects of enjoying further applications would be by developing a graphical editor 

which would simplify the model building task by allowing engineers to develop their 

own applications. 

Finally, despite the MIDAS systems success it would be interesting to further 
investigate ways of improving its technical performance. Strategies for improving the 
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response time of the system, by developing more efficient search routines, would be 

welcomed, and any methods of reducing the memory requirements of the system 

would be beneficial. 

Conclusions and Further Research 217 



References & Bibliography 

[Abu Hanna, 901 Abu Hanna, A. & Gold, Y. I., "Adaptive, Multi-level Diagnosis 

and Modelling of Dynamic Systems", International Journal of 
Expert Systems, Vol. 3, No. 1, pp 1-30 (1990). 

[Aggarwal, 85] Aggarwal, S. C. & Aggarwal, S., "The Management of 
Manufacturing Operations: an Appraisal of Recent 

Developments", The International Journal of Operations and 
Production Management, Vol. 5, No. 3, pp 21-38 (1985). 

[Alexander, 861 Alexander, S. M. & Jagannathan, V., "Advisory Systems for 
Control Chart Selection", Computers in Industrial En ineering, 
Vol. 10, No. 3, pp 171-177 (1986). 

[Anderson, 89] Anderson, J., "Features of Advisory and Expert Systems" in 
Intelligent Systems in a Human Context, (Ed) Linda, A., Oxford 
University Press, Oxford (1989). 

[Bader, 881 Bader, J., Edwards, J., Harris-Jones, C. & Hannaford D., 
"Practical Engineering of Knowledge-based Systems", 
Information and Software Technology, Vol. 30, No. 5, pp 266- 
277 (1988). 

[Barr, 81] Barr, A. & Feigenbaum, E. A., The Handbook of Artificial 
Intelligence: Volume I, William Kaufnann, California (1981). 

[Basden, 891 Basden, A., "A Client Centred Approach to Building Expert 
Systems", in People and Computers V, (Eds) Sutcliffe, A. & 
Macaulay, L., University Press, Cambridge (1989). 

[Bennett, 86] Bennett, D., Production Systems Design, Butterworth (1986). 

[Bernstein, 87] Bernstein, M., "Finding Heuristics for Flowshop Scheduling", 
ACM SIGART Newsletter. No. 99, pp 32-33 (1987). 

[Berry, 90] Berry, D. C. & Hart, A. E. "Evaluating Expert Systems", Expert 
Systems, Vol. 7, No. 4, pp 199-207 (1990). 

References & Bibliography 218 



[Bobrow, 84] Bobrow, D. G., "Qualitative Reasoning about Physical Systems: 
An Introduction", Artificial Intelligence, Vol. 24, No. 3, pp 1-5 
(1984). 

[Bonissone, 84] Bonissone, P. P., & Johnson, H. E., "Expert System for Diesel 
Electric Locomotive Repair", Human & Systems Management, 

Vol. 4, pp 255-262 (1984). 

[Bramer, 881 Bramer, M. A., Muirden, D., Pierce, J., Platts, J. C., & Vipond, 

D. L., "FAUST - An Expert System for Diagnosing Faults in an 
Electricity Supply System", in Research & Development in 
Expert Systems 5, (Eds) Kelly, B. & Rector, A., Cambridge 

University Press (1988). 

[Bryant, 88] Bryant, N. Managing Expert Systems, J Wiley & Sons (1988). 

[Buchanan, 83] Buchanan, B. G., Barstow, D., Bechtel, R, Bennet, 3., Clancey, 
W., Kulikowski, C., Mitchell, T. & Waterman, T. A., 
"Constructing an Expert System", in Building Expert Systems, 
(Eds) Hayes-Roth, F., Waterman, D. A. & Lenet, D. B., 
Addison-Wesley, Reading, Massachusetts (1983). 

[Clocksin, 87] Clocksin, W. F. & Mellish, C. S., Programming in Prolog, 
Springer-Verlag, Germany (1987). 

[Cooper, 89] Cooper, J. M., Doherty, N. F., Main, R. P., & Thompson 
, S. E., 

Quality Control / Process Capability Module, Logical Design 
Specification, Lucas Engineering & Systems, Report 
LE&S/ESD/20084/003, June (1989). 

[Cooper, 90a] Cooper, J. M., Doherty, N. F., Godwin, AN, Main, R. P., Olley, 
P., Teal, D. E. & Thompson , S. E., Quality Control / Process 
Capability Module, Full Logical Design Specification, Lucas 
Engineering & Systems, Report LE&S/ESD/20084/004, 
February (1990). 

[Cooper, 90b] Cooper, J. M., Doherty, N. F., Godwin, AN, Main, R. P., Olley, 

References & Bibliography 219 



P., Teal, D. E. & Thompson , S. E., Quality Control / Process 
Capability Module, Physical Design Specification, Lucas 

Engineering & Systems, Report LE&S/ESD/20084/005, April 

(1990). 

[Cooper, 91] Cooper, J. M. & Main, R. P., "Appendix D Test Module" in 

DIPLOMA Final Report, (Eds) Oldham, K& Cooper, J. M., LE 

& S/MTE/127, May (1991). 

[Dagli, 88] Dagli, C. H. & Stacey, R., "A Prototype Expert System for 
Selecting Control Charts", International Journal of Production 

Research, Vol. 26, No. 5, pp 987-996 (1988). 

[Davies, 84] Davies, B. J. & Darbyshire, I. L., '"The use of Expert Systems in 
Process Planning", Annals of CIRP, Vol. 33, pp 303-306 
(1984). 

[Davies, 881 Davies, M. & Hakiel, S., "Knowledge Harvesting: A Practical 
Guide to Interviewing", Expert Systems, Vol. 5, No. 1, pp 42- 
50(1988). 

[Davis, 84] Davis, R., "Diagnostic Reasoning based upon Structure and 
Behaviour", Artificial Intelligence, Vol. 24, No. 3, pp 347-410 
(1984). 

(Davis, 88] Davis, D. & Hamscher, W., "Model-based Reasoning", in 

Exploring A. 1., (Ed) Shrobe H. E., Morgan Kauffman (1988). 

[De Kleer, 84] De Kleer, J. & Brown, J. S., "A Qualitative Physics based upon 
Confluences", Artificial Intelligence, Vol. 24, No. 3, pp 7-83 
(1984). 

[De Kleer, 87] De Kleer, J. & Williams, B. C. "Diagnosing Multiple Faults", 
Artificial Intelligence, Vol. 32, No. 1, pp 97-130 (1987). 

[Descotte, 81] Descotte Y. & Latcombe, J. C., "GARI: A problem solver that 
plans how to machine mechanical parts", Proceeding of 
IJCAI-7, Vancouver, Canada, pp 766-772 (1981). 

References & Bibliography 220 



[Doherty, 89a] Doherty, N. F., Diagnostic Knowledge-based Systems: An 

Overview, University of Bradford, July (1989). 

[Doherty, 89b] Doherty, N. F., Systems Interface Design: An Overview, 

University of Bradford, November (1989). 

[Doherty, 92] Doherty, N. F., Main, R. P. & Cooper J. M., DIPLOMA 

Evaluation Report, CTO11/20084, March (1992). 

[Drabble, 911 Drabble, B., & Williams, C., Qualitative Reasoning in 

Engineering, Artificial Intelligence Applications Institute, 

February (1991). 

[DtoP, 91] The DtoP Consortium, 'Design to Product', An Alvey 
Programme Large-scale Demonstrator Programme, Final 
Report to Department of Trade and Industry and Science and 
Engineering Research Council on Contract Number LD/004, 
January (1991). 

[D. T. I., 87] Department of Trade and Industry, Through M. A. P. to CJ. M., 
H. M. S. O. (1987). 

[D. T. I., 90] Department of Trade and Industry, Expert System 

Opportunities, H. M. S. O. (1990). 

[Dubas, 901 Dubas, M., "Expert Systems in Industrial Practice: Advantages 

and Drawbacks", Expert Systems, Vol. 7 No. 3, pp 150-156 

(1990). 

[Duda, 79] Duda, R., Gaschnig, J. & Hart, P. "Model Design in the 
Prospector System for Mineral Exploration" in Expert Systems 

in the Micro-Electronic Age, (Ed) Mitchie, D. Edinburgh 
University Press (1979). 

[Dym, 90] Dym, C. L. & Levitt, R. E., Knowledge-based Systems in 
Engineering, McGraw Hill (1990). 

References & Bibliography 221 



[Efstathiou, 87] Efstathiou, J., "Knowledge-based Systems for Industrial 

Control", Computer Aided Engineering Journal, Vol. 4, No. 1, 

pp 7-20 (1987). 

[Ellis, 89] Ellis, C., Expert Knowledge and Explanation: the Knowledge- 

language Interface, Ellis Horwood, Chichester (1989). 

[Evans, 88] Evans, J. R. & Lindsay, W. M., "A Framework for Expert 

Systems Development in S. Q. C. ", Computers and Industrial 

Engineering, Vol. 14, No. 3, pp 335-343 (1988). 

[Fink, 87] Fink, P. K. & Lusth, J. C., "Expert Systems and Diagnostic 

Expertise in the Mechanical and Electrical Domains", IEEE 

Transactions on Systems. Man and Cybernetics, Vol. 17, No. 3, 

pp 340-349 (1987). 

[Forbus, 84] Forbus, K. D., "Qualitative Process Theory", Artificial 
Intelligence, Vol. 24, No. 3, pp 85-168 (1984). 

[Forbus, 88] Forbus, K. D., "Qualitative Physics: Past, Present & Future", in 
Exploring A. I., (Ed) Shrobe H. E., Morgan Kauffman (1988). 

[Fox, 84] Fox, M. S. & Smith, S. F., "A Knowledge-based System for 
Factory Scheduling", Expert S, sty ems, Vol. 1, No. 1, pp 25-49 

(1984). 

[Gaines, 88] Gaines, B. R. & Boose, J. H., Knowledge Acquisition for 

knowledge-based Systems, Volume 1, Academic Press, London 

(1988). 

[Gaschnig, 83] Gaschnig, J., Klahr, P., Pople, E., Shortliffe, E. H. & Terry A., 
"Evaluation of Expert Systems: Issues and Case Studies", in 
Building Expert Systems, (Eds) Hayes-Roth, F., Waterman, 

D. A. & Lenet, D. B., Addison-Wesley, Reading, Massachusetts 
(1983). 

[Genesereth, 84] Genesereth, M. R., "The use of Design Descriptions* in 
Automated Diagnosis", Artificial Intelligence, Vol. 24, No. 3, 

References & Bibliography 222 



pp 411-436 (1984). 

[Grandbastien, 86] Grandbastien, M. & Marolalt, J., "Towards an Expert System 

for Troubleshooting Diagnosis in Large Industrial Plants", in 

Applications of A. I. in Engineering Problems: Proceedings of 
1st International Conference, (Eds) Sriram, D. & Adey, R., 

Springer Verlag, Berlin (1986). 

[Granthain, 90] Grantham, S. D., & Ungar, L. H., "Qualitative Physics", in 

Formal Techniques in Artificial Intelligence, (Ed) Banerji, 

R. B., North Holland (1990). 

[Guida, 85] Guida, G., "Reasoning about Physical Systems: Shallow versus 
Deep Models", in Expert Systems and Optimization in Process 
Control, (Eds) Mamandini, A., & Efstathiou, J., Technical 
Press (1985). 

[Gupta, 881 Gupta, T. & Ghosh, B. K., "A Survey of Expert Systems in 
Manufacturing and Process Planning", Computers in Industrx 
No. 11, pp 195-204 (1988). 

[Guy, 91] Guy, K., Evaluation of the Alvey Program for Advanced 
Information Technology, H. M. S. O. (1991). 

[Harker, 88] Harker, S., "The use of Prototyping and Simulation in the 
Development of Large Scale Systems", The Computer Journal, 

Vol. 31, No. 5, pp 420-425 (1988). 

[Harmon, 85] Harmon, P. & King, D., Expert Systems, John Wiley & Sons, 

New York, (1985). 

[Hart, 82] Hart, P. E., "Directions for A. I. in the Eighties", ACM SIGART 

Newsletter, No. 79, pp 11-16 (1982). 

[Hart, 83] Hart, P. E., "What's Preventing the use of Expert Systems"; in 
Building Expert Systems, (Eds) Hayes-Roth, F., Waterman, 
D. A. & Lenet, D. B., Addison-Wesley, Reading, Massachusetts 
(1983). 

References & Bibliography 223 



[Hart, 86] Hart, A., Knowledge Acquisition for Expert Systems, Kogan 
Page, London (1986). 

[Havlicsek, 88] Havlicsek, B. L., "Integrating Diagnostic Knowledge", 
Proceedings of the AUTOTESTCON, Minneapolis, pp 179-184 
(1988). 

[Hayes-Roth, 83] Hayes-Roth, F., Waterman, D. A. & Lenet, D. B., Building 
Expert Systems, Addison-Wesley, Reading, Massachusetts 
(1983). 

[Hekmatpour, 87] Hekmatpour, S. & Ince, D. C., "Evolutionary Prototyping and 
the Human-Computer Interface", in Proceedings of Interact 87 

- Second IFIP Conference on Human-Computer Interaction, 

(Eds) Bullinger H. J. & Shackel B., Elsevier Science, 

Amsterdam (1987). 

[Holden, 92] Holden, P., "Expert Systems in Manufacturing. Part 1: A user's 
perspective on Expert-systems innovation", Knowledge-Based 
Systems, Vol. 5, No. 2, pp 149-157 (1992). 

[Hunt, 88] Hunt, J. E. & Price, C. J., "Explaining Qualitative Diagnosis", 
Engineering Applications of Artificial Intelligence, Vol. 1, 
September, pp 161-169 (1988). 

[Hunt, 89] Hunt, J. E., "A Qualitative Diagnostician for Mechanical 
Devices", Engineering Applications of Artificial Intelligence, 
Vol. 2, March, pp 28-39 (1989). 

[HUSAT, 881 HUSAT, Revised working Document on DtoP MMI Style, 
HUSAT Research Centre, Report DTOP/PROJ/IUSATI22/3, 
April (1988). 

[Jackson, 861 Jackson, P., Introduction to Expert Systems: First Edition, 
Addison-Wesley, Reading, Massachusetts (1986). 

(Jackson, 90] Jackson, P., Introduction to Expert Systems: Second Edition, 

References & Bibliography 224 



Addison-Wesley, Reading, Massachusetts (1990). 

[Jagodzinski, 891 Jagodzinski, A. P. & Holmes, S. H., "Expert Systems 

Acceptability: Human Organisational Contexts of Expert 

Systems", in Expert Knowledge and Explanation, (Ed) Ellis, 

C., Ellis Horwood, Chichester, (1989). 

[Kelly, 85] Kelly, B. "The Role of Prototyping in Expert Systems 

Development, in Expert Systems and Optimization in Process 

Control, (Eds) Mamandini, A., & Efstathiou, J., Technical 

Press (1985). 

[Kelly, 90] Kelly, JJ & Ford, K. M., "Diagnosis using Model-based 

Reasoning by Constraint Propagation: A Preliminary Report on 
Monitoring NASA Space Shuttle Liquid Hydrogen Loading", 

International Journal of Expert Systems, Vol. 3, No. 2., pp 87- 

104 (1990). 

[Kerr, 88] Kerr, r. M. & Ebsary, R. V., "Implementation of an Expert 

System for Production Scheduling", European Journal of 
Operations Research, Vol. 33, pp 17-29 (1988). 

[Kerr, 91] Kerr, R., Knowledge-based Manufacturing Management, 

Addison-Wesley, Singapore (1991). 

[Kidd, 85] Kidd, A. L., "What do users ask? - Some Thoughts about 

Diagnostic Advice", Expert Systems 85, (Ed) Merry, M., 

Cambridge University Press, Cambridge (1985). 

[Kidd, 87] Kidd, A. L., Knowledge Acquisition for Expert Systems (A 

Practical Handbook), Plenum Press (1987). 

[Korf, 88] Korf, R. E., "Search: A Survey of Recent Results", in Exploring 

A. I., (Ed) Shrobe H. E., Morgan Kauffman (1988). 

[Koukoulis, 85] Koukoulis, C., "A Frame-based Method for Fault Diagnosis", 

in Expert Systems and Optimization in Process Control, (Eds) 
Mamandini, A., & Efstathiou, J., Technical Press (1985). 

References & Bibliography 225 



[Kuipers, 841 Kuipers, B., "Commonsense Reasoning about Causality: 

Deriving Behaviour from Structure", Artificial Intelligence, 

Vol. 24, No. 3, pp 169-203 (1984). 

[Kuipers, 861 Kuipers, B., "Qualitative Simulation", Artificial Intelligence, 

Vol. 29, No. 3, pp 289-338 (1986). 

[Kumara, 86] Kumara, S. R. T., Joshi, S., Rashyap, C. L., Moodie, C. L. & 
Chang, T. C., "Expert Systems in Industrial Engineering", 

International Journal of Production Research, Vol. 24, No. 5, 

pp 1107-1125 (1986). 

[Kunz, 89] Kunz, J. C., Stelzner, MJ., & Williams, M. D., "From Classic 
Expert Systems to Models: Introduction to a Methodology for 
Building Model-based Systems", in Topics in Expert Systems 
Design, (Eds) Guida, G. & Tasso, C., Elsevier North Holland 
(1989). 

[Laffey, 86] Laffey, TJ., Perkins, W. A. & Nguyen, T. A., "Reasoning about 
Fault Diagnosis with LES", IEEE EXPERT, Spring (1986). 

[Leary, 87] Leary, J. J. & Gawthrop, P. J., "Process Fault Detection using 
Constraint Suspension", IEE Proceedings, Vol. 134, Pt. D, No. 
4, pp 264-271 (1987). 

[Leitch, 901 Leitch, R. R., A Review of the Approaches to the Qualitative 
Modelling of Complex Systems, Herriot-Watt University 
(1990). 

[Lindsay, 80] Lindsay, R. K., Buchanan, B. G., Fiegenbaum, E. A., & 
Lederberg J. Applications of Artificial Intelligence for Organic 
Chemistry, McGraw Hill (1980). 

[Marcus, 881 Marcus, S., Stout, J. & McDermott, J., "VT: An Expert 
Elevator Designer that uses Knowledge-based Back-tracking, 
Al Magazine, Vol. 9, No. 1, pp 95-111 (1988). 

References & Bibliography 226 



[Martin, 91] Martin, M. P., Analysis & Design of Business Information 

Systems, Macmillan Publishing Company, Singapore (1991). 

[Maunder, 88] Maunder, C., Using Computers in Quality Control", Computer- 
Aided Engineering Journal. Vol. 5, No. 3, p 131 (1988). 

[McCarthy, 82] McCarthy, J., "The History of LISP", in The Handbook of 
Artificial Intelligence, (Eds) Barr, A. & Feigenbaum, E. A., 
William Kaufman (1982). 

[McDermott, 82] Mcdermott, J., "R1: A Rule Based Configurer of Computer 
Systems", Artificial Intelligence, Vol. 9, No. 1, pp 39-88, 
(1982). 

[Miles, 89] Miles, B. L., "Design for assembly -A Key Element within 
Design for Manufacture", Proceedings of IME, Vol. 203, Pt. D, 

pp 29-38 (1989). 

[Milne, 851 Milne, R., "The Theory of Responsibilities", SIGART 
Newsletter, No. 93, pp 25-29 (1989). 

[New, 851 New, V., "Manufacturing in the 1980's", in Manufacturing 
Systems, Open University, Oxford (1985). 

[Newell, 63] Newell, A. & Simon, H. A., "GPS, A Program that Simulates 
Human Thought", in Computers and Thought, (Eds) 
Feigenbaum, E. A. & Feldman, J., McGraw-Hill, New York 
(1963). 

[Nilsson, 80] Nilsson, N. J., Principles of Artificial Intelligence, Tioga, Palo 
Alto, California, (1980). 

[Oakland, 89] Oakland, J. S., Total Quality Management, Heinemann 
Professional Publications, Oxford (1989). 

[O'Keefe, 87] O'Keefe, R. M., Balci, O. & Smith, E. P., "Validating Expert 
System Performance", IEEE EXPERT, Winter, pp 81-89 
(1987). 

References & Bibliography 227 



[Oldham, 91 ] Oldham, K., Main, R. P., Cooper, J. M., & Doherty N. F., 

"DIPLOMA - The Seal of Approval", Applications of A. I. in 

Engineering 6, (Eds) Rzevski, G. & Adey, R. A., Elsevier, 

Barking (1991). 

[Olley, 921 Olley, P., Ph. D. Thesis, University of Bradford, to be published 
(1992). 

[O'Rourke, 89] O'Rourke, E. N., "Can Expert Systems Provide Greater 

Flexibility to the Shopfloor", APICS 32nd International 

Conference Proceedings, Orlando, Florida, pp 177-181 (1989). 

[Paterson, 85] Paterson, A., Sachs, P. & Turner, M. "ESCORT: The 

application of Causal Knowledge to Real Time Process 
Control", in Expert Systems 1985, (Ed) Merry, M., Cambridge 

University Press, Cambridge (1985). 

[Patil, 84] Patil, R. S., Szolovitz, P. & Schwartz, W. B., "Causal 

Understanding of Patient Illness in Medical Diagnosis", in 

Readings in Medical Artificial Intelligence: The First Decade, 

(Eds) Clancey, W. J. & Shortliffe, E. H., Addison-Wesley, 

Reading Massachusetts (1984). 

[Patil, 88] Patil, R. S., "Artificial Intelligence Techniques for Diagnostic 

Reasoning in Medicine", in Exploring Al., (Ed) Shrobe H. E., 

Morgan Kauffman, pp 347-377 (1988). 

[Pau, 86] Pau, L. F., "Survey of Expert Systems for Fault Detection, Test 

Generation and Maintenance", Expert Systems, Vol. 3, No. 2, 

pp 100-111 (1986). 

[Perkins, 891 Perkins, W. A., Laffey, T. J., Pecora, D. & Nguyen, T. A., 
"Knowledge Base Verification", in Topics in Expert System 

Design, (Eds) Guida, G. & Tasso, C., Elsevier North Holland 
(1989). 

[Pillay, 92] Pillay, K. D. A., Atkinson, R. M., Burrows, C. R., Edge, K. A. & 

References & Bibliography 228 



Hogan, P. A. "Model-based Fault Diagnosis of Hydraulic 

Circuits", Colloquium on Intelligent Fault Diagnosis - Part 2: 

Model-based Techniques, London, pp 8/1-8/3 (1992). 

[Pople, 82] Pople, H. E., "Heuristic Methods for Imposing Structure on III- 

structured Problems: The Structuring of Medical Diagnosis", in 

Al in Medicine, (Ed) Szolovits, P., Westview Press (1982). 

[Preece, 90] Preece, A. D., '"Towards a Methodology for Evaluating Expert 
Systems", Expert Systems, Vol. 7, No. 4, pp 215-223 (1990). 

[Prerau, 851 Prerau, D. S., "Selection of an Appropriate Domain for an 
Expert System", A. I. Magazine, Vol. 6, No. 2, pp 26-35 (1985). 

[Price, 88a] Price, C. J. & Lee, M., "Applications of Deep Knowledge", 
Artificial Intelligence in Engineering, Vol. 3, No. 1, pp 12-17 
(1988). 

[Price, 88b] Price, C. J., "Developing a Qualitative Representation of 
Mechanical Devices for use in Diagnosis", Engineering 
Applications of Al, Vol. 1, June, pp 87-96 (1988). 

[Price, 91] Price, C. & Hunt, J., "Automating FMEA through Multiple 
Models", UCW Technical Report No. UCW-TR-173-91, 
University College Wales (1991). 

[Price, 92] Price, C., "Practical Model-based Reasoning", Al Intelligence, 

February, pp 16-17 (1992). 

[Quinlan, 84] Quinlan, J., "Fundamentals of Knowledge Engineering in 
Expert Systems", in Introductory Readings in Expert Systems, 

(Ed) Michie D., Gordon & Breach (1984). 

[Ramsey, 86] Ramsey, C. L., Reggia, J. A., Nau, D. S. & Ferrantino, A., "A 
Comparative Analysis of Methods for Expert Systems", 
International Journal of Man-Machine Studies, Vol. 24, pp 475- 
499. 

References & Bibliography 229 



[Randhawa, 86] Randhawa, S. U., Barton, W. J. & Farukui, S., "Wave Solder 

Assistant - an Expert System to aid in the troubleshooting of 

the Wave Soldering Process", Computers and Industrial 

Engineering", Vol. 10, No. 4, pp 325-334 (1986). 

[Rauch-Hinden, 85] Rauch-Hinden, W. B., Artificial Intelligence in Business, 

Science and Industry, Volume II, Prentice Hall (1985). 

[Reiter, 87] Reiter, R., "A Theory of Diagnosis from First Principles", 

Artificial Intelligence, Vol. 32, No. 1, pp 57-96 (1987). 

[Rich, 83] Rich, E., Artificial Intelligence, McGraw Hill, Singapore 

(1983). 

[Richer, 85] Richer, M. H. & Clancey WJ., "GUIDON-WATCH: A Graphic 
Interface for viewing a K. B. S. ", IEEE Computer Graphics & 
Applications, Vol. 5, No. 11, pp 51-63 (1985). 

[Scarl, 87] Scarl, E. A., Jamieson, J. R. & Delaune, C. I., "Diagnosis and 
Sensor Validation through Knowledge of Structure and 
Function", IEEE Transactions on Systems. Man and 
Cybernetics, Vol. 17, No. 3, pp 360-368 (1987). 

[Scherer, 871 Scherer, W. T. & White, C. C., "A Survey of Expert Systems for 
Equipment Maintenance and Diagnostics", in Fault Detection 

and Reliability: Knowledge-based and Other Approaches, (Ed), 
Singh M. G., Pergamon Press (1987). 

[Schneiderman, 86] Schneidermam, B., Designing the User Interface, Addison- 

Wesley (1986). 

[Schrijen, 85] Schrijen, L. N. "An Expert System for Advanced Data 
Retrieval", International Journal of Quality and Reliability. 
Vol. 2, No. 2, pp 47-53 (1985). 

[Silver, 89] Silver, M. L., Systems Analysis and Design, Addison Wesley 
(1989). 

References & Bibliography 230 



[Shortliffe, 76] Shortliffe, E. H., Computer-based Medical Consultation: 

MYCIN, Elsevier, New York (1976). 

[Shragger, 871 Shragger, J., Jordan, D., Moran, T., Kiczales, G. & Russel, D., 

"Issues in the Pragmatics of Qualitative Modelling: Lessons 

Learned from a Xerographics Project", Communications of the 

ACM, Vol. 30, No. 12, pp 1036-1047 (1987). 

[Soniat du Fossat, 891 Soniat du Fossat, E. C., Gilmore, J. F. & Almond, M. R. "A 

Survey of Manufacturing Applications of Expert Systems", 

SPIE Vol. 1095 Applications of Artificial intelligence VII 

(1989). 

[Stefik, 82] Stefik, M., Aikens, J., Balzar, R. Bimbaun, L., Hayes-Roth, F. 
& Sacerdoti, E., "The Organisation of Expert Systems -A 
Tutorial", Artificial Intelligence, Vol. 18, pp 135-173 (1982). 

[Stuart, 85] Stuart, J. D. & Vinson J. W., "TURBOMAC: An Expert System 

to aid in the Diagnosis of causes of Vibration-producing 

Problems in large Turbomachinary", Proceedings of the 
Conference on Computers in Mechanical En ineering, pp 319- 
25, Boston (1985). 

[Swabey, 85] Swabey, M. "Use of Deep and Shallow Knowledge in 
Electronics Diagnosis", in Expert Systems and Optimization in 
Process Control, (Eds) Mamandini, A., & Efstathiou, J., 
Technical Press (1985). 

[Sykes, 881 Sykes, D. S., Cochran, J. K., & Young, H. H., "Development of 
Diagnostic Expert Systems using Qualitative Simulation", Al 

and Simulation 1988, The Society for Computer Simulation, pp 
32-38 (1988). 

[Teal, 88] Teal, D. E., Main, R. P. & Eccleson P. B., Quality Control / 
Process Capability Module, Functional Specification, Lucas 
Engineering & Systems, Report MTE/LE&S/99, May (1988). 

[Thompson, 86] Thompson, C., "Building Menu-based Interface Languages", 

References & Bibliography 231 



Texas Instruments Engineering Journal, pp 23-28, February 

(1986). 

[Torasso, 89] Torasso, P. & Console, L., Diagnostic Problem Solving, North 

Oxford Academic Publishers (1989). 

[Turban, 88] Turban, E., Decision Support and Expert Systems, Macmillan, 

New York (1988). 

[Tzafestas, 901 Tzafestas, S. G., "System Fault Diagnosis using the Knowledge- 

based Methodology", in Fault Diagnosis in Dynamic Systems, 

Theory & Applications, (Eds) Patton, R., Frank, P. & Clark, R., 

Prentice Hall (1990). 

[Vanwelkenhuysen, 91] Vanwelkenhuysen, J., "Troubleshooting Digital Circuit 

Boards by means of an Expert System: An Approach at Alcatel 

Bell", Proceedings of 2nd European Test Conference, Munich 

(1991). 

[Waterman, 861 Waterman, D. A., A Guide to Expert Systems, Addison-Wesley, 

Reading, Massachusetts (1986). 

[Wild, 90] Wild, R., Essentials of Production & Operations Management, 

Cassel (1990). 

[Wright, 86] Wright, M. L., Green, M. W., Fiegl G. & Cross, P. F., "An 

Expert System for Real-time Control", IEEE Software, March 

(1986). 

[Young, 89] Young, R., "Human Interface Aspects of Expert Systems", in 

Intelligent Systems in a Human Context, (Ed) Linda, A., Oxford 

University Press, Oxford (1989). 

[Yourdon, 89] Yourdon, E., Modern Structured Analysis, Prentice-Hall 

(1989). 

References & Bibliography 232 


	cover_sheet_thesis1.pdf
	University of Bradford eThesis


